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Abstract

Optimization problems with composite functions deal with the minimization of the sum
of a smooth function and a convex nonsmooth function. In this thesis several numerical
methods for solving such problems in finite-dimensional spaces are discussed, which are
based on proximity operators.
After some basic results from convex and nonsmooth analysis are summarized, a first-order
method, the proximal gradient method, is presented and its convergence properties are
discussed in detail. Known results from the literature are summarized and supplemented by
additional ones. Subsequently, the main part of the thesis is the derivation of two methods
which, in addition, make use of second-order information and are based on proximal Newton
and proximal quasi-Newton methods, respectively. The difference between the two methods
is that the first one uses a classical line search, while the second one uses a regularization
parameter instead. Both techniques lead to the advantage that, in contrast to many similar
methods, in the respective detailed convergence analysis global convergence to stationary
points can be proved without any restricting precondition. Furthermore, comprehensive
results show the local convergence properties as well as convergence rates of these algorithms,
which are based on rather weak assumptions. Also a method for the solution of the arising
proximal subproblems is investigated.
In addition, the thesis contains an extensive collection of application examples and a detailed
discussion of the related numerical results.

Zusammenfassung

In Optimierungsproblemen mit zusammengesetzten Funktionen wird die Summe aus einer
glatten und einer konvexen, nicht glatten Funktion minimiert. Die vorliegende Arbeit behan-
delt mehrere numerische Verfahren zur Lösung solcher Probleme in endlich-dimensionalen
Räumen, welche auf Proximity Operatoren basieren.
Nach der Zusammenfassung einiger grundlegender Resultate aus der konvexen und nicht-
glatten Analysis wird ein Verfahren erster Ordnung, das Proximal-Gradienten-Verfahren,
vorgestellt und dessen Konvergenzeigenschaften ausführlich behandelt. Bekannte Resultate
aus der Literatur werden dabei zusammengefasst und durch weitere Ergebnisse ergänzt. Im
Anschluss werden im Hauptteil der Arbeit zwei Verfahren hergeleitet, die zusätzlich Informa-
tionen zweiter Ordnung nutzen und auf Proximal-Newton- beziehungsweise Proximal-Quasi-
Newton-Verfahren beruhen. Der Unterschied zwischen beiden Verfahren liegt darin, dass bei
ersterem eine klassische Schrittweitensuche verwendet wird, während das zweite stattdessen
einen Regularisierungsparameter nutzt. Beide Techniken führen dazu, dass im Gegensatz
zu vielen verwandten Verfahren in der jeweils ausführlichen Konvergenzanalyse die globale
Konvergenz zu stationären Punkten ohne weitere einschränkende Voraussetzungen bewiesen
werden kann. Ferner zeigen umfassende Resultate die lokalen Konvergenzeigenschaften sowie
Konvergenzraten der Algorithmen auf, welche auf lediglich schwachen Annahmen beruhen.
Ein Verfahren zur Lösung auftretender Proximal-Teilprobleme ist ebenfalls Bestandteil
dieser Arbeit.
Die Dissertation beinhaltet zudem eine umfangreiche Sammlung von Anwendungsbeispielen
und zugehörigen numerischen Ergebnissen.
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Chapter 1

Introduction

The subject of this thesis is the investigation of general optimization problems of the form

min
x∈Rn

ψ(x) := f(x) + φ(x), (1.1)

where φ : Rn → R is a convex, proper and lower semicontinuous mapping and f : Rn → R
is a smooth, possibly nonconvex function, as well as the detailed development and analysis
of efficient numerical algorithms for their solution. The objective function in this problem is
called composite function by several authors [40, 95, 121] and its minimization was formally
introduced and investigated by Fukushima and Mine [66,113] back in the 1980s.

Motivation

In the above formulation, the objective function is not necessarily smooth nor convex, and,
additionally, since φ is an extended real valued function, even constrained problems can be
formulated in this way. Therefore, the problem structure is sufficiently broad to cover a large
variety of applications for real-life problems, for example in the areas of statistics, machine
learning, compressed sensing, and signal processing. In result, the interest in problems in
formulation (1.1) got a lot of attention from researchers, especially during the last decade,
and innumerable numerical algorithms were developed for their solution. To show the
generality and relevance of problem (1.1), some motivating examples of applications are
provided.

Example 1.1 (Compressed sensing). Given a linear signal model by a matrix A ∈ Rm×n

and a (possibly noisy) observation vector b ∈ Rm, the aim of many inverse problems is
to reconstruct a sparse vector x ∈ Rn such that Ax ≈ b. A natural formulation for the
recovery problem with focus on sparsity [10] is

min
x∈Rn

∥x∥0 such that ∥Ax− b∥ ≤ ε,

where ε ≥ 0 is related to the occuring noise and ∥x∥0 denotes the ℓ0-norm counting the
nonzero entries of x. Although it is called a norm, the ℓ0-norm is not a norm in the classical
sense. Thus, whilst using the ℓ0-norm leads to a sparse solution, the ℓ0-norm optimization
problem is difficult to solve due to its discontinuity and nonconvexity. Hence, the ℓ0-term is
often replaced by the ℓ1-norm. Furthermore, instead of using the estimation of Ax to b as
constraint, one can handle it as part of the objective function, which leads to the popular
Lasso problem [151]

min
x∈Rn

1

2
∥Ax− b∥2 + λ∥x∥1

1



2 1. Introduction

for some λ > 0, a problem of type (1.1). This procedure works well, as long as the noise in
the signal vector b is Gaussian. However, for non-Gaussian noise the Euclidean norm in the
quadratic term needs to be replaced. For example, if the error is obtained from Student’s
t-distribution [4, 112], we end up with the nonconvex problem

min
x∈Rn

m∑
i=1

log
(
1 +

(Ax− b)2i
ν

)
+ λ∥x∥1

with degree of freedom ν > 0. ♢

Example 1.2 (Sparse logistic regression). Logistic regression is used to separate feature
vectors by a hyperplane, hence the problem setting is similar to the one of support vector
machines. In logistic regression, feature vectors a1, . . . , am ∈ Rn and corresponding binary
labels y1, . . . , ym ∈ {−1, 1} are given, which often represent some measured data. Since the
probability distribution of the class label y for a given feature vector a ∈ Rn and a logistic
regression coefficient vector x ∈ Rn can be described by

p(y = 1 | a; y) = exp(aTx)

1 + exp(aTx)
,

the determination of this coefficient vector x leads to the problem

min
x∈Rn,ν∈R

m∑
i=1

log
(
1 + exp(xTai + νyi)

)
,

see [168]. In some cases, a drawback in considering this problem is overfitting [88], which is
prevented by adding a regularization term. If the features are connected in several groups,
this can be done with a group lasso term, i.e. for sets I1, . . . , Is ⊂ {1, . . . , n} and some
regularization parameter λ > 0, we get

min
x∈Rn,ν∈R

m∑
i=1

log
(
1 + exp(xTai + νyi)

)
+ λ

s∑
j=1

∥x[Ij ]∥,

which again has the form (1.1). If the groups I1, . . . , Is form a partition of {1, . . . , n}, this
is the classical group lasso, whereas we get the overlapping group lasso, if these sets are not
pairwise disjoint [109]. ♢

Example 1.3 (Constrained optimization). A classical formulation of constrained optimiza-
tion problems is

min
x∈Rn

f(x) subject to h(x) = 0, g(x) ≤ 0

for f : Rn → R, g : Rn → Rm and h : Rn → Rp, which can equivalently be written as

min
x∈Rn

f(x) + ιX (x),

where X = {x ∈ Rn | g(x) ≤ 0, h(x) = 0} and ιX denotes its indicator function. Assuming
that h is affine and the component functions gi for i = 1, . . . ,m are convex, the set X is
closed and convex. Hence, if f is smooth, we obtain a problem as formulated in (1.1), which
therefore also covers a large class of constrained problems. ♢

There are countless further examples of applications whose problem setting can be affiliated
to (1.1), for example (sparse) inverse covariance selection [78, 130,144], blind deconvolution
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[9, 19,21] or nonnegative matrix factorization [94,102]. Further applications can be found
in deep learning [54], data clustering [138] and dictionary learning [67, 108]. Moreover,
optimization problems involving composite functions are utilized in magnetic resonance
imaging and tomography [18,160] or seismic tomography [124,149].
We note that this list contains only a small part of the applications and is by no means
complete. Further examples can be found in the literature, e.g. [2, 26,50].

Proximal Methods

The rapid growth of convex optimization applications, in particular in signal processing
and machine learning, has further increased the popularity of methods for solving (1.1). A
significant part of these methods can be classified using the term proximal methods, which
are considered in more detail below.
The foundation of proximal methods is the solution of a subproblem of the form

argmin
d

{
f(xk) +∇f(xk)Td+ 1

2
dTHkd+ φ(xk + d)

}
(1.2)

in each iteration step, where Hk ∈ Sn is usually a positive definite matrix. In that case, its
solution dk is unique and characterized using the proximity operator

dk = proxHk
φ

(
xk −H−1

k ∇f(x
k)
)
. (1.3)

In the latter representation it is apparent, why these methods are also called forward back-
ward methods [16, 32, 161] (first, a forward step performs a gradient-step using information
on f , and second, the backward step applies the proximity operator using information
on φ), whereas formulation (1.2) motivates the term successive quadratic approximation
methods [38].
In the simplest form, the next iterate is set to xk+1 = xk + dk, but due to a lack of
convergence, this strategy is usually combined with some form of backtracking. There
exist two main backtracking strategies. In the first one, convergence is guaranteed using
backtracking by, roughly speaking, increasing Hk, e.g. by adding a positive multiple of the
identity matrix, whereas for the second one we set xk+1 = xk + tkd

k for an appropriate
step length tk ∈ (0, 1] (classical line search).
In the following, we provide an extensive overview over existing literature regarding proximal
methods before devoting an introduction to the methods investigated in the subsequent
chapters of this thesis.

First-Order Methods Among the most popular algorithms for solving problem (1.1)
are the Iterative Shrinkage Thresholding Algorithm (ISTA) and its accelerated version
FISTA [14,120]. Like all first-order proximal methods, in ISTA-type methods the matrix
Hk is chosen as a positive multiple of the identity, i.e. Hk = LkI, where Lk > 0 is
either constant during the algorithm or adapted to approximate a Lipschitz constant
of ∇f . The backtracking consists of choosing Lk sufficiently large such that a suitable
descent condition holds. Since the steps are computationally inexpensive in many cases
or can even be solved analytically, this method has been the subject of intensive research
over the last decade in numerous variants and with different acceleration techniques
[73,79,80,129,143,146,161,164,171]. Various preliminaries on the functions f and φ are
studied, but a common assumption and one of the drawbacks of these methods is that ∇f
must in most cases be (globally) Lipschitz continuous to guarantee convergence.
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In the class of heavy-ball or inertial proximal methods [27, 126–128], the approach of ISTA
is combined with an extrapolation step. A further approach is to perform a classical
line search and determine tk ∈ (0, 1] such that a descent condition holds for xk + tkd

k

[17, 26, 156, 165, 168]. With this approach the convergence can be proved even without
Lipschitz continuity. In recent years, also the Kurdyka-Łojasiewicz property is used to
prove convergence rates. Since the interest in large scale problems increased in recent years,
block coordinate and stochastic proximal methods have been developed [29, 62, 63, 93,156].
For (block) separable functions f and ϕ, these are based on the idea of applying proximal
steps only to a part of the indices of the iterates in each step. Finally, we mention some
more first-order proximal methods [49,50,59] that do not fit into the mentioned categories.

Variable Metric Proximal Methods First-order methods are easy to implement and
have well-studied convergence properties. However, they are well-known to have poor
convergence rates, especially when high accuracy is required. This drawback may result in a
large number of iterations to obtain an acceptable approximation of the solution. Variable
metric techniques have therefore been proposed in recent literature [25, 28, 29, 31, 32, 46, 62–
64,93]. In variable metric proximal methods, the matrix Hk and therefore the underlying
metric may change in every iteration based on suitable criteria. The expected advantage is
an improved ability to take into account the local characteristics of the problem.
A drawback of these methods is that the subproblem (1.2) can usually no longer be solved
analytically, since Hk must not be a diagonal matrix. Therefore, part of the investigation of
such algorithms is the study of the solutions of these subproblems, usually in combination
with a suitable inexactness criterion [25, 62, 63]. Furthermore, the assumption of the
Kurdyka-Łojasiewicz property is often used to develop convergence results [29,31,32,64].

Second-Order Methods It is only a small step to get from variable metric methods
to second-order methods. In these methods, Hk contains second-order information of f ,
i.e. Hk ≈ ∇2f(xk). On the one hand, there exist proximal Newton methods [100,153,154,
166,167], where Hk = ∇2f(xk), which are known to have the same excellent convergence
properties as the Newton method for smooth unconstrained minimization, see e.g. [95]. On
the other hand, since this information is computationally expensive for many problems,
especially for large-dimensional ones, proximal quasi-Newton or proximal Newton-type
methods are considered [15, 16, 68, 81, 82, 91, 95, 114, 119, 145, 153, 154, 169]. Here, Hk is
chosen as an appropriate approximation to the Hessian, for example using a quasi-Newton
or limited memory quasi-Newton approach. In practice, it is expensive to solve the proximal
Newton step exactly, since it is determined by numerical solution of the problem (1.2).
Therefore, it is important to understand the convergence of the proximal (quasi-)Newton
methods with inexact steps [38,68,82,95,100,114,119,145,167].
Another possibility to classify proximal second-order methods is according to the pre-
liminaries required by the particular convergence theory. While in some works [68, 166]
only certain concrete problems are investigated, many manuscripts are restricted to the
ℓ1-norm, i.e φ = ∥ · ∥1 [36, 38, 169]. The essential assumption of most methods is convexity
of f [15, 16, 68, 95, 145, 153, 154, 169], while some require global Lipschitz continuity of
∇f [68, 91, 95, 145]. To mitigate these assumptions, error bounds are used [114, 167] or
self-concordant functions are considered [100,153,154].
Some further remarks on second-order methods are made in the context of the algorithms
presented in the subsequent chapters.
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Other Methods Besides proximal-type methods there are several other approaches
and ideas for solving the composite problem (1.1), which should not remain unmentioned.
These include semismooth Newton methods [71,101,111,112,118], trust-region methods
[5,45,61,131], interior point methods [87,88], an alternating direction method of multipliers
[97] and fixed point methods [41,43,74,110]. The authors of [26,133,134,148,150] reformulate
(1.1) to get a smooth minimization problem with a forward backward envelope, while [69,139]
replace the quadratic term in (1.2) by a Bregman distance. If φ represents the ℓ1-norm,
there are orthant wise minimization methods [1,52,85], which employ that the ℓ1-norm is a
linear mapping on every orthant. An overview of several approaches for solving (1.1) is
given in [89].
It remains to note that problem (1.1) is also studied in the literature under different
assumptions on f and φ. Worth mentioning are methods where φ is nonconvex [34,35,64,
70,72,83,165].

Approaches Presented in this Thesis

In the following chapters, three main approaches to methods for solving (1.1) are investigated.
At first, we consider a first-order method in combination with classical line search, which is
simply called proximal gradient method in the following. The line search is an adaption of
the classical Armijo line search, whose purpose is to find tk ∈ (0, 1] preferably large such
that

ψ(xk + tkd
k) ≤ ψ(xk) + σtkψ

′(xk; dk)

holds for some fixed σ ∈ (0, 1), and update the iterate via xk+1 = xk + tkd
k. We replace

the directional derivative by an expression with similar properties, but which is easier to
handle. The resulting method is not new, cf. e.g. [156], but known convergence results are
collected, edited, and supplemented with additional ones, resulting in a complete survey of
the proximal gradient method and its properties.
As mentioned above, first-order methods yield global convergence results under mild
assumptions, but a major drawback is that they approximate a solution very slowly,
especially for high accuracy. On the other hand, second-order methods have nice local
convergence properties, but they are globally convergent only under strongly restrictive
(global) assumptions. The main purpose of this thesis is to circumvent both drawbacks by
investigating algorithms in the sequel that have both, favorable global and local convergence
behavior under mild assumptions. Two methods with different approaches are presented.
The idea of the globalized inexact proximal Newton-type method is the combination of an
inexact proximal Newton-type method with the proximal gradient method. Whenever
possible and a sufficient descent criterion holds, the subproblem (1.2) is solved (inexactly)
using a possibly not positive definite matrix Hk containing second-order information on f
in xk. Otherwise, Hk is chosen as a positive multiple of the identity matrix and, hence, dk

is obtained by a proximal gradient step. For both possibilities, a line search is performed
afterwards.
A different approach is used to obtain the regularized proximal quasi-Newton method. Here,
the backtracking is based on the idea of ISTA-type methods by, roughly speaking, increasing
and reducing Hk, if necessary. In detail, we replace the second-order approximation Hk by
the regularization Hk + µkI for some µk > 0. The regularization parameter µk is adapted
in each step by a trust-region approach, depending on the quality of the current step.
We point out that for these methods, an extensive theory for both, global and local
convergence, is provided. The global convergence results, which prove convergence to
stationary points, need rather mild assumptions. In particular, for the basic results no
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global Lipschitz continuity of ∇f is required. Furthermore, the local convergence theory is
presented using the Kurdyka-Łojasiewicz property or an error bound assumption, which
implies that no strong convexity assumption is needed.
A main difficulty considering variable metric and proximal Newton-type methods is that
the solution of the subproblem (1.2) must also be investigated, since this is not possible
analytically (in contrast to first-order methods). Therefore, we also address this problem
and present an effective method for that purpose, provided Hk is a low rank modification
of the identity matrix.

Structure of the Thesis

The following is an overview of the structure of the thesis. Chapter 2 contains a collection of
fundamental results from various fields of analysis, prepared with the purpose of providing
a theoretical basis of the following chapters. In particular, this includes concepts of convex
and nonsmooth calculus as well as an introduction to the Kurdyka-Łojasiewicz property.
In Chapter 3 we start with introducing the proximity operator and collecting its basic
properties. After that, the proximal gradient method is investigated in Section 3.2 and the
analysis of global convergence and convergence rates is provided. Afterwards, Section 3.3 is
dedicated to the numerical solution of the subproblem (1.2) for special choices of Hk.
The following Chapters 4 and 5 deal with two proximal Newton-type methods, namely the
globalized inexact proximal Newton-type method in Chapter 4 and the regularized proximal
quasi-Newton method in Chapter 5. In both chapters, we start with the deduction of the
method, provide an overview of related methods in the literature and state the methods
explicitly. After that, the global convergence is investigated under quite mild assumptions
and additional results are given for the case that the smooth part f of the objective function
has a Lipschitz continuous or uniformly continuous gradient. Finally, local convergence
results and convergence rates are deduced. In addition, Chapter 5 closes with some notes
on a modified algorithm using a proximal gradient framework in Section 5.5. The basis
of these chapters are the research paper [82] and the preprint [81], but substantial effort
was undergone to streamline the theory, mitigate the preliminaries, and supplement the
investigation by further results.
In Chapter 6 we present extensive numerical material for the methods presented in Chapters
4 and 5, also using the studies of Chapter 3. In particular, the performance of the methods
is investigated on common convex and nonconvex problems, and the numerical behaviour
of the methods is compared with different state-of-the-art methods.
A final conclusion and some comments on future research topics in Chapter 7 complete the
thesis.



Chapter 2

Background from Convex and
Nonsmooth Analysis

This introductory chapter provides an overview of fundamental concepts and basic results
which are essential for the remaining chapters. The majority of the material is a careful
collection of results from the literature, selected and arranged to provide a useful overview
of the theory needed in the subsequent analysis. Therefore, we skip the proofs of most
results and refer to appropriate references.
The following is an outline of the structure of this chapter. In Section 2.1, we start with the
basics of convex analysis, in particular the introduction of convexity, convex functions and
the properties of the convex subdifferential, which is repeatedly needed for proofs in the
following chapters. Section 2.2 covers basic concepts of nonsmooth analysis, in particular,
we deal with generalized derivatives, semismooth functions and give a short introduction to
the semismooth Newton method. Since they are the main object of this thesis, we collect
results for composite functions, which are the sum of a smooth and a convex function, in
Section 2.2.3. After that, we introduce the concept of Kurdyka-Łojasiewicz functions in
Section 2.3, which can be interpreted as a generalization of strong convexity. Finally, the
purpose of Section 2.4 is to introduce some notation related to sequences.

2.1 Basics from Convex Analysis

Convexity plays a central role in various areas of mathematics, e.g. optimization, optimal
control, calculus of variations and statistics. Even though the concept of convexity is much
older, Werner Fenchel [60] was the one who introduced convex analysis as a separate field
of mathematics in the 1950s. While his lecture notes remained unpublished for a long
time, Rockafellar [141] created one of the outstanding standard works on convex analysis.
In the meantime, convex analysis builds a marvellous theoretical framework and plays a
fundamental role for modern variational analysis.
We collect the basic concepts of convex functions in Section 2.1.1, summarize existence and
uniqueness results for minimizers of (convex) functions in Section 2.1.2 and introduce the
convex subdifferential in Section 2.1.3. In addition to the two fundamental publications
above, we refer to the monographs of Rockafellar and Wets [142], Bauschke and Combettes
[12], and Hiriart-Urruty and Lemaréchal [77] as references for the following results.

2.1.1 Convex and Lower Semicontinuous Functions

We start to introduce the concept of convex functions. For that purpose, we recall that a
set C ⊂ Rn is called convex if for any two points in C their connecting line is contained

7
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in C or, equivalently, if for all x, y ∈ C and λ ∈ (0, 1), we have λx+ (1− λ)y ∈ C. This
motivates to call a function convex, if its epigraph (roughly speaking the set of all points
above its graph) is convex. An equivalent definition is the following.

Definition 2.1 (Convex function). A function φ : Rn → R is convex on a convex set
C ⊆ Rn if for all x, y ∈ C and λ ∈ (0, 1) there holds

φ
(
λx+ (1− λ)y

)
≤ λφ(x) + (1− λ)φ(y). (2.1)

Furthermore, the set dom(φ) := {x ∈ Rn : φ(x) < +∞} is called domain of φ. If
dom(φ) ̸= ∅, the function φ is called proper. The function φ is concave if −φ is convex.

We say that a function is convex, if it is convex on Rn. It is easy to see that the domain of
a convex function is convex. Furthermore, a function is convex if and only if it is convex on
its domain. Often a stronger version of convexity is needed, which is established next.

Definition 2.2 (Strong Convexity). A proper function φ : Rn → R is strongly convex with
modulus µ > 0 on a convex set C ⊆ Rn if

φ
(
λx+ (1− λ)y

)
≤ λφ(x) + (1− λ)φ(y)− µ

2
λ(1− λ)∥x− y∥2

holds for all x, y ∈ C and λ ∈ (0, 1). The function φ is called strongly convex with modulus
µ > 0 if C = Rn.

It is trivial to see that strongly convex functions are convex, but the opposite does not hold
in general. Strongly convex functions are characterized by the following property.

Proposition 2.3. A proper function φ : Rn → R is strongly convex with modulus µ > 0 if
and only if φ− µ∥ · ∥2 is convex.

We now state the first intriguing property for convex functions.

Proposition 2.4 (Continuity of convex functions). A convex function φ : Rn → R is
continuous relative to any open convex subset of dom(φ). In particular, it is continuous
relative to int(dom(φ)). Any real valued convex function φ : Rn → R is continuous.

A real valued convex function is therefore Lipschitz continuous on every compact subset
of its domain. For the next results we consider differentiable convex functions. Of course,
this only makes sense at points for which there exists an entire neighbourhood on which
the function is finite valued, i.e. at points in the interior of the domain. For simplicity in
the notation, we state these results for real valued convex functions. Since differentiability
is a local property, however, the corresponding characterizations only need to hold in an
appropriate neighbourhood of the considered points.

Proposition 2.5 (First-order characterizations). Let φ : Rn → R be differentiable. Then
the following hold:
(a) φ is convex if and only if

φ(y) ≥ φ(x) + ⟨∇φ(x), y − x⟩ for all x, y ∈ Rn.

(b) φ is strongly convex with modulus µ > 0 if and only if

φ(y) ≥ φ(x) + ⟨∇φ(x), y − x⟩+ µ

2
∥y − x∥2 for all x, y ∈ Rn.
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A likewise interesting and well-known statement concerns the correlation between convexity
and monotonicity of the corresponding gradient mapping.

Proposition 2.6 (Monotonicity of gradient mappings). Let φ : Rn → R be differentiable.
Then the following hold:
(a) φ is convex if and only if

⟨∇φ(x)−∇φ(y), x− y⟩ ≥ 0 for all x, y ∈ Rn.

(b) φ is strongly convex with modulus µ > 0 if and only if

⟨∇φ(x)−∇φ(y), x− y⟩ ≥ µ∥x− y∥2 for all x, y ∈ Rn.

We now investigate convexity criteria for even twice differentiable functions.

Proposition 2.7 (Twice differentiable convex functions). Let φ : Rn → R be twice
differentiable. Then the following hold:
(a) φ is convex if and only if ∇2φ(x) is positive semidefinite for all x ∈ Rn.
(b) φ is strongly convex with modulus µ > 0 if and only if ∇2φ(x) ⪰ µI holds for all

x ∈ Rn.

Although the previous results seem useful, continuity, and therefore differentiability, does
not need to hold outside the interior of the domain. As a consequence, the theory of convex
functions is most powerful in the presence of lower semicontinuity, which is introduced next.

Definition 2.8 (Lower semicontinuity). A function φ : Rn → R is lower semicontinuous
at x ∈ Rn if every sequence {xk} converging to x satisfies

lim inf
k→∞

φ(xk) ≥ φ(x).

The function φ is called lower semicontinuous if it is lower semicontinuous at every point
in Rn.

A first consequence of the concept of lower semicontinuity is the following, which explains
why lower semicontinuous functions are also called closed by some authors.

Proposition 2.9. A function φ : Rn → R is lower semicontinuous if and only if for all
α ∈ R the level sets lev≤α φ are closed.

Many elementary operations preserve convexity and lower semicontinuity. The most basic
ones are stated in the following result.

Proposition 2.10. Let φ1, φ2 : Rn → R be convex, proper and lower semicontinuous
functions and A : Rm → Rn a linear mapping. Then the sum φ1 + φ2 and the composition
φ1 ◦A are convex and lower semicontinuous. They are proper, if dom(φ1) ∩ dom(φ2) ̸= ∅
or dom(φ1) ∩ Im(A) ̸= ∅, respectively.

We are mainly interested in convex, proper and lower semicontinuous functions, since the
set of these functions is the one dealt with in problem (1.1). Hence, for the theory in the
subsequent chapters we consider functions which have all three of these properties. It is
worth noting, however, that some of the results hold without assuming lower semicontinuity.
At this point we refer the reader to the above mentioned standard literature of convex
analysis.
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2.1.2 Minimization and Convexity

In this thesis, convexity is used in particular in the context of optimization problems. To
address that purpose we define coercivity and give basic results on minimizers of coercive
and convex functions.
We start with the fact that for convex functions a separation of local and global minima is
not necessary. For this, recall that a global minimizer of φ is a point with optimal function
value, while a local minimizer minimizes the function only in some neighbourhood. The
next result is about the set of all minimizers of a convex function φ, which is denoted by
argminφ.

Proposition 2.11. Every local minimizer of a proper and convex function φ : Rn → R is
a global minimizer.

This result highlights the fundamental interest and importance of convexity for minimization
problems. In particular, in combination with the following one, the result ensures that
descent methods, which are proven to find a local minimum, always find the global minimum,
independently of the initialization of the method. This is a major benefit of considering
optimization problems with convex functions.

Proposition 2.12. Let φ : Rn → R be proper and convex. Then the set argminφ of
(global) minimizers of φ is convex.

In general, the set of minimizers of a convex function may contain more than one point.
However, the following result shows that this is not possible for strongly convex functions.

Proposition 2.13. Let φ : Rn → R be proper and strongly convex. Then φ has at most
one minimizer.

So far we have considered the set of minima of a (strongly) convex function. However, this
set might be empty. For that reason we introduce the concept of coercivity, under which
convex functions always have minima.

Definition 2.14. A function φ : Rn → R is coercive if

lim
∥x∥→∞

φ(x) = +∞,

and supercoercive if

lim
∥x∥→∞

φ(x)

∥x∥
= +∞.

Note that the above properties are not used consistently in the literature. Instead of coercive
and supercoercive, some authors use the terms 0-coercive and 1-coercive. We continue with
a characterization of convex coercive functions.

Proposition 2.15. Let φ : Rn → R be proper and convex. Then the following are equivalent:
(a) φ is coercive,
(b) for every α ∈ R the level set lev≤α φ is bounded,
(b) there exists α ∈ R such that the level set lev≤α φ is nonempty and bounded.

Note that the equivalence of (a) and (b) even holds without convexity, while the characteri-
zation in (c) is based on the assumption that φ is convex. The following two results show
the existence of minimizers of convex functions. With these we conclude the section.
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Figure 2.1: Example of a convex function and some of its subgradients, represented as affine minorants

Proposition 2.16. Let φ : Rn → R be convex, proper and lower semicontinuous and let
C ⊆ Rn be a closed convex set such that C ∩domφ ̸= ∅. If φ is coercive, it has a minimizer
over C.

Corollary 2.17. Let φ : Rn → R be strongly convex, proper and lower semicontinuous.
Then φ is supercoercive and has exactly one minimizer.

2.1.3 The Convex Subdifferential

Even though they are not differentiable in general, convex functions have many useful
differentiability properties. The central concept of the convex subdifferential, which will be
introduced in the following, is a generalization of the gradient of a smooth function and a
fundamental tool in the analysis of nondifferentiable convex functions. If a convex function
φ : Rn → R is differentiable, Proposition 2.5(a) states that

φ(y) ≥ φ(x) + ⟨s, y − x⟩

holds for all x, y ∈ Rn with s := ∇φ(x). Geometrically, this means that the tangential
hyperplane φ(x)+ ⟨s, y−x⟩, which coincides with φ in x, minorizes φ. For nondifferentiable
convex functions, a subgradient is defined by one such tangential hyperplane, see Figure 2.1,
and the set of all tangential hyperplanes in one point leads to the convex subdifferential.

Definition 2.18 (Convex Subdifferential). Let φ : Rn → R be proper and convex and
x ∈ Rn. Then, s ∈ Rn is called subgradient of φ at x, if

φ(y) ≥ φ(x) + ⟨s, y − x⟩

holds for all y ∈ Rn. The set of all subgradients of φ at x is the (convex) subdifferential
∂φ(x), and we say that φ is subdifferentiable at x if ∂φ(x) ̸= ∅.

We note that the concept of subgradients and the subdifferential can in principle be
transferred to nonconvex functions with the above definition. However, it is possible that
in some points the function is not subdifferentiable in that case, while the following result
holds for convex functions.
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Proposition 2.19. Let φ : Rn → R be proper and convex, and let x ∈ Rn. Then the
following hold:
(a) ∂φ(x) ̸= ∅, if x ∈ int(domφ),
(b) ∂φ(x) = ∅, if x ̸∈ domφ,
(c) ∂φ(x) is a closed, convex set.

Furthermore, if x is an element of the boundary of domφ and int(domφ) is nonempty,
it can be shown that ∂φ(x) is either empty or unbounded. We continue with some basic
examples for subdifferentials of convex functions, which can easily be verified.

Example 2.20.
(a) (Euclidean norm) For the Euclidean norm ∥ · ∥ we have

∂∥ · ∥(x) =

{
x

∥x∥ if x ̸= 0,

B1(0) if x = 0.

(b) (ℓ1-norm) The subdifferential of the ℓ1-norm is given element-wise by

(
∂∥ · ∥1(x)

)
i
=


1 if xi > 0,

−1 if xi < 0,

[−1, 1] if xi = 0

for i = 1, . . . , n.
(c) (Indicator function) Let C ⊂ Rn be a closed convex set and x ∈ C. Then the definition

of subgradients yields s ∈ ∂ιC(x) if and only if ιC(y) ≥ ιC(x) + ⟨s, y − x⟩ holds for all
y ∈ Rn, which is equivalent to 0 ≥ ⟨s, y − x⟩ for all y ∈ C. Hence,

∂ιC(x) = NC(x) :=
{
s ∈ Rn | ⟨s, y − x⟩ ≤ 0 for all y ∈ C

}
is the so called normal cone of C in x. For x ̸∈ C, Proposition 2.19 yields ∂ιC(x) = ∅.

(d) (Half circle) Consider the function φ : R→ R,

φ(x) =

{
−
√
1− x2 if |x| ≤ 1,

+∞ otherwise,

which describes a lower half circle. Then ∂φ(x) = {φ′(x)} for |x| < 1 and ∂φ(x) = ∅
for |x| ≥ 1. In particular, ±1 ∈ domφ and ∂φ(±1) = ∅. ♢

To determine the subdifferential of various convex functions that come out of convexity-
preserving operations, there are several calculus rules. We collect some elementary ones in
the following result.

Proposition 2.21 (Subdifferential calculus).
(a) (Separable functions) Assume that φ : Rn → R is proper, convex and separable, i.e. there

exist proper, convex functions φi : R→ R for i = 1, . . . , n such that φ(x) =
∑n

i=1 φi(xi).
Then

∂φ(x) = ∂φ1(x1)× · · · × ∂φn(xn) for all x ∈ Rn.

(b) (Multiples) Let λ > 0 and φ : Rn → R be proper and convex. Then

∂(λφ1)(x) = λ∂φ1(x) for all x ∈ Rn.
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(c) (Translation) For b ∈ Rn and a proper, convex function φ : Rn → R let φ(x) := φ(x−b).
Then

∂φ(x) = ∂φ(x− b) for all x ∈ Rn.

(d) (Sum rule) Let φ1, φ2 : Rn → R be proper and convex. If int(domφ1)∩ int(domφ2) ̸= ∅,
there holds

∂(φ1 + φ2)(x) = ∂φ1(x) + ∂φ2(x) for all x ∈ Rn.

(e) (Chain rule) Let A ∈ Rm×n, φ : Rm → R be a proper, convex function and suppose
Im(A) ∩ int(domφ1) ̸= ∅. Then

∂(φ1 ◦A)(x) = AT (∂φ1 ◦A)(x) for all x ∈ Rn.

Note that Proposition 2.21(a) justifies the computation of the subdifferential of the ℓ1-norm
in Example 2.20(b), which is given element-wise.
We deduced the idea of subgradients from Proposition 2.5(a). Inspired from part (b) of
that result, we obtain the following characterizations of strongly convex functions.

Proposition 2.22. The following statements are equivalent for a proper, convex function
φ : Rn → R and some µ > 0:
(a) φ is strongly convex with modulus µ.
(b) The inequality

φ(y) ≥ φ(x) + ⟨s, y − x⟩+ µ

2
∥x− y∥2

holds for all x, y ∈ Rn and s ∈ ∂φ(x).
a) The subdifferential of φ is strongly monotone with modulus µ, i.e.

⟨s− s̃, x− y⟩ ≥ µ∥x− y∥2

holds for all x, y ∈ Rn and s ∈ ∂φ(x), s̃ ∈ ∂φ(y).

Two more substantial properties of proper, convex and lower semicontinuous functions
are stated in the following, since they are essential for several proofs involving the convex
subdifferential: The outer semicontinuity or closedness of the subdifferential, and the
property that it maps bounded sets to bounded sets.

Proposition 2.23 (Outer Semicontinuity). Let φ : Rn → R be proper, convex and lower
semicontinuous. If {xk} ⊂ Rn and {sk} ⊂ Rn are sequences such that sk ∈ ∂φ(xk) for all
k ∈ N, where {xk} converges to x∗ and {sk} converges to s∗, then s∗ ∈ ∂φ(x∗).

Proposition 2.24 (Boundedness). Let φ : Rn → R be a proper, convex and lower semi-
continuous function, and let C ⊂ int(domφ) be nonempty, closed and bounded. Then the
set

∂φ(C) :=
⋃{

∂φ(x) | x ∈ C
}

is nonempty, closed and bounded. Furthermore, φ is Lipschitz continuous with Lipschitz
constant

L := sup
{
∥s∥ | s ∈ ∂φ(C)

}
< +∞

on the set C.

A very elementary, but essential result on global minimizers of proper convex functions is
their characterization by the subdifferential. The origin of this powerful idea traces back to
the work of Pierre de Fermat in the 17th century, and therefore it is known as Fermat’s
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rule in convex optimization. We note that the same result also holds without convexity,
but, to be consistent with Definition 2.18, the result is formulated under the assumption of
convexity.

Proposition 2.25 (Fermat’s rule). Let φ : Rn → R be proper and convex. Then

argminφ = {x ∈ Rn | 0 ∈ ∂φ(x)}.

For the remainder of this section, we study the connection between convexity and differ-
entiability. It turns out that convex functions have a number of useful differentiability
properties connected to the subdifferential. If a convex function is differentiable, its gradient
is a subgradient, see the deduction at the beginning of this section. The following result
generalizes this observation.

Proposition 2.26. Let φ : Rn → R be a proper, convex function, and let x ∈ domφ. If φ
is differentiable at x, then ∇f(x) is the unique subgradient of φ at x. Conversely, if φ has
a unique subgradient at x, then φ is differentiable at x.

A useful property of convex functions is the fact that one-sided directional derivatives exist
universally. To formally state this result, we first define the directional derivative.

Definition 2.27. Let φ : Rn → R be proper. For x ∈ domφ we say that φ is directionally
differentiable at x in direction d ∈ Rn if the limit

lim
t↓0

φ(x+ td)− φ(x)
t

exists. In this case we call

φ′(x; d) := lim
t↓0

φ(x+ td)− φ(x)
t

the directional derivative of φ at x in the direction of d.

With this definition it is possible to summarize some properties of the difference quotient
and the directional derivative of a convex function.

Proposition 2.28. Let φ : Rn → R be proper and convex, x ∈ domφ and d ∈ Rn. Then
the following hold:
(a) The difference quotient

t 7→ φ(x+ td)− φ(x)
t

is nondecreasing for t > 0.
(b) The directional derivative φ′(x; d) exists (in R) with

φ′(x; d) = inf
t>0

φ(x+ td)− φ(x)
t

.

(c) φ′(x; ·) is sublinear (and therefore convex) and proper.
(d) φ′(x; ·) is lower semicontinuous for x ∈ int(domφ).

Remark 2.29. Considering a continuously differentiable function φ for the moment, we
know that the directional derivative φ′(x; d) coincides with the expression ∇φ(x)Td. Hence,
the directional derivative φ′ is continuous as a function of (x, d). In contrast, this does not
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hold for nondifferentiable convex functions. As an example, consider the one-dimensional
mapping φ(x) = |x|. Then,

φ′(x; d) =


d, if x > 0,

|d|, if x = 0,

−d, if x < 0,

is not continuous in x = 0. Investigating the convergence of optimization methods for
convex functions, this issue causes some difficulties, which are addressed in the subsequent
chapters. ♢

We close this section with a generalization of the identity φ′(x; d) = ∇φ(x)Td to nondiffer-
entiable functions φ, which yields a connection between the directional derivative and the
convex subdifferential.

Proposition 2.30. Let φ : Rn → R be proper and convex and x ∈ domφ. Then the
following are equivalent:

s ∈ ∂φ(x) ⇐⇒ φ′(x; d) ≥ ⟨s, d⟩ for all d ∈ Rn.

If x ∈ int(domφ), we have in addition

φ′(x; ·) = max
s∈∂φ(x)

⟨s, ·⟩.

2.2 Basics from Nonsmooth Analysis

Nonsmooth calculus is a collective term for a wide field of calculus whose common purpose
is the study of nondifferentiable functions. The class of problems we consider in (1.1) is
among these functions. We therefore address some basics of nonsmooth analysis in this
section, where we concentrate the discussion to locally Lipschitz continuous functions.
Recall that a function F : Rn → Rm is locally Lipschitz continuous near x ∈ Rn if there
exist ε > 0 and a Lipschitz constant L > 0 (depending on x) such that

∥F (y1)− F (y2)∥ ≤ L∥y1 − y2∥ for all y1, y2 ∈ Bε(x).

This analysis includes the definition of generalized Jacobians and their properties in Section
2.2.1, as well as the concepts of Newton derivatives and semismooth functions in Section
2.2.2. At the end of this section, we briefly discuss the semismooth Newton method, before
we focus on some results regarding composite functions in the form of (1.1) in Section 2.2.3.
Some fundamental references for nonsmooth analysis in literature are the monograph by
Clarke [47] and the book of Ulbrich [159]. In addition to these references, we mention [48],
in particular for Newton derivatives [44], and [136] for the semismooth Newton method.

2.2.1 Generalized Nonsmooth Subdifferentials

The purpose of this section is to introduce the generalized Jacobian by Clarke, which covers
both, the derivatives of smooth functions, and the subdifferentials of convex functions
introduced in Section 2.1.3. Since derivatives require some kind of smoothness assumption,
the following results are stated for locally Lipschitz continuous functions. According to
Rademacher’s theorem (see e.g. [75, Theorem 3.1]), such functions are almost everywhere
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differentiable, which means that the set of points, where the function is not differentiable,
has Lebesgue measure zero. Hence, the following makes sense.

Definition 2.31 (Generalized Subdifferentials). Let F : Rn → Rm be locally Lipschitz
continuous in a neighbourhood of x ∈ Rn. The set

∂BF (x) := {M ∈ Rm×n | ∃{xk} ⊂ DF : xk → x, F ′(xk)→M}

is called Bouligand- or B-subdifferential of F at x, where DF ⊂ Rn denotes the set of
all points, where F is differentiable. Moreover, the convex hull ∂F (x) := conv(∂BF (x))
denotes the generalized Jacobian in the sense of Clarke of F at x.

If m = 1, the generalized Jacobian ∂F (x) is referred to as generalized gradient as well. Let
us illustrate the definition with some examples.

Example 2.32.
(a) (Euclidean norm) Let F (x) = ∥x∥2. Then we get ∂F (x) = ∂BF (x) = {∇F (x)} for

all x ̸= 0. Let x = 0 and note that for y ̸= 0 we have ∇F (y) = y/∥y∥2. Hence,
∂BF (0) ⊆ {s | ∥s∥2 = 1}. On the other hand, let s ∈ Rn with ∥s∥2 = 1 be given.
Then, the sequence { 1ks}k∈N converges to 0 and the gradient of F on that sequence is
constantly equal to s. Hence, we get

∂BF (0) = {s | ∥s∥2 = 1} and ∂F (0) = {s | ∥s∥2 ≤ 1}.

(b) (ℓ1-norm) Let F (x) = ∥x∥1. It is easy to see that the B-subdifferential can be computed
element-wise for this example (but not in general). Hence, for i = 1, . . . , n we get

∂BF (x)i =


{1}, if xi > 0,

{−1}, if xi < 0,

{−1, 1}, if xi = 0,

and ∂F (x)i =


{1}, if xi > 0,

{−1}, if xi < 0,

[−1, 1], if xi = 0.

(c) (Differentiable function) Let F (x) = x2 sin(1/x). The function is differentiable with

F ′(x) =

{
2x sin(1/x)− cos(1/x), if x ̸= 0,

0, if x = 0.

In particular, this yields 0 ∈ ∂BF (0) by choosing a sequence, which is constantly
0. Using the vanishing sequences {1/(2πk + α)} for α ∈ [0, 2π] and k ≥ 0 yields
∂BF (0) = ∂F (0) = [−1, 1]. ♢

The differentials ∂BF and ∂F have, inter alia, the following properties.

Proposition 2.33. Let F : Rn → Rm be locally Lipschitz continuous and x ∈ Rn. Then
the following hold:
(a) ∂BF (x) is nonempty and compact.
(b) ∂F (x) is nonempty, compact and convex.
(c) ∂BF (x) ⊆ ∂F (x).
(d) ∂F is closed, i.e. for sequences {xk} ⊂ Rn converging to x∗ and Mk ∈ ∂F (xk) converging

to M∗ ∈ Rm×n there holds M∗ ∈ ∂F (x∗).

Furthermore, as mentioned above, these are indeed generalizations of the derivatives of
smooth functions and the subdifferentials of convex functions. Hence, there is no clash of
notation for the convex subdifferential and Clarke’s generalized Jacobians.
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Proposition 2.34.
(a) Let F : Rn → Rm be continuously differentiable in a neighbourhood of x ∈ Rn. Then

∂F (x) = ∂BF (x) = {F ′(x)}.

(b) Let φ : Rn → R be proper, convex and lower semicontinuous and x ∈ int(domφ). Then
Clarke’s generalized Jacobian coincides with the subdifferential at x in the sense of
convex analysis (Definition 2.18).

We note that in Proposition 2.34(b), and from now on, we are slightly inconsistent in
notation: If a function F : Rn → R is given, the differentials in Definition 2.31 are subsets
of R1×n (row vectors) but the elements of the convex subdifferential are considered as
column vectors, which is the usual convention for functions mapping to the real numbers.
This distinction is irrelevant as we remain in the case m = 1, but must be adhered to in
interpreting, so for the following chain rule.

Proposition 2.35 (Chain rule for generalized Jacobians). Let h = g ◦ F , where F : Rn →
Rm is Lipschitz continuous near x ∈ Rn and g : Rm → R is Lipschitz continuous near F (x).
Then h is Lipschitz continuous in a neighbourhood of x and one has

∂h(x) ⊆ conv
(
∂g(F (x))∂F (x)

)
.

If, in addition, g is continuously differentiable at F (x), then equality holds, and the convex
hull is superfluous.

We note that several more calculus rules for ∂F can be found in the literature, while there
are hardly any rules for the B-subdifferential ∂BF . Since these are not necessary for the
following chapters, we skip stating them explicitly. Similar to Proposition 2.25 we conclude
the section with Fermat’s principle, this time in the version for nonsmooth functions.

Proposition 2.36 (Fermat’s rule for nonsmooth functions). Let F : Rn → R be Lipschitz
continuous in a neighbourhood of x ∈ Rn. If x is a local minimizer of F , then 0 ∈ ∂F (x).

Note that there is no Fermat’s principle for the B-subdifferential. Furthermore, in contrast
to convex analysis, 0 ∈ ∂F (x) is no sufficient condition for local or global minimizers. In
particular, the same inclusion holds for a local maximum.

2.2.2 Newton Derivatives and the Semismooth Newton Method

The notion of semismoothness in the context of functions F : Rn → Rm was introduced and
investigated by Qi [135] and Qi and Sun [136]. Later on the definition was extended to so
called Newton differentiable or slantly differentiable functions, see [44]. The importance of
Newton derivatives comes from the fact that, although the underlying mapping is in general
nonsmooth, Newton’s method is still applicable and converges locally at a superlinear rate.
In the following, we give a brief introduction to these terms and their relations, and state
the semismooth Newton method explicitly.

Definition 2.37 (Newton differentiability). A function F : Rn → Rm is called Newton (or
slantly) differentiable at x ∈ Rn if there exists a mapping DN,xF : Rn → Rm×n such that

lim
s→0

∥F (x+ s)− F (x)−DN,xF (x+ s)s∥
∥s∥

= 0.

The mapping DN,x is called a Newton derivative or slanting function for F in x. We say
that F is Newton differentiable if it is Newton differentiable in every x ∈ Rn.
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We refer to [44] for a detailed discussion and several comments on the properties of Newton
differentiable functions. For our purpose, it is sufficient to highlight just a few traits.
In particular, we point out that Newton derivatives are not unique. Furthermore, there
must not exist one single mapping G : Rn → Rm×n, which is a Newton derivative for
all x ∈ Rn, but the mapping depends on x. It follows immediately from the definition
that a continuously differentiable function F : Rn → Rm is Newton differentiable with
Newton derivative DN,xF = F ′ for all x ∈ Rn, but there are several more candidates. For
example, the constant mapping DN,xF : x+ s 7→ F ′(x) is a Newton derivative for F in x.
An important result is [44, Theorem 2.6], which shows that lots of functions are Newton
differentiable.

Proposition 2.38. A mapping F : Rn → Rm is Newton differentiable if and only if F is
locally Lipschitz continuous.

Although this result is very basic and the proof is even constructive, it is not very useful
numerically, since in addition to the Newton derivative itself, for the application of a
nonsmooth Newton method, see below, its inverse is needed. Therefore, the corresponding
matrix should have a special structure and be easy to invert, and a Newton derivative
should be chosen to satisfy this property. In some cases, this is achieved using semismooth
functions, which provide a connection to the nonsmooth subdifferentials introduced in the
previous section. For that purpose, we briefly introduce semismoothness.

Definition 2.39 (Semismooth function). A function F : Rn → Rm is called semismooth at
x ∈ Rn if it is Lipschitz continuous in a neighbourhood of x and the limit

lim
H∈∂F (x+τd)
d→s, τ↓0

Hd

exists for all s ∈ Rn. If F is semismooth at all x ∈ Rn, we call F semismooth.

The local Lipschitz continuity is included in this definition. Hence, if a function is semi-
smooth in x, it is also Lipschitz continuous near x. Semismoothness admits some character-
izations. One of them is the following.

Proposition 2.40. A function F : Rn → Rm is semismooth at x ∈ Rn if and only if it is
Lipschitz continuous near x, the directional derivative F ′(x; ·) exists, and

lim sup
s→0

H∈∂F (x+s)

∥F (x+ s)− F (x)−Hs∥
∥s∥

= 0.

This result shows once more that every semismooth function is Newton differentiable. If
F : Rn → Rm is semismooth in x, every mapping DN,xF : y 7→ H(y), where H(y) ∈ ∂F (y),
is a Newton derivative of F in x. A similar result holds for elements of the B-subdifferential
∂BF (x) since ∂BF (x) ⊆ ∂F (x).
It is easy to see that Newton derivatives are linear, i.e. if F,G : Rn → Rm are Newton
differentiable in x ∈ Rn with Newton derivatives DN,xF,DN,xG as well as α, β ∈ R, then
αF + βG is Newton differentiable in x with Newton derivative αDN,xF + βDN,xG. This
makes it easy to calculate Newton derivatives of composite functions. On the other hand,
an analogous result in this generality does not hold for semismooth functions based on
Clarke’s generalized Jacobian [47].
Besides the linearity, further tools for the calculation of Newton derivatives are two more
chain rules, where we note that the second one is actually a special case of the first one
without the assumption of uniform boundedness.
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Proposition 2.41.
(a) Let F : Rn → Rm be Newton differentiable at x ∈ Rn with Newton derivative DN,xF

and G : Rm → Rp be Newton differentiable at y = F (x) with Newton derivative DN,yG.
If DN,xF and DN,yG are uniformly bounded in a neighbourhood of x and y, respectively,
then G ◦ F is also Newton differentiable at x with Newton derivative

DN,x(G ◦ F ) = DN,yG ◦DN,xF.

(b) Let F : Rm → Rp be Newton differentiable in Ax+y with Newton derivative DN,Ax+yF ,
where x ∈ Rn, y ∈ Rm and A ∈ Rm×n. Then G(u) := F (Au+y) is Newton differentiable
in x with Newton derivative DN,xF ◦A.

With this on hand, we consider the semismooth Newton method, first introduced by Qi
and Sun [136], in its most basic form. Suppose that we are looking for a zero of a Newton
differentiable function F : Rn → Rn, i.e. we want to find x∗ ∈ Rn such that F (x∗) = 0.
The semismooth Newton method (in analogy to the smooth Newton method) to solve this
problem is stated in Algorithm 2.1.

Algorithm 2.1 Semismooth Newton Method

(S.0) Choose x0 ∈ Rn, and set k := 0.
(S.1) If F (xk) = 0: STOP.
(S.2) Choose Hk ∈ Rn×n.
(S.3) Compute the Newton step dk as solution of Hkd

k = −F (xk).
(S.4) Set xk+1 := xk + dk, k ← k + 1, and go to (S.1).

Note that the matrix Hk in (S.2) is ideally chosen to be DN,x∗F (x
k), where DN,x∗F is a

Newton derivative of F at x∗. Unless x∗ is already known, an appropriate approximation is
needed. The sufficient condition for this approximation is stated in the following convergence
result, cf. [44, Theorem 3.4], which is similar to the one for the classical Newton method.

Proposition 2.42. Let F : Rn → Rn be Newton differentiable at x∗ ∈ Rn with F (x∗) = 0.
Moreover, let DN,x∗F be a Newton derivative of F at x∗ and ∥DN,x∗F (x)

−1∥ ≤ M in a
neighbourhood of x∗ for some M > 0. Then the sequence {xk} generated by Algorithm 2.1
converges superlinearly to x∗ in a neighbourhood of x∗, i.e.

lim
k→∞

∥xk+1 − x∗∥
∥xk − x∗∥

= 0,

if the matrices Hk = H(xk) satisfy ∥H(x∗ + s)−DN,x∗F (x
∗ + s)∥ → 0 for ∥s∥ → 0.

2.2.3 Some Results on Composite Functions

Let φ : Rn → R be a proper, convex and lower semicontinuous function and assume that
f : Rn → R is continuously differentiable in an open set containing domφ. Set ψ := f + φ.
We study the construction of the subdifferential of such composite functions in this section,
since they form the integral part of problem (1.1). Since f is not necessarily convex and φ
might not be finite everywhere, neither the results for the convex subdifferential (Section
2.1.3) nor for the generalized gradient in the sense of Clarke (Section 2.2.1) apply directly
in this setting. Thus, we have to investigate this topic separately. Although also studied by
Clarke [47, Chapter 2], we follow the approach of Rockafellar and Wets [142, Chapter 8].
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Note that a short computation and Proposition 2.28 (b) show that for any x ∈ domφ and
d ∈ Rn the directional derivative ψ′(x; d) exists, and we get the identity

ψ′(x; d) = f ′(x; d) + φ′(x; d) = ∇f(x)Td+ φ′(x; d). (2.2)

Hence, the following definition of stationary points is natural.

Definition 2.43 (Stationary point). Let f : Rn → R be continuously differentiable,
φ : Rn → R be proper, convex and lower semicontinuous. We call x ∈ domφ a stationary
point of ψ = f + φ if for all directions d ∈ Rn the directional derivative ψ′(x; d) is
nonnegative, i.e. ψ′(x; d) ≥ 0.

In the subsequent chapters we investigate the convergence of the stated algorithms to
stationary points. A fundamental tool for that is Fermat’s rule adjusted to the preliminaries.
An important step for the proof of this result is the definition of subgradients of ψ.

Definition 2.44. Consider a function ψ : Rn → R and a point x ∈ domψ. We say that
s ∈ Rn is
(a) a regular subgradient of ψ at x, written s ∈ ∂̂ψ(x), if

ψ(y) ≥ ψ(x) + ⟨s, y − x⟩+ o(∥y − x∥) for y → x,

(b) a (general) subgradient of ψ at x, written s ∈ ∂ψ(x), if there are sequences {xk}
converging to x and {sk} converging to s such that sk ∈ ∂̂ψ(xk) holds for all k ∈ N.

For convex functions, these definitions of subgradients are further characterizations of the
convex subdifferential, as shown in the ensuing result. Hence, again, there is no clash in
notation.

Proposition 2.45. For any proper, convex function φ : Rn → R and any point x ∈ domφ,
one has

∂̂φ(x) = ∂φ(x) = {s ∈ Rn | φ(y) ≥ φ(x) + ⟨s, y − x⟩ for all y ∈ Rn} .

Combining this fact with the definition of the general subgradients yields the sum rule for
the subdifferential of composite functions.

Lemma 2.46. Let f : Rn → R be continuously differentiable, φ : Rn → R be proper, convex
and lower semicontinuous, and set ψ = f + φ. For x ∈ Rn there holds

∂ψ(x) = ∇f(x) + ∂φ(x) :=
{
∇f(x) + s | s ∈ ∂φ(x)

}
.

With this crucial identity in hand, a characterization of stationary points follows directly
from their definition, which is again in the form of Fermat’s rule.

Proposition 2.47 (Fermat’s rule for composite functions). Let f : Rn → R be continuously
differentiable, φ : Rn → R be proper, convex and lower semicontinuous. A point x ∈ Rn is
a stationary point of ψ = f + φ if and only if 0 ∈ ∇f(x) + ∂φ(x).

One more useful property of the studied composite functions concerns their directional
derivatives. In addition to the considered limit in Definition 2.27, the following more general
statement holds, which result from the combination of [47, Proposition 2.3.6] and some
elementary calculations.
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Proposition 2.48. Let x∗ ∈ Rn and assume that ψ : Rn → R is a function that is
(a) continuously differentiable in x∗ or
(b) proper, convex and lower semicontinuous as well as Lipschitz continuous in a neigh-

bourhood of x∗.
Moreover, let {xk} ⊂ Rn converge to x∗, {dk} ⊂ Rn converge to d∗, and {tk} ⊂ R+ converge
to 0. Then

ψ′(x∗; d∗) = lim
k→∞

ψ(xk + tkd
k)− ψ(xk)
tk

.

Note that the Lipschitz continuity of ψ in assumption (b) holds by default, if x∗ is a point
in the interior of domψ.

The remaining part of this section deals with quadratic functions f , i.e. we consider the
function

ψ(x) = f(x) + φ(x) =
1

2
∥Ax− b∥2 + φ(x)

for A ∈ Rm×n and b ∈ Rm. This is an important and until now maybe the most investigated
collection of functions considered for problem (1.1). Since f is convex, every stationary
point is a (global) minimizer of ψ. The next result considers the function values of these
minimizers.

Proposition 2.49. Let f(x) := 1
2∥Ax− b∥

2 for A ∈ Rm×n and b ∈ Rm. If x∗, y∗ ∈ Rn are
minimizers of ψ = f + φ, there holds Ax∗ = Ay∗. In particular, this yields φ(x∗) = φ(y∗).

Proof. Since x∗ is a minimizer of ψ, we use Lemma 2.46 and Proposition 2.47 to get

0 ∈ ∂ψ(x∗) = AT (Ax∗ − b) + ∂φ(x∗).

Thus, −AT (Ax∗ − b) is a subgradient of φ in x∗, which yields

φ(y∗) ≥ φ(x∗)−
(
AT (Ax∗ − b)

)T
(y∗ − x∗).

Switching the roles of x∗ and y∗ there also holds

φ(x∗) ≥ φ(y∗)−
(
AT (Ay∗ − b)

)T
(x∗ − y∗).

By adding both inequalities and simplifying, we obtain ∥A(x∗ − y∗)∥2 ≤ 0, and thus
Ax∗ = Ay∗, which yields f(x∗) = f(y∗). Since both, x∗ and y∗ are minimizers of ψ, there
holds ψ(x∗) = ψ(y∗), hence also φ(x∗) = φ(y∗), and this completes the proof.

We close the section with a note on proximal methods for problem (1.1) if f is quadratic.

Remark 2.50. Assume that we are interested in solving (1.1) with some proximal method,
where the smooth function f is quadratic, i.e. f(x) := 1

2∥Ax − b∥
2 for A ∈ Rm×n and

b ∈ Rm. Since ∇2f(x) = ATA is available in this situation, it is natural to consider the
subproblem (1.2) using the second order information Hk = ATA. Thus, the subproblem
(1.2) is equivalent to

argmin
d

{
1

2

(
A(xk + d)− b

)T (
A(xk + d)− b

)
+ φ(xk + d)

}
and thereby coincides with the initial problem. This implies, applying proximal methods
with exact second order information (provided by the Hessian) to problems with quadratic
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f does not simplify the problem. Moreover, these methods terminate after solving only one
subproblem with the precise minimizer of (1.1), assuming that it is possible to solve the
subproblems exactly. ♢

2.3 Introduction to Kurdyka-Łojasiewicz-Functions

In the beginning of developing proximal methods for problems with composite functions,
common assumptions for obtaining convergence and convergence rates were convexity or
even strong convexity of f and Lipschitz continuity of ∇f . To overcome these requirements,
recently error bound conditions or the Kurdyka-Łojasiewicz property have been widely used
as assumptions for convergence proofs. We discuss the latter in this section and start with
an outline of its historical progress.
Łojasiewicz [104] introduced a powerful condition to derive convergence results for gradient-
type methods. That is, for a continuously differentiable function f : Rn → R there exists
ρ ∈ [12 , 1) such that the quantity

|f(x)− f(x∗)|ρ

∥∇f(x)∥
(2.3)

remains bounded in a neighbourhood of any critical point x∗ of f . He proved that this
property holds for any real-analytic function. On the other hand, it is known that the
condition fails for some smooth (twice- or more times differentiable) functions.

Example 2.51. Let

f(x) =

{
exp

(
− 1
x2

)
, if x ̸= 0,

0, if x = 0.

This function is well-known to be infinitely many times continuously differentiable and
its only critical point is x∗ = 0. The quantity (2.3) is equal to |x|3

2 exp
(
1−ρ
x2

)
, which is

unbounded for x→ 0. Thus, the condition by Łojasiewicz does not hold. ♢

Kurdyka [90] generalized this idea to get the following property: There exists ν > 0, a
neighbourhood U of a critical point x∗ and a continuous function ϕ : [0, ν)→ R+, which is
continuously differentiable on (0, ν), there hold ϕ′ > 0 in (0, ν), ϕ(0) = 0 and

∥∇(ϕ ◦ f)∥ ≥ 1 (2.4)

for all x ∈ U ∩ [f(x∗) < f < f(x∗)+ ν], where [a < f < b] := {x ∈ Rn : a < f(x) < b}. The
Łojasiewicz inequality (2.3) is a special case of this definition with ϕ(s) =

(
s− f(x∗)

)1−ρ.
Inequality (2.4) holds for a wide range of functions, the ones definable on an o-minimal
structure [90]. Note that inequality (2.4) is sometimes referred to as Kurdyka-Łojasiewicz
inequality, but we will use this term for its nonsmooth variant.
For our purpose, we use a nonsmooth generalization of this condition, introduced in [22],
but we use the formulation from [7]:

Definition 2.52. Let ψ : Rn → R be proper and lower semicontinuous. We say that ψ
has the Kurdyka-Łojasiewicz (KL) property in a point x ∈ dom(∂ψ) if there exists ν > 0, a
neighbourhood U of x, and a continuous concave function ϕ : [0, ν)→ R+ such that
• ϕ(0) = 0,
• ϕ is continuously differentiable for s ∈ (0, ν),
• ϕ′(s) > 0 on (0, ν),
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• for all x ∈ U ∩ [ψ(x) < ψ < ψ(x) + ν], the Kurdyka-Łojasiewicz (KL) inequality

ϕ′
(
ψ(x)− ψ(x)

)
· dist

(
0, ∂ψ(x)

)
≥ 1 (2.5)

holds, where [a < ψ < b] := {x ∈ Rn : a < ψ(x) < b}.
If ψ satisfies the KL-property at all points of its domain, ψ is called Kurdyka-Łojasiewicz
(KL) function.

Bolte, Danilidis and Shiota show in [22] that subanalytic functions and functions definable
on o-minimal structures, so-called tame functions, are KL-functions. In particular, real
polynomials, p-norms, exponential functions, and logarithms are examples of KL-functions.
Furthermore, the class of tame functions is stable under finite sums and compositions,
which yields a broad class of KL-functions. [7].
In the following, we provide a simple example and state results on KL-functions, which are
necessary for our further analysis.

Example 2.53. Let ψ(x) = x2 + |x|. Then ψ has the KL-property in x = 0 with U = R,
ν = +∞ and ϕ(x) =

√
s. To prove the KL-inequality, note that Lemma 2.46 yields

∂ψ(x) = {2x+ sign(x)} for x ̸= 0. Thus, with ψ(x) = 0, we get

inf
x ̸=0

ϕ′
(
ψ(x)

)
dist

(
0, ∂ψ(x)

)
= inf

x ̸=0

|2x+ sign(x)|
2
√
x2 + |x|

= 1,

and therefore the KL-inequality holds. ♢

In contrast to the earlier definition by Kurdyka, the function ϕ in Definition 2.52 is required
to be concave. This is no major limitation, since for tame functions this property can be
assumed without loss of generality [7]. On the other hand, unlike the previous formulations
for smooth functions, the definition does not require x to be a stationary point of ψ. This
restriction is superfluous, as the following result shows.

Lemma 2.54. Let ψ : Rn → R be proper and lower semicontinuous. Then ψ has the
KL-property in any nonstationary point.

For the proof, see Lemma 2 and Remark 4(b) in [7]. Moreover, a wide class of convex
functions fulfils the KL-condition. Again, we refer to [7] and the references therein for the
proofs.

Proposition 2.55. Let ψ : Rn → R be a proper, convex and lower semicontinuous function
satisfying the following growth condition: If x∗ is a minimizer of ψ, then there exists a
neighbourhood U of x, ν > 0, c > 0 and ρ ≥ 1 such that

ψ(x) ≥ ψ(x∗) + cdist(x, argminψ)ρ

holds for all x ∈ U ∩ [minψ < ψ < min f + ν]. Then ψ has the KL-property in x∗ with
ϕ(s) = ρc−1/ρs1/ρ.

For a strongly convex function ψ, this condition is trivially satisfied in its minimizer with
ρ = 2, using that 0 ∈ ∂ψ(x∗) (Proposition 2.25) and Proposition 2.22, where x∗ is its
(unique) minimizer.
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Corollary 2.56. Let ψ : Rn → R be proper, lower semicontinuous and strongly convex with
modulus 2µ > 0, i.e.

ψ(y) ≥ ψ(x) + dT (y − x) + µ∥y − x∥2

holds for all x, y ∈ domψ and d ∈ ∂ψ(x). Then ψ satisfies the KL-inequality with ϕ(s) =
2µ−1/2√s.

Since a large class of problems can be formulated using the KL-property, this has become a
common assumption for proximal gradient-type algorithms in recent years, e.g. [7, 26,64].
The advantage is that the property comprises much more types of functions than only
strongly convex ones, but one can achieve similar convergence rates under this property.
Nevertheless, the KL-property is no generalization of convexity. Bolte et al. [23] proved
the existence of a convex, twice continuously differentiable function that does not fulfil the
KL-property.

Proposition 2.57. There exists a twice continuously differentiable and convex function
φ : R2 → R which does not satisfy the KL-inequality and whose set of minimizers is compact
with nonempty interior.

They also showed that for all k ∈ N there exists a k-times continuously differentiable convex
function φ : R2 → R which does not satisfy the KL-inequality. Hence, the KL-inequality is
not related to the smoothness of φ.

Remark 2.58. Convergence proofs and proofs of convergence rates that assume the KL-
property are often similar in structure. If {xk} is a sequence generated by some algorithm
to minimize ψ, the analysis must include the following (or similar) statements as results or
assumptions, cf. [64]:
• (Sufficient decrease) There exists a > 0 such that

ψ(xk+1)− ψ(xk) ≤ −a∥xk+1 − xk∥ for all k ≥ 0.

• (Relative error) There exist b > 0 and a sequence {νk} ⊂ R+ such that for all k ≥ 0 there
exists sk+1 ∈ ∂ψ(xk+1) with

b∥sk+1∥ ≤ ∥xk+1 − xk∥+ νk+1 and
∞∑
k=1

νk < +∞.

• (Continuity) There exists a subsequence K ⊂ N0 such that {xk}K converges to some x∗

and {ψ(xk)}K converges to ψ(x∗).
With these attributes and the KL-property one obtains that the sequence {xk} has finite
length, i.e.

∑∞
k=0 ∥xk+1 − xk∥ < +∞, converges to a stationary point of ψ and if the

KL-function is given by ϕ(s) = Csθ for C > 0 and θ ∈ (12 , 1], convergence rates can be
obtained. Details of this procedure will be used in the local converge analysis of Algorithm
4.1. ♢

2.4 On Convergent Sequences

We close this chapter with some notes on the convergence of sequences. First, to clarify
the used terminology, convergence rates are defined, before we state a result about isolated
accumulation points.
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The investigation of numerical algorithms is not complete without convergence rates,
especially in the case of local convergence results. For this reason, the convergence rates
required in the subsequent chapters are summarized below.

Definition 2.59. We say that a sequence {xk} ⊂ Rn converges to x∗ ∈ Rn

(a) linearly or Q-linearly, if there exists c ∈ (0, 1) such that

∥xk+1 − x∗∥ ≤ c∥xk − x∗∥ for all sufficiently large k ≥ 0,

(b) superlinearly or Q-superlinearly, if there exists a vanishing sequence {ck} ⊂ R+ such
that

∥xk+1 − x∗∥ ≤ ck∥xk − x∗∥ for all k ≥ 0,

(c) quadratically or Q-quadratically, if {xk} converges to x∗ and there exists C > 0 such
that

∥xk+1 − x∗∥ ≤ C∥xk − x∗∥2 for all k ≥ 0,

(d) R-linearly, R-superlinearly or R-quadratically, if there is a sequence {εk} ⊂ R+ con-
verging to 0 Q-linearly, Q-superlinearly or Q-quadratically, respectively, and there
holds

∥xk − x∗∥ ≤ εk for all k ≥ 0.

To end this section, we provide the following useful result, which considers isolated accu-
mulation points of sequences. Recall that x∗ is an accumulation point of a sequence {xk},
if there is a subsequence converging to x∗. The accumulation point x∗ is isolated, if the
sequence has no further accumulation points in an appropriate neighbourhood of x∗. In
this situation, the following holds, see [117, Lemma 4.10].

Proposition 2.60. Let x∗ ∈ Rn be an isolated accumulation point of the sequence {xk} ⊂
Rn. If for all K ⊂ N0 such that {xk}K converges to x∗ we have {∥xk+1 − xk∥}K → 0, then
the complete sequence converges to x∗.





Chapter 3

The Proximity Operator and
the Proximal Gradient Method

The proximity operator was introduced by Moreau [115,116] in the 1960s and was thereupon
shown to be an important tool both theoretically and numerically. Subsequently, it became
the base operation of numerous standard methods for composite optimization problems.
In the following, let φ : Rn → R be a convex, lower semicontinuous and proper function,
H ∈ Sn++ and f : Rn → R be continuously differentiable in a neighbourhood of domφ.
The proximity operator of φ with respect to H in a point x ∈ Rn is defined via

proxHφ (x) := argmin
y∈Rn

{
1

2
∥y − x∥2H + φ(y)

}
= argmin

y∈domφ

{
1

2
∥y − x∥2H + φ(y)

}
. (3.1)

Note that the objective function y 7→ 1
2∥y − x∥

2
H + φ(y) is strongly convex. Hence, the

proximity operator is single-valued in every point x. Thus, for simplicity, we refer to
proxHφ (x) as an element in Rn instead of an one-element set. Moreover, we write

proxφ := proxIφ,

if H = I.

For a closed, convex set C ⊂ Rn, the proximity operator proxιC of the indicator function
ιC reduces to the classical orthogonal projection onto the set C. We demonstrate the
imaging behaviour of proxφ for an arbitrary function φ in Figure 3.1, similar to [132]. In
this example, the thin black lines are contour lines of φ and the thick black line represents
the boundary of domφ. The proximity operator maps the blue square points onto the
green circles, whereas the red star represents the minimizer of φ. It can be observed that
points in the domain are mapped towards the minimizer and points outside the domain are
mapped onto the boundary.

Basic and useful properties of the proximity operator, which are required in the subsequent
chapters, are summarized in Section 3.1. The following Section 3.2 deals with the proximal
gradient method, which is a basic method for the solution of (1.1). After stating the
algorithm, we provide the convergence theory under quite mild assumptions. Depending
on the preliminaries, we also derive some results regarding the rate of convergence in
Section 3.2.3.
One of the most difficult tasks in the context of proximal methods is the – theoretical
and numerical – computation of the proximity operator and the solution of the underlying
minimization problem. Although we will see in Section 3.1 that in many cases of interest

27
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Figure 3.1: Example for the Evaluation of the Proximity Operator

there is an analytic representation of proxφ, the problem of computing proxHφ for some
H ̸= I is no easy task and often impossible analytically. In Section 3.3 we deduce an
algorithm for the computation of the proximity operator for special low rank matrices H.

3.1 Basic Properties of the Proximity Operator

This section is a collection of basic results regarding the proximity operator, supplemented
by some examples. For a very detailed discussion about proximity operators we refer to the
monograph by Bauschke and Combettes [12], whereas Beck [13] contains a large collection
of specific formulas for computing the proximity operator of some functions φ. While not
stated explicitly, the results presented in this section are taken from [13, Chapter 6].
We start with the separability of the proximity operator, which is thereafter used to compute
the proximity operator of the ℓ1-norm.

Proposition 3.1 (Separability of the Proximity Operator). Let φ be separable, i.e. there
exist convex, proper and lower semicontinous functions φi : Rni → R with positive integers
ni (i = 1, . . . , s) such that n = n1 + · · ·+ ns and

φ(x1, . . . , xs) =

s∑
i=1

φi(xi).

Then, for x = (x1, . . . , xs), proxφ(x) = proxφ1
(x1)× · · · × proxφs

(xs).

Maybe some of the most common convex, nonsmooth functions are the ℓ1-norm and the
Euclidean norm. The following result provides formulas for computing the proximity
operator of these functions.

Proposition 3.2. Let λ > 0. Then

proxλ∥·∥1(x) = sign(x)⊙max{|x| − λ, 0},
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where ⊙ denotes the element-wise product and the application of the operations sign and
max is also understood element-wise, and

proxλ∥·∥2(x) =

(
1− λ

max{∥x∥2, λ}

)
x.

We continue with a result, which essentially shows how to compute the proximity operator
of the composition of a convex and some linear functions.

Proposition 3.3. Let A ∈ Rn×n be an orthogonal matrix. Then

proxHφ◦A(x) = AT proxAHA
T

φ (Ax).

Note that it is possible to prove a more general result for general matrices A ∈ Rm×n under
appropriate assumptions, see Lemma 3.2.2 and Remark 3.2.3 in [111].
The remaining part of this section is devoted to providing some general results about
proximity operators of convex, lower semicontinuous, proper functions. The first one is
a very simple, but useful conclusion from Fermat’s rule (Proposition 2.47) applied to the
objective function in (3.1) and using some elementary transformations.

Lemma 3.4. The following equivalences hold for x, p ∈ Rn and H ∈ Sn++:

p = proxHφ (x) ⇐⇒ H(x− p) ∈ ∂φ(p) ⇐⇒ p ∈ x−H−1∂φ(p).

As a first consequence of these characterizations, we prove the nonexpansiveness of the
proximity operator, which entails continuity and Lipschitz continuity.

Proposition 3.5. The proximity operator proxHφ is firmly nonexpansive with respect to the
norm induced by H, i.e. for any x, y ∈ Rn we have∥∥proxHφ (x)− proxHφ (y)

∥∥2
H
≤
〈
proxHφ (x)− proxHφ (y), x− y

〉
H
.

Proof. This result was already shown by Moreau in [115], but the presented proof is taken
from [50]. Let p = proxHφ (x) and q = proxHφ (y). Then Lemma 3.4 implies

φ(q) ≥ φ(p) + (x− p)TH(q − p)
φ(p) ≥ φ(q) + (y − q)TH(p− q).

Adding both estimates yields the assertion.

We conclude this section by noting that the more general mapping (x,H) 7→ proxHφ (x) for
(x,H) ∈ Rn × Sn++ is also continuous. Since this result is not needed in the following, we
refer the interested reader to [111, Corollary 3.1.4] for the proof. Furthermore, we note that
the result of Lemma 3.6 is closely related to that property.

3.2 The Proximal Gradient Method

The proximity operator was used by Rockafellar [140] to develop the proximal point method,
an optimization method for convex functions. Based on this, Fukushima and Mine [66]
introduced the basic form of the proximal gradient method for the solution of composite
optimization problems in the form (1.1) in the 1980s. In the last decades, many variants of
the method with different backtracking strategies to guarantee global convergence under
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appropriate assumptions were introduced. One of the most popular ones is the Iterative
Shrinkage Thresholding Method (ISTA), cf. Nesterov [120] and Beck and Teboulle [14],
which opens up the possibility for several modifications, e.g. [8,164]. The method described
in Tseng and Yun [156] uses a different approach with an Armijo-type line search. Similar
methods are described by Milzarek [112] and Bonettini et al. [25, 26]. Note that the latter
mentioned class of methods does, in contrast to the group of methods based on ISTA, not
require a (globally) Lipschitz continuous gradient of f .
In this section, we describe a basic proximal gradient algorithm similar to the one of
Milzarek [112] with a classical line search, present the global convergence theory, and
determine convergence rates under various assumptions.

3.2.1 Deduction of the Method

The following section mainly coincides with [82, Section 2.2]. To motivate the proximal
gradient method, we derive it as a generalization of the classical (weighted) gradient method
for the minimization of a smooth objective function f : Rn → R. In this method, at step k
and at point xk, the search direction dk is the solution of a minimization problem of the
form

min
d
f(xk) +∇f(xk)Td+ 1

2
dTHkd

with some Hk ∈ Sn++, and the next iterate is xk+1 = xk + tkd
k for some suitable step size

tk > 0. Usually, Hk is chosen as a positive multiple of the identity matrix, since in this
case the computation of the search direction is computationally inexpensive. For Hk = I,
we get the method of steepest descent, as dk is given by −∇f(xk) in this case.
Next consider the nonsmooth optimization problem (1.1). To solve this problem, we again
linearise the smooth part f and add the nonsmooth function to obtain the subproblem

min
d
f(xk) +∇f(xk)Td+ 1

2
dTHkd+ φ(xk + d) (3.2)

as introduced in (1.2). Note that due to the positive definiteness of Hk this problem has
a unique solution, which is in the following denoted by dk. Using the definition of the
proximity operator in (3.1), a simple calculation shows that this solution is given by

dk = proxHk
φ

(
xk −H−1

k ∇f(x
k)
)
− xk. (3.3)

The subsequent algorithm allows Hk to be any positive definite matrix. In general, it is cho-
sen independently of the iteration and as a positive multiple of the identity matrix, because
in that case the computation of the proximity operator is less expensive computationally,
in many relevant applications even an explicit expression is known, see also Section 3.1.
However, we want to mention that there are several methods investigating the variation of
Hk, referred to as variable metric proximal (gradient) methods.
The search direction dk depends on the choice of Hk. Nonetheless, search directions obtained
from different matrices (but in the same iterate xk) are related by the following result,
which is essentially [156, Lemma 3]. A proof of the result is given in the appendix.

Lemma 3.6. Let x ∈ Rn and H, Ĥ ∈ Sn++ be given and set

d := proxHφ
(
x−H−1∇f(x)

)
− x, d̂ := proxĤφ

(
x− Ĥ−1∇f(x)

)
− x.
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Then

∥d̂∥ ≤

(
1 +

λmax(Ĥ)

λmin(H)

)
· λmax(H)

λmin(Ĥ)
· ∥d∥.

Another important property of the search direction is that it vanishes if and only if xk is a
stationary point of ψ in the sense of Definition 2.43. Since we need a slightly more general
result later on, it is formulated for arbitrary (not necessarily positive definite) matrices,
which can be found in [81, Lemma 3.2].

Proposition 3.7. Let xk ∈ domφ, Hk ∈ Sn and

dk ∈ argmin
d∈Rn

{
f(xk) +∇f(xk)Td+ 1

2
dTHkd+ φ(xk + d)

}
. (3.4)

If dk = 0, then xk is a stationary point of ψ. The converse is true if Hk ∈ Sn++.

Proof. Assume that dk = 0. From the definition of dk and Fermat’s rule (Proposition 2.47),
we get

0 ∈ ∇f(xk) +Hkd
k + ∂φ(xk + dk).

Setting dk = 0 yields 0 ∈ ∇f(xk) + ∂φ(xk), which is the desired result. Conversely, let Hk

be positive definite and xk a stationary point of ψ. Then −∇f(xk) ∈ ∂φ(xk), which yields
φ(xk + d) ≥ φ(xk)−∇f(xk)Td for any d ∈ Rn. Thus,

φ(xk) ≤ ∇f(xk)Td+ φ(xk + d)

< ∇f(xk)Td+ 1

2
dTHkd+ φ(xk + d)

for any d ̸= 0 and 0 is therefore the unique minimizer of the objective function in (3.4).

It is easy to see that the converse statement of Proposition 3.7 may not hold if Hk is not
positive definite.
A simple consequence of this result, using the representation (3.3) of dk, is the following
characterization of stationary points of problem (1.1) in terms of a fixed point equation.

Corollary 3.8. The point x ∈ Rn is a stationary point of ψ if and only if

proxHφ
(
x−H−1∇f(x)

)
= x

for all H ∈ Sn++.

To come back to the derivation of the proximal gradient method, after computing the search
direction, the next iterate is defined by xk+1 := xk + tkd

k for a suitable step size tk ∈ (0, 1].
To compute this step size, we adapt a line search criterion from the classical Armijo line
search, see e.g. [123] for more details. In particular, let ∆k := ∇f(xk)Tdk+φ(xk+dk)−φ(xk).
Then, we search for tk ∈ (0, 1] preferably large to satisfy

ψ(xk + tkd
k) ≤ ψ(xk) + tkσ∆k

for some σ ∈ (0, 1). In contrast to the classical Armijo line search, the directional derivative
ψ′(xk; dk) is replaced by ∆k here. This is because the calculation of the directional
derivative for nondifferentiable functions is generally difficult, while the summands of ∆k

are inexpensive to calculate. Furthermore, a major drawback of the directional derivative
of nondifferentiable functions is that it is not continuous, cf. Remark 2.29. The relation of
∆k and the directional derivative ψ′(xk; dk) is shown in the following result.
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Lemma 3.9. Let xk ∈ domφ, Hk ∈ Sn++ and dk ∈ Rn be defined by (3.3). Then the
estimates

ψ′(xk; dk) ≤ ∆k ≤ −(dk)THkd
k

hold.

Proof. Due to the monotonicity of the difference quotient of convex functions, cf. Proposi-
tion 2.28(a), we have

φ(xk + dk)− φ(xk) ≥ φ(xk + tdk)− φ(xk)
t

for any t ∈ (0, 1). Taking the limit t→ 0 yields φ(xk+ dk)−φ(xk) ≥ φ′(xk; dk) and adding
f ′(xk; dk) = ∇f(xk)Tdk proves the first inequality.
The proof of the second one is taken from [95, Proposition 2.4]. Since dk is the minimizer
of (3.2), for any t ∈ (0, 1) there holds

∇f(xk)Tdk+1

2
(dk)THkd

k + φ(xk + dk)

≤ ∇f(xk)T (tdk) + 1

2
t2(dk)THkd

k + φ(xk + tdk)

≤ t∇f(xk)Tdk + 1

2
t2(dk)Hkd

k + tφ(xk + dk) + (1− t)φ(xk),

where the last inequality uses the convexity of φ. By rearranging and simplifying terms we
obtain

(1− t)∇f(xk)Tdk + 1

2
(1− t2)(dk)THkd

k + (1− t)
(
φ(xk + dk)− φ(xk)

)
≤ 0

⇐⇒ ∇f(xk)Tdk + (1 + t)
1

2
(dk)THkd

k + φ(xk + dk)− φ(xk) ≤ 0

⇐⇒ ∇f(xk)Tdk + φ(xk + dk)− φ(xk) ≤ −(1 + t)
1

2
(dk)THkd

k.

Taking the limit t→ 1 completes the proof.

After this discussion of the properties of the proximal gradient method, the full method is
presented in Algorithm 3.1, noting that the termination criterion in (S.2) is justified by
Corollary 3.8.

Algorithm 3.1 Proximal Gradient Method

(S.0) Choose x0 ∈ domφ, β, σ ∈ (0, 1), and set k := 0.
(S.1) Choose Hk ∈ Sn++ and determine dk as the solution of (3.2).
(S.2) If dk = 0: STOP.
(S.3) Compute tk = max{βl : l = 0, 1, 2, . . . } such that

ψ(xk + tkd
k) ≤ ψ(xk) + tkσ∆k, (3.5)

where ∆k := ∇f(xk)Tdk + φ(xk + dk)− φ(xk).
(S.4) Set xk+1 := xk + tkd

k, k ← k + 1, and go to (S.1).

We continue with the proof of well-definedness of the method in Algorithm 3.1. Note that
in view of Corollary 3.8 the algorithm is well-defined, if the line search criterion in (3.5) is
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satisfied after finitely many steps.

Proposition 3.10. Algorithm 3.1 is well-defined and a method of descent, meaning that
ψ(xk+1) < ψ(xk) holds for all k ≥ 0.

Proof. If in a fixed iteration k the iterate xk is a stationary point, we have dk = 0 by
Proposition 3.7 and the algorithm terminates. Otherwise, there holds dk ̸= 0 and Lemma 3.9
yields ∆k < 0. Hence, we obtain by the first inequality in Lemma 3.9

ψ(xk + tdk)− ψ(xk)
t

≤ σ∆k

for all sufficiently small t > 0. By rearranging this inequality we see that the step size rule,
and, consequently, the entire algorithm is well-defined. Furthermore, using ∆k < 0 in (S.3)
yields

ψ(xk+1) = ψ(xk + tkd
k) ≤ ψ(xk) + tkσ∆k < ψ(xk).

3.2.2 Convergence Analysis

In this section we provide the theory for global convergence of the proximal gradient method.
Although the final result is a special case of the convergence theorem in [156] and, moreover,
carried out in [112], we provide the details here for two reasons. First, the proof shows
once more that this algorithm is a generalization of the smooth gradient method, see
e.g. [20, Proposition 1.2.1], and second, we need the statement of an intermediate auxiliary
result of the proof in the further analysis.
For the convergence theory, we assume implicitly that the algorithm generates an infinite
sequence of iterates {xk} and does not terminate after finitely many steps.

Lemma 3.11. Let {xk} be a sequence such that xk+1 = xk + tkd
k holds for all k ≥ 0 with

some search directions dk ∈ Rn and tk ∈ (0, 1]. Furthermore, assume that ψ(xk+1) ≤ ψ(xk)
holds for all k ≥ 0. Let {xk}K be a convergent subsequence of the given sequence such
that the search direction dk is obtained from (3.4) for all k ∈ K, where mI ⪯ Hk ⪯ MI
(0 < m ≤M) holds, and the step size tk ∈ (0, 1] is determined by the Armijo-type rule (3.5)
for all k ∈ K. Then the limit point of {xk}K is a stationary point of ψ and {dk}K → 0.

Proof. Assume that {xk}K converges to x∗ ∈ Rn. By the lower semicontinuity of ψ we have
ψ(x∗) ≤ lim infk∈K,k→∞ ψ(xk). Since, in addition, {ψ(xk)} is monotonically decreasing, the
complete sequence {ψ(xk)} converges in R. In particular

{
ψ(xk)− ψ(xk+1)

}
is a vanishing

sequence. By Lemma 3.9 and the assumption Hk ⪰ mI we know that

∆k ≤ −(dk)THkd
k ≤ −m∥dk∥2 (3.6)

holds for k ∈ K. Thus, we get from (3.5)

0 ≤ ψ(xk)− ψ(xk+1) ≤ σtk∆k ≤ −σtkm∥dk∥2 ≤ 0,

which yields {tk∥dk∥2}K → 0.
Assume that the sequence {dk}K does not converge to 0. Then, by passing to a subsequence
if necessary, there exists δ > 0 such that ∥dk∥ ≥ δ holds for all k ∈ K. By the above, this
implies {tk}K → 0. Hence, for all sufficiently large k ∈ K we have tk ≤ β and, by (3.5),

ψ
(
xk + (tk/β)d

k
)
− ψ(xk) > σ(tk/β)∆k.
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Rearranging terms yields

σ∆k <
ψ
(
xk + (tk/β)d

k
)
− ψ(xk)

tk/β

=
f
(
xk + (tk/β)d

k
)
− f(xk) + φ

(
xk + (tk/β)d

k
)
− φ(xk)

tk/β

≤
f
(
xk + (tk/β)d

k
)
− f(xk) + (1− tk/β)φ(xk) + (tk/β)φ(x

k + dk)− φ(xk)
tk/β

=
f
(
xk + (tk/β)d

k
)
− f(xk)

tk/β
+ φ(xk + dk)− φ(xk)

=
f
(
xk + (tk/β)d

k
)
− f(xk)

tk/β
−∇f(xk)Tdk +∆k,

where we used the convexity of φ in the third line and the definition of ∆k in the last one.
Again, we rearrange terms and get

−(1− σ)∆k <
f
(
xk + (tk/β)d

k
)
− f(xk)

tk/β
−∇f(xk)Tdk. (3.7)

Inserting (3.6) into (3.7) and dividing the equation by ∥dk∥ yields

(1− σ)mδ ≤ (1− σ)m∥dk∥ <
f
(
xk + (tk/β · ∥dk∥)dk/∥dk∥

)
− f(xk)

tk/β · ∥dk∥
− ∇f(x

k)Tdk

∥dk∥
.

As the sequence {tk∥dk∥2}K converges to 0 and ∥dk∥ ≥ δ, we know that tk/β∥dk∥ ≤
tk/(βδ)∥dk∥2, hence

t̂k := tk/β · ∥dk∥ →K 0.

By passing to a subsequence again, if necessary, we assume that {dk/∥dk∥} converges to
some d∗ in K. Thus, taking the limit as k → ∞, k ∈ K and using Proposition 2.48, we
obtain

0 < (1− σ)mδ ≤ ∇f(x∗)Td∗ −∇f(x∗)Td∗ = 0,

which is a contradiction. Hence, we have {dk}K → 0.
For all k ∈ K and any x ∈ Rn the definition of dk yields

∇f(xk)Tdk+ 1

2
(dk)THkd

k+φ(xk+dk) ≤ ∇f(xk)T (x−xk)+ 1

2
(x−xk)THk(x−xk)+φ(x).

Since {Hk} is bounded, by possibly passing to a subsequence, we assume that {Hk}K
converges to some H ∈ Sn++. Taking the limit (inferior) as k →∞, k ∈ K, using the lower
semicontinuity of φ and the continuity of f and ∇f , we finally obtain

φ(x∗) ≤ lim inf
K∋k→∞

φ(xk + dk) ≤ ∇f(x∗)T (x− x∗) + 1

2
(x− x∗)TH(x− x∗) + φ(x)

for all x ∈ Rn. Thus, 0 is a minimizer of the objective function in (3.2) and x∗ is a stationary
point of ψ by Proposition 3.7.

The global convergence theorem for the proximal gradient method is a simple consequence
of this result.
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Theorem 3.12. Let {Hk}k ⊂ Sn++ be a sequence such that there exist 0 < m ≤ M with
mI ⪯ Hk ⪯MI for all k ≥ 0. Then every accumulation point of a sequence generated by
Algorithm 3.1 is a stationary point of ψ.

3.2.3 Convergence Rates

In this section we analyse the asymptotic convergence rate of Algorithm 3.1 under appropri-
ate conditions similar to the ones for smooth optimization [163]. It is convenient to assume
Lipschitz continuity of ∇f to obtain results on convergence rates. Hence, we first prove
further results under this condition. After that, we assume in addition that f is a convex
function. Finally, we state the linear convergence of the sequence of function values under
strong convexity of f .

3.2.3.1 Lipschitz Continuity of the Gradient of f

In the following analysis, let ∇f be Lipschitz continuous with Lipschitz constant L > 0, i.e.

∥∇f(x)−∇f(y)∥ ≤ L∥x− y∥ for all x, y ∈ domφ.

Then, the next result implies that the sequence of step sizes {tk} is bounded from below.

Lemma 3.13. Suppose that xk ∈ domφ and Hk ⪰ mI for some m > 0. Then the estimate
of the Armijo-type condition (3.5) is satisfied for all t > 0 with

t ≤ min

{
1,

2m

L
(1− σ)

}
.

Proof. The proof is taken from [95]. Let t ∈ (0, 1] be arbitrary and dk the search direction
in xk computed from (S.2) in Algorithm 3.1. Then

ψ(xk + tdk)− ψ(xk)
t

− σ∆k =
f(xk + tdk)− f(xk)

t
+
φ(xk + tdk)− φ(xk)

t

−
(
∇f(xk)Tdk + φ(xk + dk)− φ(xk)

)
+ (1− σ)∆k

≤ f(xk + tdk)− f(xk)
t

−∇f(xk)Tdk + (1− σ)∆k

≤
∫ 1

0

(
∇f(xk + stdk)−∇f(xk)

)T
dkds− (1− σ)(dk)THkd

k

≤
(
L

2
t−m(1− σ)

)
∥dk∥2,

where the first inequality uses the monotonicity of the difference quotient of a convex
function (Proposition 2.28(a)), Lemma 3.9 justifies the second one, and the last estimate
follows from the Lipschitz continuity of ∇f . Note that since domφ is convex, ∇f is well
defined in all points in the integral.
This estimate shows that the Armijo-type condition in (3.5) is met, whenever

L

2
t−m(1− σ) ≤ 0 ⇐⇒ t ≤ 2m

L
(1− σ),

which completes the proof.

Under the above assumptions, there is a lower bound for the step size tk in the proximal
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gradient method, namely

tmin := β ·min

{
1,

2m

L
(1− σ)

}
. (3.8)

Using this lower bound we can prove a stronger convergence result in the case of Lipschitz
continuous ∇f .

Theorem 3.14. Let {Hk}k ⊂ Sn++ be a sequence such that there exist 0 < m with mI ⪯ Hk

for all k ≥ 0, ∇f be Lipschitz continuous and ψ bounded from below. Then, for every
sequence {xk} generated by Algorithm 3.1 the corresponding sequences {∆k} and {dk}
converge to 0. If, in addition, there exists an isolated accumulation point x∗ of {xk}, the
complete sequence converges to x∗.

Proof. By (3.8) there holds tk ≥ tmin > 0 for all k ≥ 0. Furthermore, since the se-
quence {ψ(xk)} is bounded from below and monotonically decreasing (Proposition 3.10), it
converges to some ψ∗ ∈ R. Thus, the Armijo-type condition (3.5) yields

ψ(x0)− ψ∗ =

∞∑
k=0

ψ(xk)− ψ(xk+1) ≥
∞∑
k=0

−σtk∆k ≥ −σtmin

∞∑
k=0

∆k ≥ 0,

where we used that ∆k is nonpositive for all k ≥ 0. This property immediately results in
{∆k} → 0. Hence, Lemma 3.9 yields {dk} → 0.
Now, let {xk}K converge to x∗. The above yields

∥xk+1 − xk∥ = tk∥dk∥ ≤ ∥dk∥ →K 0.

Thus, Proposition 2.60 completes the proof.

To conclude this section, we give an estimate on the size of ∥dk∥, as a generalization to the
smooth result [163, Theorem 4.2.1] and note that this result does not require the sequence
{Hk} to be bounded (from above).

Theorem 3.15. Let {Hk}k ⊂ Sn++ be a sequence such that there exists 0 < m with mI ⪯ Hk

for all k ≥ 0, ∇f be Lipschitz continuous and ψ bounded from below by ψ∗ ∈ R. Then, for
the proximal gradient method in Algorithm 3.1 and any integer ℓ > 0 we have

min
0≤k≤ℓ−1

∥dk∥ ≤
√

1

ℓ
· 1

σmtmin

(
ψ(x0)− ψ(xℓ)

)
≤
√

1

ℓ
· 1

σmtmin

(
ψ(x0)− ψ∗

)
.

Proof. From (3.5), Lemma 3.9 and (3.8) we know

ψ(xk+1)− ψ(xk) ≤ σtk∆k ≤ −σtk(dk)THkd
k ≤ −σtminm∥dk∥2.

Rearranging terms and summation yields

ℓ−1∑
k=0

∥dk∥2 ≤
ℓ−1∑
k=0

1

σmtmin

(
ψ(xk)− ψ(xk+1)

)
=

1

σmtmin

(
ψ(x0)− ψ(xℓ)

)
.
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Since ψ is bounded from below, we obtain

min
0≤k≤ℓ−1

∥dk∥ =
√

min
0≤k≤ℓ−1

∥dk∥2 ≤

√√√√1

ℓ

ℓ−1∑
k=0

∥dk∥2

≤
√

1

ℓ
· 1

σmtmin

(
ψ(x0)− ψ(xℓ)

)
≤
√

1

ℓ
· 1

σmtmin

(
ψ(x0)− ψ∗

)
.

3.2.3.2 Convexity of f

If the function f is, in addition, convex, we can prove a stronger estimate, which generalizes
the corresponding result [163, Theorem 4.3.1] for smooth functions. In detail, let x∗ be a
minimizer of ψ, then ψ(xk) − ψ(x∗) = O(1/k), if Hk = H is constant. We start with a
technical lemma.

Lemma 3.16. Suppose that f is convex, and let the sequences {xk}, {dk}, {tk}, {Hk} be
defined as in Algorithm 3.1. Then for any x ∈ Rn and k ≥ 0 there holds

ψ(x)− ψ(xk) ≥ 1

σtk

(
ψ(xk+1)− ψ(xk)

)
+

1

2tk

(
∥xk+1 − x∥2Hk

− ∥xk − x∥2Hk

)
.

Proof. Fix k ≥ 0. Since f is convex, we have (Proposition 2.5)

f(x)− f(xk) ≥ ∇f(xk)T (x− xk). (3.9)

Furthermore, set yk := xk + dk. Then, (3.5) and the definition of ∆k yield

ψ(xk+1)− ψ(xk) ≤ σtk
(
∇f(xk)Tdk + φ(yk)− φ(xk)

)
⇐⇒ φ(yk)− φ(xk) ≥ −∇f(xk)Tdk + 1

σtk

(
ψ(xk+1)− ψ(xk)

)
. (3.10)

Since yk = proxHk
φ

(
xk −H−1

k ∇f(x
k)
)
, Lemma 3.4 yields

0 ∈ Hk

(
yk − xk +H−1

k ∇f(x
k)
)
+ ∂φ(yk).

Thus, −Hkd
k −∇f(xk) ∈ ∂φ(yk) and the definition of the subgradient (Definition 2.18)

yield
φ(x)− φ(yk) ≥ −

(
Hkd

k +∇f(xk)
)T

(x− yk) (3.11)

for any x ∈ Rn. Together, (3.9), (3.10), and (3.11) result in

ψ(x)− ψ(xk) = f(x)− f(xk) + φ(x)− φ(yk) + φ(yk)− φ(xk)

≥ 1

σtk

(
ψ(xk+1)− ψ(xk)

)
− (dk)THk(x− yk)

=
1

σtk

(
ψ(xk+1)− ψ(xk)

)
+ ∥dk∥2Hk

− 1

tk
(xk+1 − xk)THk(x− xk).

We use the identity

2(xk+1 − xk)THk(x− xk) = ∥xk+1 − xk∥2Hk
+ ∥xk − x∥2Hk

− ∥xk+1 − x∥2Hk
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and xk+1 = xk + tkd
k to obtain

ψ(x)− ψ(xk) ≥ 1

σtk

(
ψ(xk+1)− ψ(xk)

)
+ ∥dk∥2Hk

− 1

2tk

(
∥xk+1 − xk∥2Hk

+ ∥xk − x∥2Hk
− ∥xk+1 − x∥2Hk

)
=

1

σtk

(
ψ(xk+1)− ψ(xk)

)
+ ∥dk∥2Hk

(
1− tk

2

)
+

1

2tk

(
∥xk+1 − x∥2Hk

− ∥xk − x∥2Hk

)
≥ 1

σtk

(
ψ(xk+1)− ψ(xk)

)
+

1

2tk

(
∥xk+1 − x∥2Hk

− ∥xk − x∥2Hk

)
,

where the final estimate uses tk ≤ 1.

Theorem 3.17. Suppose that f is convex, ∇f is Lipschitz continuous with Lipschitz
constant L > 0, ψ is bounded from below, x∗ ∈ argminψ and Hk = H ∈ Sn++ for all k ≥ 0.
Then Algorithm 3.1 generates a sequence {xk} that satisfies

ψ(xk)− ψ(x∗) ≤ 1

k
·

1
σ

(
ψ(x0)− ψ(x∗)

)
+ 1

2∥x0 − x
∗∥2H

tmin

for all k ≥ 0, where tmin is defined in (3.8).

Proof. Lemma 3.16 and (3.8) yield

0 ≥ ψ(x∗)− ψ(xk) ≥ 1

σtk

(
ψ(xk+1)− ψ(xk)

)
+

1

2tk

(
∥xk+1 − x∗∥2H − ∥xk − x∗∥2H

)
≥ 1

σtmin

(
ψ(xk+1)− ψ(xk)

)
+

γ

2tmin

(
∥xk+1 − x∗∥2H − ∥xk − x∗∥2H

)
,

where the second estimate follows from the fact that the right hand side is nonpositive.
Summing from ℓ = 0 to k, we obtain

(ℓ+ 1)ψ(x∗)−
ℓ∑

k=0

ψ(xk)

≥ 1

σtmin

(
ψ(xℓ+1)− ψ(x0)

)
+

1

2tmin

(
∥xℓ+1 − x∗∥2H − ∥x0 − x∗∥2H

)
≥ 1

σtmin

(
ψ(xℓ+1)− ψ(x0)

)
− 1

2tmin
∥x0 − x∗∥2H . (3.12)

Furthermore, from ψ(xk+1)− ψ(xk) < 0 we get

0 ≤
ℓ∑

k=0

(k + 1)
(
ψ(xk)− ψ(xk+1)

)
=

ℓ∑
k=0

ψ(xk) +
ℓ∑

k=0

k · ψ(xk)−
ℓ+1∑
k=1

k · ψ(xk)

=
ℓ∑

k=0

ψ(xk)− (ℓ+ 1)ψ(xℓ+1).
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Together with (3.12), we finally obtain

(ℓ+ 1)
(
ψ(x∗)− ψ(xℓ+1)

)
≥ 1

σtmin

(
ψ(x∗)− ψ(x0)

)
− 1

2tmin
∥x0 − x∥2H .

Rearranging terms yields the assertion.

The assumption Hk = H in Theorem 3.17 seems quite restrictive, however, it is common
to obtain convergence rates for first-order methods. Note that the proof of Theorem 3.17
cannot simply be applied to a bounded sequence {Hk} such that mI ⪯ Hk ⪯ MI holds
with some 0 < m ≤ M . The crucial point is (3.12), using the telescoping behaviour of
∥xk+1 − x∗∥H − ∥xk − x∗∥H . We remark that a similar, but slightly more general result
without this restriction was obtained in [25].
The resulting convergence rate O(1/k) is the same as for the classical Iterative Shrinkage
Thresholding Algorithm, cf. [14]. However, numerical experiments of similar methods show,
that the numerical performance of proximal gradient methods similar to the one stated in
Algorithm 3.1 is even comparable to the accelerated version FISTA in [14] with a complexity
of O(1/k2), see e.g. [26] for a discussion.

3.2.3.3 Strong Convexity of f

Under the assumption of strong convexity of f it is even possible to prove linear convergence
of the sequence {ψ(xk)}. The result is a special case of a more general theorem stated by
Tseng and Yun in [156] and the proof is given in the unpublished report [155]. For the sake
of completeness, we provide details of the simplified proof in Appendix A.1.

Theorem 3.18. Suppose that f is strongly convex, ∇f is Lipschitz continuous, and ψ
is bounded from below with x∗ ∈ argminψ. Furthermore let 0 < m ≤ M such that
mI ⪯ Hk ⪯ MI holds for all k ≥ 0. Then Algorithm 3.1 generates a sequence {xk} that
satisfies

ψ(xk+1)− ψ(x∗) ≤ c1
(
ψ(xk)− ψ(x∗)

)
,

for all k ≥ 0, where c1 ∈ (0, 1) is a constant depending on the Lipschitz constant of ∇f , the
strong convexity modulus of f , m, M and the constants σ, β of the Armijo-type line search.

3.3 Numerical Computation of the Proximal Operator

One of the most important tasks in proximal algorithms is the efficient solution of the
subproblem (3.2) and, equivalently, the computation of

proxHφ (x−H−1∇f(x)) (3.13)

for x ∈ Rn and H ∈ Sn++. In some cases, like various norms, see Proposition 3.2, and other
special functions, cf. [13], the computation of proxφ is analytically possible. Due to this
advantage, many first-order proximal methods use only multiples of the identity matrix, or
in the case of separable functions φ diagonal matrices for H.
On the other hand, often significantly better convergence properties are obtained if H is
chosen variable or even contains second-order information, i.e. corresponds to an approxima-
tion to the Hessian of f in the current iterate. However, in that case it may not be possible
to determine the proximity operator (3.13) analytically, or only with high effort. For that
reason, it is eminently relevant to investigate efficient methods for numerically evaluating
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the proximity operator. A general idea for this purpose is to use forward-backward splitting
in a first-order proximal method [38, 95]. Other possibilities include fixed point [41] or
interior point methods [65].
If H has a specific structure, in particular for low-rank modifications of simple matrices,
there are further efficient ways to compute proximity operators [16,84,145], at least inexactly.
Here, we focus on a basic result of Becker, Fadili and Ochs in [15,16], which was used there,
however, only for rank-1 modifications. The combination of this approach with the compact
representation of limited memory matrices from Byrd, Nocedal and Schnabel in [39] allows
the development of a highly efficient method for computing proximity operators for matrices
H that are low-rank modifications of simple matrices such as the identity matrix. Our
idea of this crucial combination makes [15, 16] applicable for numerical problems using
a memory larger than one. The following elaboration is essentially based on [81], where
the combination with compact representations for such matrices enables a large field of
application. A related method for identity minus rank one matrices is given in [84].
First, we recall the details of limited memory quasi-Newton methods and especially the
compact representation of the underlying matrices in Section 3.3.1. After that, the result
for the computation of the proximity operator from [16] is introduced in Section 3.3.2,
including notes on its consequences. Finally, we combine these techniques to get a highly
efficient method for the numerical computation of proximity operators in Section 3.3.3.

3.3.1 Compact Representation of Limited Memory Quasi-Newton Ma-
trices

The idea of using quasi-Newton matrices originates from smooth (quasi-)Newton methods
using the recursion xk+1 = xk −H−1

k ∇f(x
k), but in fact, the approach is equally useful for

proximal methods. For this we consider the problem of solving (3.13) in a point xk ∈ Rn.
To obtain the best possible convergence properties, Hk = ∇2f(xk) should hold. However,
the major drawback of applying the Hessian is that it has no sparse structure in general
and is therefore expensive to compute. The idea of quasi-Newton matrices is to use only an
approximation to the Hessian and this turned out to be one of the best ideas to advance
numerical optimization, cf. [123], as it can improve the performance significantly.
To the author’s knowledge, there exist only few publications dealing with limited memory
matrices and the advantages of their compact representation in combination with proximal-
type methods, e.g. [84,91]. The conjunction with the results in [16] outlines the benefits
and makes this technique applicable to a wide class of applications, especially for large
scale problems.

Defining
sk := xk+1 − xk and yk := ∇f(xk+1)−∇f(xk),

an approximation Hk+1 ≈ ∇2f(xk+1) has to satisfy the following basic properties: It
should be symmetric and satisfy the quasi-Newton equation Hk+1s

k = yk. Furthermore,
it should be easy to calculate Hk+1 from Hk. Several methods were developed based on
these assumptions, such as the SR1-, BFGS- and DFP-method and the Broyden class [123].
We focus on the well-known symmetric-rank-1-formula (SR1) and the rank-2-method from
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Broyden, Fletcher, Goldfarb and Shanno (BFGS), which are given by the update formulas

HSR1
k+1 = Hk +

(yk −Hks
k)(yk −Hks

k)

(yk −Hksk)T sk
, (3.14)

HBFGS
k+1 = Hk +

yk(yk)T

(sk)T yk
− Hks

k(sk)THk

(sk)THksk
, (3.15)

where H0 is usually chosen to have simple structure. We note that the methods are well-
defined as long as the denominators do not vanish. The advantage of the BFGS-update
is that it maintains positive definiteness, as long as (sk)T yk > 0 holds. In contrast, the
computations in the SR1-update are cheaper, since the rank increases only by one in each
step.
However, the benefits of the quasi-Newton updates shrink after several steps, since the rank
of the approximation Hk increases in each step. Hence, these quasi-Newton methods are
not applicable to large-scale problems. We can avoid this problem by re-computing the
matrix Hk+1 from H0 and terms based on the vectors sj and yj for j = k −m+ 1, . . . , k
for some m > 0 instead of using all information for j = 0, . . . , k. This means that we
skip the first pairs of vectors (sj , yj) and use only the m most recent ones, which leads
to limited memory quasi-Newton methods with memory m, see the fundamental work of
Nocedal [122]. These limited memory versions may not start with the same initial matrix
H0, instead they often use an initialization Hk,0 depending on the current iterate k.

The crucial achievement for the numerical application of such methods lies in the compact
representation of these matrices developed by Byrd, Nocedal and Schnabel [39]. They
proved that many limited memory matrices have a representation of the form

Hk = Hk,0 +AkQ
−1
k ATk , (3.16)

where Hk,0 ∈ Sn++ is the initialization matrix, Qk ∈ Rs×s is symmetric and nonsingular
and Ak ∈ Rn×s with s ≪ n. We provide the corresponding results for the SR1- and
BFGS-update in the following. For that purpose, assume that a sequence {xk} is given
such that {sk} and {yk} can be computed, and m > 0 is a fixed integer. For simplicity in
the notation, assume that k ≥ m. Then we define

Sk := [sk−m . . . sk−1] ∈ Rn×m and Yk := [yk−m . . . yk−1] ∈ Rn×m.

Furthermore, let Dk := D(STk Yk) and Lk := L(STk Yk) denote the diagonal part and the
strict lower triangle of the matrix STk Yk. Then we obtain the following results, where we
skip the elementary proofs and refer the interested reader to the corresponding Theorems
2.3 and 5.1 in [39].

Theorem 3.19. Let Hk,0 ∈ Sn++ and let Hk be obtained by updating Hk,0 m times using
the SR1-formula (3.14) and the pairs {sj , yj}. Assume that each update is well-defined, i.e.
(yj −Hjs

j)T sj ̸= 0 for j = k −m, . . . , k − 1. Then

Hk = HSR1
k = Hk,0 + (Yk −Hk,0Sk)(Dk + Lk + LTk − STk Hk,0Sk)

−1(Yk −Hk,0Sk)
T ,

and the matrix Dk + Lk + LTk − STk Hk,0Sk is nonsingular.

Hence, in the notation of (3.16) we have

Ak = Yk −Hk,0Sk ∈ Rn×m and Qk = Dk + Lk + LTk − STk Hk,0Sk ∈ Rm×m.
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Theorem 3.20. Let Hk,0 ∈ Sn++ and assume that the m pairs {sj , yj} for j = k−m, . . . , k−1
satisfy (sj)T yj > 0. Let Hk be obtained by updating Hk,0 m times using the BFGS-formula
(3.15) and the pairs {sj , yj}. Then

Hk = HBFGS
k = Hk,0 −

[
Hk,0Sk Yk

] [STk Hk,0Sk Lk
LTk −Dk

]−1 [
STk Hk,0

Y T
k

]
.

This means, with the notation from (3.16) we get

Ak =
[
Hk,0Sk Yk

]
∈ Rn×2m and Qk =

[
−STk Hk,0Sk −Lk
−LTk Dk

]
∈ R2m×2m.

Let us mention that [39] contains detailed descriptions of how to compute matrix-vector-
products including the matrix Hk efficiently from these representations.

3.3.2 Reduction of the Proximity Computation to a Small-Dimensional
Semismooth System of Equations

In the following we show that the compact representation of limited memory matrices
enables us to reduce the minimization problem (3.2) with dimension n to a semismooth
Newton system of dimension m or 2m, depending on the selected limited memory quasi-
Newton method. Since m is usually chosen very small, this reduces the complexity of the
problem significantly.
The idea is to rewrite (3.16) in the form

H = H0 + U1U
T
1 − U2U

T
2 (3.17)

with suitable matrices Ui ∈ Rn×ri for small ri > 0 (i = 1, 2) and a simple matrix H0

(typically a multiple of the identity matrix such that the corresponding proximal subproblem
is easy to solve), so that H is obtained from H0 by a small rank modification. Note that,
to simplify notation, we omit the dependence of these matrices from k in this section. It is
trivial to see that a single update in (3.14) or (3.15) is precisely of the form required in
(3.17). However, since the additive terms in these quasi-Newton updates depend on Hk

itself, these formulas can not be used numerically (directly) to get this form for a memory
larger than one without additional computation costs in every iteration. Using the compact
representation (3.16) instead, this is tackled with little effort.
To this end, we compute a spectral decomposition Q = V ΛV T of Q, i.e. V ∈ Rs×s is
orthogonal and Λ ∈ Rs×s is a diagonal matrix with diagonal entries λi. Note that the
computation of this spectral decomposition is not time consuming since s is small. We then
define the sets I+ := {i : λi > 0} and I− := {i : λi < 0} to split Λ into its positive and
negative part

Λ =

(
Λ+ 0
0 −Λ−

)
with Λ+ = Λ[I+I+] and Λ− = −Λ[I−I−]. The set I0 := {i : λi = 0} can be omitted in the
following analysis, even though it might be nonempty (note that this cannot happen for the
BFGS-update, if (sk)T yk > 0 holds always). The resulting matrices Λ+,Λ− are positive
definite and therefore have a matrix square root and an inverse. Defining

U1 := (AV )[·I+]Λ
−1/2
+ and U2 := (AV )[·I−]Λ

−1/2
−

yields the representation in (3.17). With this transformation of the limited memory quasi-
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Newton matrix we can apply a result by Becker, Fadili, Ochs [16, Corollary 3.6] to reduce
the computation of the proximity operator proxHφ , which is an n-dimensional minimization
problem, to an (r1 + r2)-dimensional semismooth Newton system with r1 + r2 ≤ s.

Theorem 3.21. Let H = H0 + U1U
T
1 − U2U

T
2 ∈ Sn++ with H0 ∈ Sn++ and Ui ∈ Rn×ri with

rank ri (i = 1, 2). Set H1 = H0 + U1U
T
1 . Then, the following holds:

proxHφ (y) = proxH0
φ (y +H−1

1 U2α
∗
2 −H−1

0 U1α
∗
1), (3.18)

where α∗
i ∈ Rri , i = 1, 2, are the unique zeros of the coupled system F (α) = F (α1, α2) = 0,

where F =
(
F1, F2

)
is defined via

F1(α1, α2) = UT1 (y +H−1
1 U2α2 − proxH0

φ (y +H−1
1 U2α2 −H−1

0 U1α1)) + α1,

F2(α2, α2) = UT2 (y − proxH0
φ (y +H−1

1 U2α2 −H−1
0 U1α1)) + α2. (3.19)

We skip the proof of the result, as this is an immediate consequence of applying [16,
Theorem 3.4] twice, which is an easier version of the result for H = H0 + U1U

T
1 or

H = H0 − U2U
T
2 . The mapping F is indeed Newton differentiable, as we see in the next

section, and the corresponding system of equations F (α) = 0 can therefore be solved with
standard semismooth Newton solvers such as the one in Algorithm 2.1, which reduces the
computation costs significantly.

3.3.3 The Full Algorithm

In this section we exploit the ideas of the previous sections and combine them with
some further details to finally obtain the method for the computation of (3.13). Since
the proximity operator is Lipschitz continuous (Proposition 3.5), a Newton derivative
exists (Proposition 2.38) and semismooth Newton methods are suitable candidates for
the numerical computation of the unique zero α∗ = (α∗

1, α
∗
2) of the nonlinear system of

equations F (α) = 0 in Theorem 3.21. An iteration of the semismooth Newton method is
given by

αj+1 = αj −G−1
j F (αj),

where Gj = G(αj) is a Newton derivative of F in αj , cf. Algorithm 2.1. Provided that the
Newton derivative of the proximity operator can be evaluated (analytically or using an
efficient numerical method), a short calculation and the chain rule for Newton derivatives
(Proposition 2.41) show the following result.

Proposition 3.22. Let proxH0
φ be Newton differentiable with generalized derivative P .

Then F (as defined in Theorem 3.14) is Newton differentiable, and a generalized derivative
is given by

G(α) =
[
U1 U2

]T
P (z)

[
H−1

0 U1 −H−1
1 U2

]
+

[
I UT1 H

−1
1 U2

0 I

]
,

where z = y +H−1
1 U2α2 −H−1

0 U1α1.

In many applications it is possible to compute the generalized derivative of the proximity
operator analytically, as long as H0 is a positive multiple of the identity matrix. Examples
are the very common ℓ1- and ℓ2-norm.
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Example 3.23. We use the formulas for the proximity operators from Proposition 3.2 to
see that the diagonal matrix P (x) with diagonal entries

P[ii](x) =

{
1, if |xi| ≥ λγ,
0, otherwise

is an element of the generalized Jacobian in the sense of Clarke, and, therefore, a Newton
derivative of prox1/γIλ∥·∥1 . A short calculation shows further that

P̂ (x) =

{(
1− λγ

∥x∥2

)
I + λγ

∥x∥32
xxT , if ∥x∥2 ≥ λγ,

0, otherwise.

is a Newton derivative of prox1/γIλ∥·∥2 . ♢

We summarize the previous discussion and present our method for the computation of a
solution of (3.2), where H is obtained using a limited memory quasi-Newton update, in
Algorithm 3.2.

Algorithm 3.2 Computation of the Proximity Operator with Respect to a
Limited Memory Quasi-Newton Matrix

(S.0) Given an iterate x ∈ Rn, a compact representation H = H0 + AQAT of the
corresponding Hessian approximation and a convex, proper, lower semicontinuous
function φ : Rn → R.

(S.1) Compute the spectral decomposition Q = V ΛV T of Q, define I+ := {i : λi > 0}
and I− := {i : λi < 0}, set Λ+ = Λ[I+I+] and Λ− = −Λ[I−I−] and compute

U1 := (AV )[·I+]Λ
−1/2
+ and U2 := (AV )[·I−]Λ

−1/2
− .

(S.2) Set y = x−H−1∇f(x), H1 = H0 + U1U
T
1 and compute

H−1
1 = H−1

0 +H−1
0 U1(I − UT1 H−1

0 U1)
−1UT1 H

−1
0 .

(S.3) Use a semismooth Newton method to determine the zero α∗ of F = (F1, F2) defined
in (3.19) with a suitable termination criterion. In particular, apply the update rule

αj+1 = αj −G(αj)−1F (αj),

where G is the Newton derivative of F according to Proposition 3.22.
(S.4) Compute d = proxHφ

(
y)− x using (3.18).

Note that the formula for H−1
1 in (S.2) is obtained using the Sherman-Morrison-Woodbury-

identity. This formula could also be used to compute H−1, but the direct application of this
formula to the compact representation (3.16) saves us from several matrix-products including
the (possibly full) matrix H−1

1 . Furthermore, we mention that an efficient computation of
the product H−1∇f(x) is possible using the techniques in [39].



Chapter 4

A Globalized Inexact Proximal
Newton-type Method

In this chapter we continue to consider the composite optimization problem (1.1), where
φ : Rn → R is convex, proper and lower semicontinuous and f : Rn → R is (twice)
continuously differentiable on an open set containing domφ. In contrast to the proximal
gradient method in the previous chapter, proximal Newton and quasi-Newton methods
make use of second order information of f in the matrix Hk when solving the subproblems

argmin
d

{
f(xk) +∇f(xk)Td+ 1

2
dTHkd+ φ(xk + d)

}
(4.1)

in a given iterate xk ∈ Rn. A proximal Newton method uses Hk = ∇2f(xk), whereas
only an approximation Hk ≈ ∇2f(xk) is chosen in proximal quasi-Newton methods. The
advantage of using second-order information is that one can prove fast local convergence
rates similar to the well-known results for the smooth Newton method. However, proximal
(quasi-)Newton methods are in general only well-defined for convex f and the convergence
theorems typically require some strong convexity assumption.
In contrast, a proximal gradient method without second-order information can be shown
to converge globally in the sense that every accumulation point of a sequence generated
by this method is a stationary point of the objective function ψ, cf. Theorem 3.12, but it
is not possible to achieve fast convergence results. The method presented in this chapter
takes into account the advantages of both methods and combines them to get a globalized
proximal Newton-type method. For this purpose, we use a novel descent condition to
control which method is used in the current step.

We briefly discuss some related approaches on proximal Newton-type methods from the
literature. In Lee, Sun, and Saunders [95] a generic version of the proximal Newton method
is presented and several convergence results based on the exactness of the subproblem
solutions and the Hessian approximation are stated. For the local convergence theory,
they need strong convexity of f . In Yue, Zhou, and So [167], an inexact proximal Newton
method with regularized Hessian is presented which assumes f to be convex, but not
strongly convex, and an error bound condition. Their inexactness criterion is similar to
ours. The authors in [100,152] assume that f is convex and self-concordant and apply a
damped proximal Newton method.
Bonettini et al. [25, 26] consider an inexact proximal gradient method with variable metric
and an Armijo-type line search to solve problem (1.1). The structure of the method in
[26] is similar to ours, but they have no globalization, have to add an overrelaxation step
to ensure convergence and use a different inexactness criterion. Their convergence theory
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covers global convergence and local convergence under the assumption that ∇f is Lipschitz
continuous and ψ satisfies the Kurdyka-Łojasiewicz property.
A similar method with various line search criteria is introduced by Lee and Wright [92].
Their inexactness criterion is related to the one from Bonettini et al. Furthermore, they use
a backtracking strategy to update the matrix Hk in (4.1), if suitable descent is not achieved.
Here, convergence rates are proven for nonconvex as well as for convex problems.

The chapter is organized as follows. We first deduce the algorithmic framework and prove
the well-definedness of our algorithm in Section 4.1. In Section 4.2 global convergence
is proved under mild assumptions, whereas Section 4.3 deals with the proof of fast local
convergence under the Kurdyka-Łojasiewicz property. The chapter is closed with some
stronger local convergence results that hold for strongly convex functions in Section 4.4.
Note that this chapter is mainly based on the author’s work in [82].

4.1 Algorithmic Framework

We start with the derivation of our globalized inexact proximal Newton-type method.
The main step of the method is the solution of the subproblem (1.2), where Hk is an
approximation to ∇2f(xk). For the deduction of the inexact version, we consider smooth
optimization problems for the moment. Here, one step of the classical version of Newton’s
method for minimizing a function f : Rn → R consists in finding a search direction dk by
solving Hkd = −∇f(xk). This is equivalent (assuming Hk being positive definite for the
moment) to solve the problem mind fk(d), where

fk(d) := f(xk) +∇f(xk)Td+ 1

2
dTHkd (4.2)

is a quadratic approximation of f at the current iterate xk. To solve this problem inexactly,
one often uses the criterion

∥∇fk(d)∥ ≤ ηk∥∇f(xk)∥ (4.3)

for some ηk ∈ (0, 1), cf. [123, Section 7.1].

To adapt this strategy to the nonsmooth problem (1.1), we define

rH(x) := proxHφ
(
x−H−1∇f(x)

)
− x = argmin

d∈Rn

{
∇f(x)Td+ 1

2
dTHd+ φ(x+ d)

}
. (4.4)

Note that actually this definition depends on the functions f and φ, but as we view these as
fixed within the current chapter, we omit this dependency in the notation. Furthermore, if
H = I, we simply write r(x) := rI(x). If φ ≡ 0, i.e. in smooth optimization, note that r(x)
coincides with −∇f(x). Moreover, we know that rH(x) = 0 if and only if x is a stationary
point of ψ (Proposition 3.7) and rH(x) is a continuous function of x (Proposition 3.5). Due
to these properties we use the residuum function r(x) as a generalization of the derivative
for the nonsmooth function ψ = f + φ.
Since there is no computationally inexpensive method to get a quadratic approximation to
the nonsmooth function φ, we use the approximation

qk(d) := fk(d) + φ(xk + d) = f(xk) +∇f(xk)Td+ 1
2d

THkd+ φ(xk + d) (4.5)

for ψ. Since qk is another function of the form (1.1), one can use the same idea as above to
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replace the derivative ∇fk(xk + d) by

rk(xk + d) := proxφ
(
xk + d−∇fk(d)

)
− xk − d

= proxφ
(
xk + d−∇f(xk)−Hkd

)
− xk − d.

This observation motivates to replace the inexactness criterion (4.3) by a condition like
∥rk(xk + d)∥ ≤ ηk∥r(xk)∥ for some ηk ≥ 0, see [38,95].
The criterion originates directly from the smooth Newton method and considers the distance
of a point from being a solution to the subproblem in some sense, but the disadvantage
is that a proximity operator needs to be computed to verify this condition. Hence, it is
only applicable if the computation of the proximity operator is inexpensive or analytically
possible. For that reason, some inexact proximal-type methods in the literature [26,92] use a
different inexactness criterion considering the value of the difference qk(xk+d)−qk(xk+dkex)
of the function values of the quadratic approximation qk, where dkex is an exact minimizer
of qk. This type of inexactness criteria is also not ideal, since the solution dkex is of course
unknown.

The main idea of our globalized proximal Newton-type method is similar to a standard
globalization of the classical Newton method for smooth unconstrained optimization prob-
lems: Whenever the proximal Newton-type direction exists and satisfies a suitable sufficient
decrease condition, the proximal Newton-type direction is accepted and followed by a line
search. Otherwise, a proximal gradient step is taken which always exists and guarantees
suitable global convergence properties. In contrast to the general theory for the proximal
gradient method in Section 3.2 we restrict the proximal gradient steps in this method to the
original purpose taking Hk = τkI for some τk > 0, which avoids the need of using another
algorithm for the subproblem in many cases of interest, where the proximity operator proxφ
can be computed analytically. The descent criterion used here is motivated by similar
conditions in [53,133]. The line search is based on the Armijo-type condition already used
in the proximal gradient method and makes use of the same ∆k. The exact statement
of our method is given in Algorithm 4.1, where, for the moment we allow Hk to be an
arbitrary symmetric matrix.
Before we start to analyse the convergence properties of Algorithm 4.1, let us add a few
comments. The properties of Algorithm 4.1 obviously depend on the choice of the matrices
Hk and the degree of inexactness that is used to compute the inexact proximal Newton-type
direction in (S.1). This degree is specified by the test in (4.6). Although parts of the
local convergence theory require some additional assumptions regarding the choice of the
sequence {ηk}, the global convergence analysis only depends on the choice ηk ∈ [0, η) for
some given η ∈ (0, 1) and does not need the second condition in (4.6). The second condition
in (4.6) is a safeguard which simplifies our local convergence theory. It guarantees the
boundedness of the inexact proximal Newton direction which may not hold in general. In
practice, this condition is very weak, and, in some situations, this second condition is not
required explicitly, because it follows from other assumptions. Both conditions certainly
hold for the exact solution of the corresponding subproblem, cf. Lemma 3.9 for the second
condition and note that ζ < 1

2 . Furthermore, the matrices Hk do not need to be positive
(semi-)definite for the global convergence analysis. In contrast, in the local convergence
theory, these matrices have to be chosen to be appropriate approximations to the Hessian
of f .
For that reason, the proximal subproblems in (S.1) of Algorithm 4.1 are not guaranteed to
have a solution. The same difficulty arises within the classical Newton method since, in the
indefinite case, the quadratic subproblem (4.2) certainly has no minimizer. Nevertheless,
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Algorithm 4.1 Globalized Inexact Proximal Newton-type Method (GPN)

(S.0) Choose x0 ∈ domφ, initial parameters ρ > 0, p > 2, β, η ∈ (0, 1), σ ∈ (0, 12),
ζ ∈ (σ, 12), 0 < τmin ≤ τmax, and set k := 0.

(S.1) Choose Hk ∈ Sn, ηk ∈ [0, η) and compute an inexact solution dk of the subproblem
mind qk(d) with qk defined in (4.5) satisfying

∥rk(xk + dk)∥ ≤ ηk∥r(xk)∥ and qk(d
k)− qk(0) ≤ ζ∆k, (4.6)

where ∆k = ∇f(xk)Tdk+φ(xk+dk)−φ(xk). If this is not possible or the condition

∆k ≤ −ρ∥dk∥p (4.7)

is not satisfied, choose τk ∈ [τmin, τmax] and set dk = rτkI(x
k).

(S.2) If dk = 0: STOP.
(S.3) Compute tk = max{βl : l = 0, 1, 2, . . . } such that

ψ(xk + tkd
k) ≤ ψ(xk) + σtk∆k. (4.8)

(S.4) Set xk+1 = xk + tkd
k, update k ← k + 1 and go to (S.1).

the classical Newton method is often quite successful even if Hk is indefinite (at least during
some intermediate iterations), and the Newton direction is usually well-defined because it
just computes a stationary point of the subproblem (4.2) which exists also for indefinite
matrices Hk. Here, the situation is similar since the conditions (4.6) only check whether
we have an (inexact) stationary point. Moreover, the circumstances here are even better
than in the classical case since the additional function φ may guarantee the existence of a
minimum even for indefinite Hk, e.g. if φ has compact support as this occurs when φ is the
indicator function of a bounded feasible set.
The constraint in (4.7) is a sufficient decrease condition, with ρ > 0 typically being a small
constant.

For our subsequent analysis, we set

KG : = {k ≥ 0 : xk+1 was generated using a proximal gradient

step satisfying dk = rτkI(x
k)},

KN : = {k ≥ 0 : xk+1 was generated using an inexact proximal
Newton-type step satisfying (4.6)}.

In addition, it has to be mentioned that the notation for the search direction is slightly
inconsistent. Whenever we only use the term dk, we refer dk obtained by the (inexact)
proximal Newton step, if k ∈ KN , and dk = rτkI(x

k) obtained from a proximal gradient
step for k ∈ KG. To emphasize that we refer to the search direction determined by the
inexact proximal Newton method in (4.6) (regardless of whether it satisfies the descent
criterion (4.7)), we use the term dkN . The same holds for ∆k.
The following result, which is [82, Proposition 3.2], shows that the step size rule in (S.3) is
well-defined and Algorithm 4.1 is a descent method.

Proposition 4.1. Consider a fixed iteration k and suppose that dk ̸= 0. Then the line
search in (S.3) is well-defined and yields a new iterate xk+1 satisfying ψ(xk+1) < ψ(xk).
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Proof. Since the proximal gradient method is well-defined by Proposition 3.10, the claim
holds for k ∈ KG. Now, assume k ∈ KN , in which case (4.7) holds. Then ∆k < 0 and,
therefore, the remaining part of the proof is identical to the one of Proposition 3.10.

Proposition 4.1 requires dk ̸= 0. In view of the following result, this assumption can be
stated without loss of generality. In particular, this result justifies our termination criterion
in (S.2). Note that it coincides with [82, Lemma 3.3].

Lemma 4.2. An iterate xk generated by Algorithm 4.1 is a stationary point of ψ if and
only if dk = 0.

Proof. For k ∈ KG, the result follows from Proposition 3.7. Hence assume k ∈ KN , and
let dk = 0. Since rk(xk + dk) = r(xk), condition (4.6) yields ∥r(xk)∥ ≤ ηk · ∥r(xk)∥. As
ηk ∈ [0, 1), we get r(xk) = 0 and xk is a stationary point of ψ, using again Proposition 3.7.
Conversely, assume that dk ̸= 0 for k ∈ KN . Then, analogous to Lemma 3.9, we get

ψ′(xk; dk) ≤ ∆k ≤ −ρ∥dk∥p < 0.

Hence xk is not a stationary point of ψ.

Altogether, the previous results show that Algorithm 4.1 is well-defined.

4.2 Global Convergence Theory

In the following, we will prove global convergence results for the globalized inexact proximal
Newton-type method in Algorithm 4.1. For this purpose, we assume that the method
generates an infinite sequence {xk} such that dk ̸= 0 holds for all k ≥ 0, which means by
Lemma 4.2 that the sequence does not terminate with a stationary point of ψ after finitely
many iterations.
The following is the main global convergence result for Algorithm 4.1 from [82]. It guarantees
stationarity of any accumulation point. In particular, if ψ is convex, this implies that any
accumulation point is a solution of the composite optimization problem (1.1).

Theorem 4.3. Let {Hk} ⊂ Sn be a bounded sequence. Then every accumulation point of a
sequence {xk} generated by Algorithm 4.1 is a stationary point of ψ.

Proof. Let {xk} be a sequence generated by Algorithm 4.1 and K ⊂ N0 such that {xk}K
converges to some x∗ ∈ Rn. If there are infinitely many indices k ∈ K with k ∈ KG, i.e.
the subsequence contains infinitely many iterates xk such that xk+1 is generated by the
proximal gradient method, Proposition 4.1 and the global convergence theorem for the
proximal gradient method, Lemma 3.11, yield that x∗ is a stationary point of ψ.
Hence, consider the case K ⊂ KN , where all elements of the subsequence {xk+1}K are
generated by inexact proximal Newton-type steps. In that case the proof follows the
same ideas as the one of Lemma 3.11. Since {ψ(xk)} is monotonically decreasing by
Proposition 4.1, {xk}K converges to x∗, and since ψ is lower semicontinuous, we get the
convergence of the entire sequence {ψ(xk)} to some finite number ψ∗. The Armijo-type
line search (4.8) therefore yields

0← ψ(xk+1)− ψ(xk) ≤ σtk∆k < 0

and, hence, tk∆k → 0 for k →∞. We claim that this implies {∥dk∥}K → 0 (possibly after
taking another subsequence). To verify this statement, we distinguish two cases:
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Case 1: lim infk∈K tk > 0. Then {∆k}K → 0, and we obtain {∥dk∥}K → 0 in view of (4.7).
Case 2: lim infk∈K tk = 0. Without loss of generality, assume limk∈K tk = 0. Then, for all
k ∈ K sufficiently large, there holds tk ≤ β and the line search test is violated for the step
size t̂k := tk/β. Using the monotonicity of the difference quotient of convex functions, cf.
Proposition 2.28(a), and the definition of ∆k, we therefore obtain

σ∆k <
ψ(xk + t̂kd

k)− ψ(xk)
t̂k

≤ f(xk + t̂kd
k)− f(xk)
t̂k

+ φ(xk + dk)− φ(xk)

=
f(xk + t̂kd

k)− f(xk)
t̂k

−∇f(xk)Tdk +∆k

=
(
∇f(ξk)−∇f(xk)

)T
dk +∆k

for all sufficiently large k ∈ K, where the last expression uses the mean value theorem with
some ξk ∈ (xk, xk + t̂kd

k). Reordering these expressions, we get

0 < −(1− σ)∆k <
(
∇f(ξk)−∇f(xk)

)T
dk. (4.9)

Using (4.7) yields
(1− σ)ρ∥dk∥p−1 ≤ ∥∇f(ξk)−∇f(xk)∥ (4.10)

for all k ∈ K. By the assumption of case 2 we have {tk∆k}K → 0. In view of (4.7), this
yields {tk∥dk∥p}K → 0. Since p > 1, this implies {t̂k∥dk∥}K → 0. Hence, the right hand
side of (4.10) converges to zero due to the uniform continuity of ∇f on compact sets.
Consequently, (4.10) shows that ∥dk∥ →K 0, noting again that p > 1.
Therefore, dk →K 0 holds in both cases. Since xk →K x∗, the definition of dk also implies
xk + dk →K x∗. Using the continuity of the proximity operator, we therefore get

r(xk)→K proxφ
(
x∗ −∇f(x∗)

)
− x∗

and, since {Hk} is bounded by assumption, the definition of rk yields

rk(xk + dk)→K proxφ
(
x∗ −∇f(x∗)

)
− x∗.

Since ∥rk(xk + dk)∥ ≤ η∥r(xk)∥ for all k ∈ K in view of (4.6) and η ∈ (0, 1), taking
the limit k ∈ K, k → ∞ therefore implies limk∈K,k→∞ r(xk) = r(x∗) = 0 and therefore
x∗ = proxφ

(
x∗ − ∇f(x∗)

)
, which is equivalent to x∗ being a stationary point of ψ, cf.

Corollary 3.8.

Note that the proof of Theorem 4.3 only requires p > 1 and the first condition from (4.6).
The second condition from (4.6) is only needed in the local convergence theory, whereas
p > 2 is already a preliminary of the next result, which gives more information about the
sequences {∆k} and {dk} under common assumptions.

Theorem 4.4. Let ∇f be Lipschitz continuous and {xk} a sequence generated by Algo-
rithm 4.1 such that {ψ(xk)} is bounded from below. Then the corresponding sequences {∆k}
and {dk} converge to 0. If, in addition, there exists an isolated accumulation point x∗ of
{xk}, the complete sequence converges to x∗.

Proof. The arguments of the proof of Theorem 3.14 yield {∆k}KG
→ 0 and {dk}KG

→ 0. We
combine the technique of that proof with some arguments from the proof of Theorem 4.3 to



4.3. Local Convergence Theory for KL-Functions 51

obtain the same result for the subsequences of elements in KN . For that purpose, note that
since {ψ(xk)} is bounded from below and monotonically decreasing (Proposition 4.1), the
sequence converges to some ψ∗ ∈ R. Hence, summation of the Armijo-type condition (4.8)
yields

ψ(x0)− ψ∗ =

∞∑
k=0

ψ(xk)− ψ(xk+1) ≥
∑
k∈KN

ψ(xk)− ψ(xk+1) ≥
∑
k∈KN

−σtk∆k ≥ 0,

where we used that ∆k is nonpositive for all k ≥ 0. Hence, {tk∆k}KN
→ 0. Assume that

{∆k}KN
̸→ 0. Then there exists K ⊂ KN and δ > 0 such that ∆k ≤ −δ for all k ∈ K (note,

again, that ∆k is nonpositive), and we have {tk}K → 0. Similar to (4.9) in the proof of
Theorem 4.3 we get

(1− σ)δ ≤ −(1− σ)∆k <
(
∇f(ξk)−∇f(xk)

)T
dk ≤ L(tk/β)∥dk∥2 (4.11)

for some ξk ∈ (xk, xk + tk/β dk), where we used the Lipschitz continuity of ∇f with
Lipschitz constant L > 0. Further, the arguments from the proof of Theorem 4.3 yield
{tk∥dk∥2}K → 0 (note, that we need p > 2 here). Hence, the right hand side of (4.11)
converges to 0, which is a contradiction. Thus, {∆k}KN

→ 0 and (4.7) yield {dk}KN
→ 0.

The remaining part of the proof is exactly as in the proof of Theorem 3.14.

We note that the assumption on {ψ(xk)} in Theorem 4.4 is satisfied whenever the sequence
{xk} has an accumulation point or the function ψ itself is bounded from below.

4.3 Local Convergence Theory for KL-Functions

We now turn to the local convergence properties of Algorithm 4.1. In recent years, increasing
importance has been given to convergence theory under the Kurdyka-Łojasiewicz property,
cf. Section 2.3. This property holds for strongly convex functions, but also for numerous
further examples relevant in application.
For that reason, the theory in this section is based on the assumption that ψ is a Kurdyka-
Łojasiewicz function and x∗ ∈ Rn is an isolated stationary point of ψ. Furthermore, we
still assume that the method generates an infinite sequence {xk} such that dk ̸= 0 holds for
all k ≥ 0. Under these assumptions, if x∗ is an accumulation point of the sequence {xk},
by Theorem 4.4 the complete sequence converges to x∗ (note that it is enough to assume
local Lipschitz continuity in a neighbourhood of x∗).
For the following analysis, we assume in addition, that the sequence {Hk} is uniformly
bounded and positive definite, i.e. there exist 0 < m ≤ M such that mI ⪯ Hk ⪯ MI
holds for all k ≥ 0. Under suitable further preliminaries we prove that the method finally
performs only iterates with k ∈ KN and always the full step length tk = 1 is attained.
The main steps into this direction are summarized in the following observations, which are
essentially parts of Lemma 4.4 and Theorem 4.5 in [82].

Proposition 4.5. Consider Algorithm 4.1 with {Hk} satisfying mI ⪯ Hk ⪯ MI for all
k ≥ 0 with suitable 0 < m ≤ M , and let x∗ be a stationary point of ψ. Then there exist
constants ε, C, κ > 0 such that, for any iterate xk ∈ Bε(x∗), the following statements hold,
where dkex is the exact solution of the corresponding subproblem in (S.1) of Algorithm 4.1:
(a)

∥∥dk − dkex∥∥ ≤ Cηk∥r(xk)∥.
(b)

∥∥dkex∥∥ ≤ κ∥xk − x∗∥.
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Proof. We verify the statements separately, using possibly different values of ε.
(a) First, note that the function qk in (4.5) is strongly convex and, therefore, has a unique
minimizer (Corollary 2.17). Thus, the exact solution

dkex = rHk
(xk) = proxHk

φ

(
xk −H−1

k ∇f(x
k)
)
− xk

of the subproblem exists and hence guarantees that there is a possibly inexact solution dk.
Furthermore, set yk = xk + dk.
Since rk(yk) = proxφ

(
yk −∇fk(yk)

)
− yk, we obtain from Lemma 3.4 that

−∇fk(yk)− rk(yk) ∈ ∂φ(yk + rk(yk)).

The definition of qk together with the subdifferential sum rule (Proposition 2.45) therefore
implies

−rk(yk) +∇fk(yk + rk(yk))−∇f(yk) ∈ ∂qk
(
dk + rk(yk)

)
,

which is equivalent to
(Hk − I)rk(yk) ∈ ∂qk

(
dk + rk(yk)

)
. (4.12)

Since qk is strongly convex with modulus m > 0, its subdifferential is strongly monotone in
this neighbourhood with the same modulus (Proposition 2.22). Hence, using (4.12) together
with 0 ∈ ∂qk(dkex), cf. Proposition 2.47, we get〈

(Hk − I)rk(yk), dk + rk(yk)− dkex
〉
≥ m

∥∥dk + rk(yk)− dkex
∥∥2.

Applying the Cauchy-Schwarz inequality, this implies∥∥dk + rk(yk)− dkex
∥∥ ≤ 1

m

∥∥(Hk − I)rk(yk)
∥∥ ≤ 1

m
(1 +M)∥rk(yk)∥.

Using the inexactness criterion (4.6), we finally get

∥dk − dkex∥ ≤ ∥dk + rk(yk)− dkex∥+ ∥rk(yk)∥

≤ 1

m
(1 +M)∥rk(yk)∥+ ∥rk(yk)∥ ≤ Cηk∥r(xk)∥

with C := (1 +M +m)/m.
(b) Using Lemma 3.6 and the uniform boundedness of {Hk}, there exists κ̂ > 0 such that
∥dkex∥ = ∥rHk

(xk)∥ ≤ κ̂∥r(xk)∥. Let ε > 0 be such that ∇f is Lipschitz continuous with
Lipschitz constant L > 0 in Bε(x

∗). Thus, using r(x∗) = 0, cf. Proposition 3.7 and the
definition of the mapping r, and the nonexpansivity of the proximity operator (Proposition
3.5), we get

∥dkex∥ ≤ κ̂∥r(xk)∥ = κ̂∥r(xk)− r(x∗)∥
= κ̂

∥∥proxφ(xk −∇f(xk))− xk − proxφ(x
∗ −∇f(x∗)) + x∗

∥∥
≤ κ̂

(∥∥proxφ(xk −∇f(xk))− proxφ(x
∗ −∇f(x∗))

∥∥+ ∥xk − x∗∥)
≤ κ̂

(
∥∇f(xk)−∇f(x∗)∥+ 2∥xk − x∗∥

)
≤ κ∥xk − x∗∥,

with κ = κ̂(2 + L).

For the following analysis, we assume in addition that f is twice continuously differentiable
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in a neighbourhood of x∗, and the sequence {Hk} satisfies the Dennis-Moré condition [56]

lim
k→∞

∥∥(Hk −∇2f(x∗)
)
dk
∥∥

∥dk∥
= 0. (4.13)

Introduced to prove local convergence for smooth quasi-Newton methods, it is also predes-
tined for the same purpose when considering proximal quasi-Newton methods, cf. [95].

Remark 4.6. Under appropriate assumptions, it can be shown that the sequence {Hk}
used in Algorithm 4.1 satisfies the Dennis-Moré condition.
In detail, assume that {Hk} is updated using the BFGS-formula mentioned in (3.15) and
∇2f is Lipschitz continuous in a neighbourhood of x∗. Furthermore, let the sequence {xk}
have finite length, i.e.

∞∑
k=0

∥xk+1 − xk∥ < +∞,

which was initially associated with quasi-Newton methods by Dennis and Moré [55]. This
property can be proved in a similar way to [26, Theorem 1] under the preliminaries of
Theorem 4.8. Then, the structure of the proof of this claim follows the one in [37], see also
Theorem 6.6 in [123] for smooth quasi-Newton methods and Lemma 3 in the appendix of
[169]. ♢

A suitable combination of the previous results leads to the following global and local
convergence result for Algorithm 4.1.

Theorem 4.7. Consider Algorithm 4.1 with {Hk} satisfying the Dennis-Moré condition
and mI ⪯ Hk ⪯ MI for all k ≥ 0 with suitable 0 < m ≤ M . Let x∗ be an accumulation
point of a sequence {xk} generated by Algorithm 4.1, which is an isolated stationary point
of ψ. Then the following statements hold:
(a) The entire sequence {xk} converges to x∗.
(b) For all sufficiently large k ≥ 0, the search direction dk is attained by the inexact proximal

Newton-type direction, i.e. k ∈ KN .
(c) For all sufficiently large k ≥ 0, the full step length tk = 1 is accepted.

Proof. (a) Let K ⊂ N be such that {xk}K converges to x∗. Using mI ⪯ Hk ⪯MI, Lemma
3.6 and the continuity of the proximity operator, we get {dk}K → 0. Thus, Proposition
2.60 yields the claim.
(b) Similar to the proof of Proposition 4.5, there exists an inexact solution dkN of the
subproblem defined in (4.6) for all k ≥ 0. We prove dkN = dk for sufficiently large k ≥ 0,
which follows, if the sufficient decrease condition (4.7) holds. For that purpose, let ∆k,N be
the ∆-function corresponding to the search direction dkN , i.e. ∆k,N := ∇f(xk)TdkN +φ(xk +
dkN )− φ(xk). Then the second condition in (4.6) is equivalent to

(1− ζ)∆k,N ≤ −
1

2
(dkN )

THkd
k
N ,

which yields
∆k,N ≤ −c̃∥dkN∥2 for c̃ :=

m

2(1− ζ)
. (4.14)

Since x∗ is a stationary point of ψ, hence r(x∗) = 0, it follows from the continuity of r and
the results in Proposition 4.5 that the estimates

∥dkN − dkex∥ ≤
1

2

(ρ
c̃

)1/(2−p)
and ∥dkex∥ ≤

1

2

(ρ
c̃

)1/(2−p)
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hold for all sufficiently large k ≥ 0, where, again dkex = rHk
(xk) denotes the exact minimizer

of qk. Combining these inequalities yields ∥dkN∥ ≤ (ρ/c̃)1/(2−p) . We therefore get

∆k,N ≤ −c̃∥dkN∥2 = −c̃∥dkN∥p∥dkN∥2−p ≤ −ρ∥dkN∥p,

noting that p > 2. Thus, the sufficient descent condition (4.7) is fulfilled and the search
direction dk = dkN is obtained by the inexact proximal Newton-type method.
(c) Taylor expansion yields

f(xk + dk)− f(xk) = ∇f(xk)Tdk + 1

2
(dk)T∇2f(xk)dk +

1

2
(dk)T

(
∇2f(ξk)−∇2f(xk)

)
dk

for some ξk ∈ (xk, xk + dk). Hence, we get

ψ(xk + dk)− ψ(xk) + qk(0)− qk(dk)

= f(xk + dk)− f(xk)−∇f(xk)Tdk − 1

2
(dk)THkd

k

≤ 1

2

∥∥∇2f(ξk)−∇2f(xk)
∥∥ · ∥dk∥2 + 1

2

∥∥∇2f(xk)−∇2f(x∗)
∥∥ · ∥dk∥2

+
1

2

∥∥(Hk −∇2f(x∗)
)
dk
∥∥ · ∥dk∥.

Since xk → x∗ and dk → 0, the first and second term are of order o(∥dk∥2) for k → ∞.
Furthermore, by the Dennis-Moré criterion, the same holds for the third term. As before, it
follows from the continuity of r and the results in Proposition 4.5 that ∥dk∥ → 0. Therefore,
the above term is bounded by (ζ − σ)c̃∥dk∥2 for all k ≥ 0 sufficiently large. Thus, using
(4.6), we obtain

ψ(xk + dk)− ψ(xk) =
(
ψ(xk + dk)− ψ(xk) + qk(0)− qk(dk)

)
+ qk(d

k)− qk(0)

≤ (ζ − σ)c̃∥dk∥2 + ζ∆k

= (ζ − σ)c̃∥dk∥2 + σ∆k + (ζ − σ)∆k

≤ (ζ − σ)c̃∥dk∥2 + σ∆k − (ζ − σ)c̃∥dk∥2 = σ∆k,

for all sufficiently large k ≥ 0, where the final inequality follows from (4.7) (note that
∆k = ∆k,N in the current situation). This proves that (4.8) holds with tk = 1 and, hence,
the full step length is attained.

It remains to provide convergence rates for Algorithm 4.1. To this end, we finally need the
assumption of the Kurdyka-Łojasiewicz-property in x∗ from Definition 2.52. Using this
property we state the following result.

Theorem 4.8. In addition to the assumptions of Theorem 4.7 assume that the sequence
{xk} satisfies the following condition: For every k ≥ 0 there exists sk ∈ ∂ψ(xk + dk) such
that

∥sk∥ ≤ α1∥dk∥+ α2|∆k| (4.15)

holds for some α1, α2 ≥ 0 and sufficiently large k ≥ 0. Furthermore, assume that the
KL-property is satisfied in x∗ with the function ϕ(s) = C

θ s
θ for some C > 0 and θ ∈ (0, 1].

Then the following hold:
(a) If θ = 1, the method terminates after finitely many steps with the exact solution x∗.
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(b) If θ ∈ [12 , 1), there exists δ > 0 such that

ψ(xk)− ψ(x∗) = O(e−δk), and ∥xk − x∗∥ = O(e−δ/2·k),

i.e. both sequences converge R-linearly.
(c) If θ ∈ (0, 12), there exists k0 ≥ 0 such that

ψ(xk)− ψ(x∗) = O
(
(k − k0)−

1
1−2θ

)
and ∥xk − x∗∥ = O

(
(k − k0 + 1)−

1
1−2θ

)
.

The result is similar to [26, Theorem 3], but there the authors need an overrelaxation
step to guarantee convergence under the KL-property. In detail, the update in (S.4) of
Algorithm 4.1 is replaced by

xk+1 =

{
xk + dk, if ψ(xk + dk) ≤ ψ(xk + tkd

k),

xk + tkd
k, otherwise.

Since we have seen in Theorem 4.7 that our method finally makes only full steps, this
overrelaxation is not necessary and we can mainly apply the convergence theory of [26].
The main difference is that we need to adjust their setting to our inexactness criterion (4.6).
Hence, the proofs are very similar. We therefore skip them and refer to the analysis in
[26]. For the sake of completeness, however, details of the proof are also provided in the
appendix.
It seems necessary to make some comments regarding the assumption (4.15). First, consider
the case that the subproblems in Algorithm 4.1 are solved exactly, hence dk minimizes qk.
From Fermat’s rule (Proposition 2.47), we get

0 ∈ ∇f(xk) +Hkd
k + ∂φ(xk + dk),

which is equivalent to

sk := ∇f(xk + dk)−∇f(xk)−Hkd
k ∈ ∂ψ(xk + dk).

Hence, if xk is sufficiently close to x∗ such that ∇f is Lipschitz continuous with Lipschitz
constant L > 0 in an appropriate neighbourhood, we have ∥sk∥ ≤ (L +M)∥dk∥. Thus,
(4.15) holds with α1 = L +M and α2 = 0. Another motivation, which shows that this
assumption is reasonable also for the inexact solution, is provided with the convergence
proof in the appendix.

Remark 4.9. Note that for the convergence rates in Theorem 4.8 we do not assume that
η has some sufficiently small value or the sequence {ηk} converges to 0. Instead we get the
same convergence rates as proven for the exact solution of the subproblems. Nevertheless,
the deduction of the results in the appendix show that the constant, which is implicitly
stated in the O-notation, depends on η. Thus, if ηk → 0, in the author’s opinion it should
be possible to arrive at an even stronger result, replacing O by o, which may be part of
some future research. ♢

4.4 Local Convergence under Strong Convexity

Although the above local convergence theory already covers strongly convex functions ψ
(Corollary 2.56), some of the statements can be simplified and stronger convergence results
can be derived. Therefore, we use the previous results in combination with the approach in



56 4. A Globalized Inexact Proximal Newton-type Method

[82] to consider this case separately in the following. Note that the results in this section
are in parts taken from [82].
For the purpose of our analysis, we assume that ψ is locally strongly convex in a neigh-
bourhood of an accumulation point x∗ of a sequence of iterates generated by Algorithm
4.1. Note that this assumption certainly holds if the Hessian ∇2f(x∗) is positive definite.
Furthermore, as before, we assume that the sequence {Hk} is uniformly bounded and
positive definite and satisfies the Dennis-Moré-condition (4.13). Under these preliminaries
we first show that in this case the assumptions can be weakened, as we do not need to
assume that x∗ is an isolated accumulation point explicitly.

Proposition 4.10. Let x∗ be an accumulation point of a sequence {xk} generated by
Algorithm 4.1 such that ψ is strongly convex in a neighbourhood of x∗. Then the complete
sequence {xk} converges to x∗, and x∗ is a strict local minimizer of ψ.

Proof. In view of Theorem 4.3, every accumulation point of the sequence {xk} is a stationary
point of ψ. Since ψ is locally strongly convex, x∗ is the only stationary point in a suitable
neighbourhood. Hence, x∗ is necessarily the only accumulation point of the sequence {xk}
in this neighbourhood, and a strict local minimum of ψ. Since {ψ(xk)} is bounded from
below by ψ(x∗) and ∇f is locally Lipschitz continuous in a neighbourhood of x∗, we apply
Theorem 4.4, which directly yields the convergence of the complete sequence to x∗.

For the convergence result, we need one more technical estimate, which is stated in the
following.

Lemma 4.11. Consider Algorithm 4.1 with {Hk} satisfying the Dennis-Moré condition
(4.13) and mI ⪯ Hk ⪯MI for all k ≥ 0 with suitable 0 < m ≤M . Let x∗ be a stationary
point of ψ such that ψ is locally strongly convex in a neighbourhood of x∗. Then there exist
constants ε, C ′, µ > 0 such that, for any iterate xk ∈ Bε(x∗), there holds

µ∥xk + dkex − x∗∥ ≤C ′ηk∥r(xk)∥+
∥∥(Hk −∇2f(x∗)

)
dk
∥∥

+
∥∥∇f(xk)−∇f(x∗)−∇2f(x∗)(xk − x∗)

∥∥,
where dkex denotes the exact solution of the subproblem mind qk(d).

Proof. As in the proof of Proposition 4.5 note that the function qk is strongly convex and,
therefore, has a unique minimizer. Thus, the exact solution dkex = rHk

(xk) of the subproblem
exists and, hence, also guarantees the existence of the (possibly inexact) solution dk.
Set ykex := xk + dkex and note that the above inequality holds trivially for ykex = x∗. Thus,
assume ykex ̸= x∗. First, note that Proposition 4.5(a) implies

∥(Hk −∇2f(x∗))dkex∥ ≤ (M + ∥∇2f(x∗)∥)∥dkex − dk∥+ ∥(Hk −∇2f(x∗))dk∥
≤ C(M + ∥∇2f(x∗)∥)ηk∥r(xk)∥+ ∥(Hk −∇2f(x∗))dk∥. (4.16)

Since ψ is locally strongly convex in a neighbourhood of x∗, its subdifferential is strongly
monotone (Proposition 2.22), i.e. there exist ε > 0 and µ > 0 such that

⟨x− y,∇f(x) + s(x)−∇f(y)− s(y)⟩ ≥ 2µ∥x− y∥2

holds for all x, y ∈ Bε(x∗) and s(x) ∈ ∂φ(x), s(y) ∈ ∂φ(y). Using the stationarity of x∗

and ykex, we have 0 ∈ ∇f(x∗) + ∂φ(x∗) and 0 ∈ ∇f(xk) + Hkd
k + ∂φ(ykex) by Fermat’s

rule (Proposition 2.47). Thus, also noting that ykex eventually belongs to Bε(x∗) in view of
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Proposition 4.5(b), we get

2µ∥ykex − x∗∥2 ≤⟨∇f(ykex)−∇f(xk)−Hkd
k
ex, y

k
ex − x∗⟩

=⟨
(
∇2f(x∗)−Hk

)
dkex, y

k
ex − x∗⟩

+ ⟨∇f(xk)−∇f(ykex) +∇2f(x∗)dkex, y
k
ex − x∗⟩

≤
∥∥(∇2f(x∗)−Hk

)
dkex
∥∥ · ∥∥ykex − x∗∥∥

+ ∥∇f(xk)−∇f(x∗)−∇2f(x∗)(xk − x∗)∥ · ∥ykex − x∗∥
+ ∥∇f(x∗)−∇f(ykex)−∇2f(x∗)(x∗ − ykex)∥ · ∥x∗ − ykex∥.

Using Proposition 4.5(b) again and reducing ε > 0, if necessary, we get

∥∇f(x∗)−∇f(ykex)−∇2f(x∗)(x∗ − ykex)∥ ≤ µ∥x∗ − ykex∥

from the twice continuous differentiability of f . The assertion follows from dividing by
∥x∗ − yk∥ and using (4.16).

Furthermore, we get the following interesting relation between ∥r(x)∥ and the distance of x
to the optimal solution x∗:

Proposition 4.12. Let x∗ be an isolated stationary point of ψ and ε > 0. Then the
following hold:
(a) If ∇f is Lipschitz continuous in Bε(x

∗) with Lipschitz constant L > 0, then

∥r(x)∥ ≤ (2 + L)∥x− x∗∥

for all x ∈ Bε(x∗).
(b) If, in addition, ψ is strongly convex with modulus µ > 0, then

∥x− x∗∥ ≤ (1 + L)(1 + 1
µ)∥r(x)∥

for all x ∈ Bε(x∗).

Proof. (a) Since x∗ is a stationary point of ψ, we know that r(x∗) = 0 (Proposition 3.7 and
the definition of r). Using the nonexpansivity of the proximity operator (Proposition 3.5)
and the Lipschitz continuity of ∇f , we get

∥r(x)∥ = ∥r(x)− r(x∗)∥
= ∥x− proxφ(x−∇f(x))− x∗ + proxφ(x

∗ −∇f(x∗))∥
≤ 2∥x− x∗∥+ ∥∇f(x)−∇f(x∗)∥ ≤ (2 + L)∥x− x∗∥.

(b) The result holds trivially for x = x∗, hence assume that x ≠ x∗. Using the strong
convexity of ψ, we get ψ(x)− ψ(x∗) ≥ µ∥x− x∗∥2. Let v ∈ ∂ψ(x). Then, the definition of
the convex subdifferential yields vT (x − x∗) ≥ ψ(x) − ψ(x∗). Combining both estimates
results in

∥v∥ ≥ ψ(x)− ψ(x∗)
∥x− x∗∥

≥ µ∥x− x∗∥.

Hence, we get ∥x− x∗∥ ≤ 1
µ dist(0, ∂ψ(x)). The claim follows from [114, Proposition 2.1],

see also Theorems 3.4 and 3.5 in [58] for the proof.

A combination of the previous results leads to the following convergence result for Algorithm
4.1 under the main assumption of local strong convexity.
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Theorem 4.13. Consider Algorithm 4.1 and assume that the sequence {Hk} satisfies
the assumptions from Lemma 4.11. Let x∗ be an accumulation point of a sequence {xk}
generated by Algorithm 4.1 such that ψ is locally strongly convex in a neighbourhood of x∗.
Then the following statements hold:
(a) For all sufficiently large k ≥ 0, the search direction is attained by the inexact proximal

Newton-type direction, i.e. k ∈ KN .
(b) For all sufficiently large k ≥ 0, the full step size tk = 1 is accepted.
(c) If η < η, the sequence {xk} converges linearly to x∗, where

η = 1/((C +
1

µ
C ′)(L+ 2))

with C,C ′, µ from Proposition 4.5 and Lemma 4.11, and a local Lipschitz constant
L > 0 of ∇f in a neighbourhood of x∗.

(d) If {ηk} → 0, the sequence {xk} converges superlinearly to x∗.

Proof. Note that by Proposition 4.10 x∗ is both a stationary point and a strict local
minimum of ψ, and that the entire sequence {xk} converges to x∗. Part (a) and (b) coincide
with the corresponding statements in Theorem 4.7.
For the remaining part choose ε > 0 such that Proposition 4.5 and Lemma 4.11 hold for
xk ∈ Bε(x∗) and ∇f is Lipschitz continuous with constant L > 0 in Bε(x∗). Let k0 ≥ 0 be
sufficiently large such that all iterates xk for k ≥ k0 are in this neighbourhood and (a) and
(b) hold for these iterates. Using parts (a) and (b) yields xk+1 = xk + dk, where dk is an
inexact proximal Newton-type step. Thus, by Proposition 4.5(a) and Lemma 4.11, we get

∥xk+1 − x∗∥ = ∥xk + dk − x∗∥ ≤ ∥dk − dkex∥+ ∥xk + dkex − x∗∥

≤
(
C +

1

µ
C ′)ηk∥r(xk)∥+ 1

µ
∥∇f(xk)−∇f(x∗)−∇2f(x∗)(x∗ − xk)∥

+
1

µ

∥∥(Hk −∇2f(x∗)
)
dk
∥∥. (4.17)

The twice continuous differentiability of f yields that the second term is o(∥xk − x∗∥)
for k → ∞. The Dennis-Moré condition implies that the third term is o(∥dk∥). We use
Propositions 4.5 and 4.12(a) to get

∥dk∥ ≤ ∥dk−dkex∥+∥dkex∥ ≤ Cηk∥r(xk)∥+κ∥xk−x∗∥ ≤
(
Cηk(2+L)+κ

)
∥xk−x∗∥. (4.18)

Hence, the third term has order o(∥xk − x∗∥). Thus, the above and Proposition 4.12(a)
yield part (c) for η = 1/((C1 +

1
µC2)(L+ 2)). Finally, under the assumptions of part (d),

the first term is also of size o(∥xk − x∗∥), which completes the proof.

We close this section with a result on local quadratic convergence under slightly stronger
assumption as in Theorem 4.13 (d), in particular, using a stronger version of the Dennis-
Moré condition. This condition holds especially for Hk = ∇2f(xk) or, more generally,
Hk −∇2f(xk) = O(∥dk∥).

Theorem 4.14. Consider Algorithm 4.1 and assume that the sequence {Hk} satisfies
mI ⪯ Hk ⪯MI for all k ≥ 0 with suitable 0 < m ≤M and

lim sup
k→∞

∥∥(Hk −∇2f(x∗)
)
dk
∥∥

∥dk∥2
< +∞.
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Let x∗ be an accumulation point of a sequence {xk} generated by Algorithm 4.1 such that
ψ is locally strongly convex in a neighbourhood of x∗. If there exists κ′ > 0 such that
ηk ≤ κ′∥r(xk)∥ for all k ≥ 0, the sequence {xk} converges quadratically to x∗.

Proof. A closer look at the estimate (4.17) shows that we need to prove(
C +

1

µ
C ′)ηk∥r(xk)∥+ 1

µ
∥∇f(xk)−∇f(x∗)−∇2f(x∗)(x∗ − xk)∥

+
1

µ

∥∥(Hk −∇2f(x∗)
)
dk
∥∥ ≤ K∥xk − x∗∥2

for some K > 0. Choosing ε > 0 sufficiently small such that ∇2f is Lipschitz continuous
in Bε(x

∗), the second term is O(∥xk − x∗∥2). Furthermore, the modified Dennis-Moré-
condition above yields that the third term is of size O(∥dk∥2), and (4.18) shows that this
is also O(∥xk − x∗∥2). Thus, the claim follows since ∥r(xk)∥ ≤ (2 + L)∥xk − x∗∥ using
Proposition 4.12(a).





Chapter 5

A Regularized Proximal
Quasi-Newton Method

We continue to consider solving the optimization problem (1.1) by using proximal-type
methods. Unlike the previous discussion, we assume in this section that the convex, proper,
lower semicontinuous function φ : Rn → R is real valued, while f : Rn → R is still assumed
to be at least continuously differentiable. This requirement on φ seems quite restrictive,
but the resulting class of functions still covers a huge amount of applications, for which the
method deduced in this chapter can be applied.
As already seen in the previous chapters, the crucial point of a proximal-type method is the
choice of the matrix Hk in the arising subproblems (1.2). In contrast to the earlier methods,
the idea of the regularized proximal quasi-Newton method presented in the following is to
regularize an approximation Hk of the (possibly not existing) Hessian ∇2f(xk) by adding
the matrix µkI for some µk > 0, which results in subproblems of the form

argmin
d

{
f(xk) +∇f(xk)Td+ 1

2
dT (Hk + µkI)d+ φ(xk + d)

}
. (5.1)

Depending on the merit of the iteration, the regularization parameter µk is increased or
decreased in each iteration according to a trust-region-type scheme. A consequence of this
approach is that no classical line search approach, e.g. of Armijo type, is required, which
turns out to be quite efficient in numerical examples.
The idea of combining regularization and (proximal) quasi-Newton techniques traces back
to the corresponding methods for smooth problems (φ ≡ 0), where the subproblem (1.2)
reduces to Hkd = −∇f(xk), at least if Hk is positive semidefinite. Some improvements
[96,147,157,158] have been made similar to our approach in this case. Moreover, trust-region
methods for nonsmooth problems in the form (1.1) are considered in various manuscripts
[45,61,86,137]. Techniques for the regularization of proximal quasi-Newton methods are
investigated in different variations in literature. The proximal Newton method by Lee, Sun,
Saunders [95] does not explicitly use a regularization parameter, but the application to
proximal quasi-Newton methods covers this idea if the regularization parameter tends to
zero. A similar argument holds for the globalized proximal Newton method in Chapter
4. Regularization of Hk by adding a positive multiple of the identity matrix is used in
[68, 145], but convergence is only shown for convex functions f . Approaches for solving the
subproblems inexactly in this context are investigated in [92, 167]. We outline the main
differences of these methods to the presented one subsequent to the detailed description of
our algorithm.
The chapter is organized as follows. After introducing the regularized proximal quasi-
Newton method itself in Section 5.1, we discuss some of its properties. Quite nice global
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convergence result in the trust-region framework under mild assumptions are investigated
in Section 5.2, followed by the analysis of the convergence using an error bound condition in
Section 5.3. In addition, the analysis of local convergence and the superlinear convergence
rate is addressed in Section 5.4. Nevertheless, although covering this issue, a drawback of
the method is that the subproblem (5.1) is sometimes not solvable. To address this, we also
present a modified version of the algorithm in Section 5.5 which combines the method with
a proximal gradient framework similar to the approach in Chapter 4. Although theoretically
not providing any theoretical advantages, this modification can significantly improve the
speed of convergence in numerical examples.
We note that an essential part of the Sections 5.1-5.3 mainly coincide with the preprint [81].

5.1 Algorithmic Framework

This section contains a detailed derivation and discussion of the regularized proximal quasi-
Newton method. The method combines two main concepts: First, solving the regularized
problem (5.1) instead of (1.2) to compute a suitable search direction dk, and second, the
appropriate choice of the regularization parameter µk according to a trust-region-type
framework. An advantage of the regularization is that subproblems are more likely to have
a solution, if the matrix Hk is not positive semidefinite.
Provided that the computed search direction dk is accepted by an appropriate backtracking
strategy in order to guarantee global convergence, the next iterate in general proximal-type
methods is set to xk+1 := xk + dk. Here, the globalization is achieved by the adjustment
of the regularization parameter µk > 0, no classical line search is required (which might
result in many function evaluations), and no trust-region radius is needed (in particular, no
trust-region-type subproblem has to be solved). Instead, however, additional evaluations of
the proximity operator might be necessary, which can be quite expensive computationally.
Nevertheless, numerical tests show that this additional effort leads to significantly less
iterations and thus lower overall costs, and on the other hand, trust-region-type methods
are very appropriate, especially for nonconvex global optimization problems.
The regularized proximal quasi-Newton method therefore considers the regularized approxi-
mation

q̂k(d) := f(xk) +∇f(xk)Td+ 1

2
dT (Hk + µkI)d+ φ(xk + d) (5.2)

and the search direction dk is computed as a minimizer thereof. Furthermore, let qk(d) :=
f(xk) + ∇f(xk)Td + 1

2d
THkd + φ(xk + d) be the corresponding approximation without

regularization by µk. To control the success of a candidate dk we define the predicted
reduction of ψ in step k ≥ 0 via

predk := qk(0)− qk(dk) = −
(
∇f(xk)Tdk + φ(xk + dk)− φ(xk)

)
− 1

2(d
k)THkd

k

and the actual reduction of ψ as

aredk := ψ(xk)− ψ(xk + dk).

Note that predk = −∆k − 1
2(d

k)THkd
k, where ∆k is defined as in Algorithms 3.1 and 4.1.

The ratio ρk := aredk / predk of these quantities is, similar to trust-region methods [51],
used to control the update of the regularization parameter and the iterate. Since Hk does
not need to be positive definite, we must take into account that a minimizer of q̂k may not
exist or the corresponding value predk is not (sufficiently) positive. These situations are
handled as unsuccessful steps and the quality of the update is controlled by the sufficient
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decrease criterion stated in (5.3). For this purpose, similar to Chapter 4, we set

rH(x) := proxHφ
(
x−H−1∇f(x)

)
− x = argmin

d∈Rn

{
∇f(x)Td+ 1

2
dTHd+ φ(x+ d)

}
.

for x ∈ Rn and H ∈ Sn++, as well as r(x) := rI(x). Altogether, this motivates Algorithm
5.1.

Algorithm 5.1 Regularized Proximal Quasi-Newton Method (RPQN)

(S.0) Choose x0 ∈ Rn, parameters µ0 > 0, pmin ∈ (0, 1/2), κ > 1, c1 ∈ (0, 1/2),
c2 ∈ (c1, 1), σ1 ∈ (0, 1), σ2 > 1, and set k := 0.

(S.1) If xk satisfies a suitable termination criterion: STOP.
(S.2) Choose Hk ∈ Sn, and find a solution dk of the problem

min
d
q̂k(d) = f(xk) +∇f(xk)Td+ 1

2
dT (Hk + µkI)d+ φ(xk + d).

If this problem has no solution, or if

predk ≤ pmin∥dk∥ ·min{∥r(xk)∥, ∥r(xk)∥κ}, (5.3)

set xk+1 := xk, µk+1 := σ2µk, and go to (S.4). Otherwise go to (S.3).
(S.3) Set ρk := aredk / predk and perform the following updates:

xk+1 :=

{
xk if ρk ≤ c1,
xk + dk otherwise,

µk+1 :=


σ2µk if ρk ≤ c1,
µk if c1 < ρk ≤ c2,
σ1µk otherwise.

(S.4) Update k ← k + 1, and go to (S.1).

In the following discussion, we call an iteration k
• unsuccessful, if (S.3) is skipped or ρk ≤ c1,
• successful, if c1 < ρk ≤ c2,
• highly successful, if ρk > c2.
Note that, in an unsuccessful iteration, both (S.2) and (S.3) keep the current iterate xk and
choose a larger regularization parameter. In all other iterations, we perform the update
xk+1 = xk + dk and either keep the regularization parameter µk (in successful iterations) or
reduce this parameter (in highly successful iterations). We also stress that a test like (5.3)
is not required by trust-region methods since, there, the corresponding predicted reduction
is automatically positive, whereas this cannnot be guaranteed in our setting. Whenever we
reach (S.3), however, the value of predk is (sufficiently) positive, which, in turn, implies
that the overall method is well-defined.
Furthermore, we note that in contrast to the corresponding method in [81], the test (5.3)
was slightly adapted to lay the foundations for the local convergence analysis. In addition,
we assume c1 < 1/2 instead of c1 < 1 here, which would be the natural limit for trust-region-
type methods. This is necessary for the results in Section 5.3 and not at all a restriction in
practice, since the aim is to choose c1 small.

We briefly discuss the differences between Algorithm 5.1 and some affiliated methods. The
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methods in [68,145] are based on a similar regularization than ours, where the regularization
parameter is only increased if a suitable criterion is not satisfied for the solution of the
subproblems. In contrast to our method, they do not consider the possibility to reduce
the regularization parameter if an iterate is highly successful. Convergence is shown under
the assumption of strong convexity of f . Furthermore, they combine the method with an
inexactness criterion for the subproblem and use a FISTA-type acceleration. In this case, a
main assumption on f is convexity.
The inexact algorithms by Lee and Wright [92] use two different types of regularization:
Hk + µkI or µk ·Hk with a positive regularization parameter µk, which is initially set to
1 in each step and increased until a sufficient decrease condition is satisfied. In contrast
to our method, it is not possible to choose µk small if the iterate is close to a solution.
Convergence is shown for ∇f being Lipschitz continuous (but f not necessarily convex).
Moreover, some improved convergence results are provided for strongly convex functions.
Yue et al. [167] developed another inexact regularized proximal Newton method. A main
difference to our approach is that, instead of an approximation Hk, the exact Hessian of f
is used and the regularization parameter µk is chosen due to the optimality of the current
iterate, and not based on the quality of the current update. Furthermore, the subproblems
are solved inexactly, and an Armijo-type line search is needed. The convergence proof
requires convexity of f and uses an error bound.
In contrast to these methods, we do not provide a theory for inexact solutions of the
subproblems in (S.2). It turns out that this is not necessary since these problems can be
solved very efficiently and with high accuracy in our numerical examples using Algorithm
3.2.

Remark 5.1 (Termination criterion). In view of Proposition 3.7, we know that xk is a
stationary point of ψ if and only if r(xk) = 0. Combining this property with the (uniform)
continuity of r(·) yields an appropriate termination criterion for Algorithm 5.1. Since xk is
a stationary point if dk = 0, cf. again Proposition 3.7, the method is well-defined. However,
the norm of the search direction dk is not a good choice for a termination criterion, since xk

might be a stationary point without having dk = 0, if Hk + µkI is not positive definite. ♢

5.2 Global Convergence in a Trust-Region Framework

In this section, we investigate the global convergence properties of Algorithm 5.1. To
this end, we assume that Algorithm 5.1 generates an infinite sequence {xk} and does not
terminate after finitely many steps. Though, formally, we did not specify the termination
criterion in (S.1), any suitable stopping criterion will include a test whether the current
point xk is already a stationary point of the given optimization problem, cf. Remark 5.1.
To simplify some of the subsequent phrases, we therefore assume throughout this section
that none of the iterates xk is already a stationary point. Then, by Proposition 3.7, we
have dk ̸= 0 for all k.
Note that the subsequent global convergence analysis of Algorithm 5.1 does not require
the matrices Hk to be good approximations of the corresponding (possibly not existing)
Hessians ∇2f(xk). We only need that the sequence {Hk} is bounded. Before presenting
the two main global convergence theorems, we establish some technical results.

Lemma 5.2. Let {Hk} be a bounded sequence of symmetric matrices. Assume that µk →∞
and {xk} ⊂ Rn converges to a nonstationary point of ψ. Then

lim sup
k→∞

∥r(xk)∥
∥rHk+µkI(x

k)∥ · µk
≤ 1.
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Proof. The assumptions imply that Hk + µkI is positive definite for all sufficiently large k
and rHk+µkI(x

k) is therefore well-defined. Furthermore, ∥rHk+µkI(x
k)∥ ≠ 0 for sufficiently

large k since the limit point x of {xk} is not a stationary point of ψ. Thus, we apply
Lemma 3.6 with H = Hk + µkI and Ĥ = I to get

∥r(xk)∥
∥rHk+µkI(x

k)∥
≤
(
1 +

1

λmin(Hk) + µk

)
·
(
λmax(Hk) + µk

)
.

Dividing this estimate by µk, using the boundedness of the sequence {Hk}, and taking
the limit k →∞, it follows that the expression on the right-hand side tends to one, which
yields the claim.

Recall that if Hk + µkI is positive definite, the step dk can equivalently be written as
dk = rHk+µkI(x

k). In the next result, we show that the corresponding sequence {dk} is a
vanishing sequence under the assumptions that the sequence {µk} tends to +∞ and {xk}
is a bounded sequence.

Proposition 5.3. Let {Hk} be a bounded sequence of symmetric matrices. Assume that
µk → ∞ and the sequence {xk} ⊂ Rn generated by Algorithm 5.1 is bounded. Let dk :=
rBk+µkI(x

k). Then dk → 0.

Proof. Note that the boundedness of the sequence {Hk} and µk →∞ imply that dk is well-
defined for sufficiently large k. Moreover, the definition of successful and highly successful
steps connotes that the sequence {ψ(xk)} is a nonincreasing sequence. Let M > 0 and
k0 ∈ N such that Hk + µkI ⪰ MI holds for all k ≥ k0. Furthermore, let X ⊂ Rn be a
compact set such that xk ∈ X holds for all k ≥ k0, and ūk ∈ ∂φ(xk). Then, for any k ≥ k0
we get

ψ(x0) ≥ ψ(xk) = q̂k(0)

≥ q̂k(dk) = f(xk) +∇f(xk)Tdk + 1

2
(dk)T (Hk + µkI)d

k + φ(xk + dk)

≥ f(xk) +∇f(xk)Tdk + M

2
∥dk∥2 + φ(xk) + (ūk)Tdk

≥ min
x∈X

ψ(x)− ∥dk∥ max
x∈X ,u∈∂φ(x)

∥∇f(x) + u∥+ M

2
∥dk∥2

= α1 − α2∥dk∥+
M

2
∥dk∥2 =: q̃(dk),

where α1 := minx∈X ψ(x) and α2 := maxx∈X ,u∈∂φ(x) ∥∇f(x) + u∥. Hence, q̃ is coercive.
In particular, the level set lev≤ψ(x0) q̃ is bounded (Proposition 2.15), and therefore the
sequence {dk} is bounded.
By definition of dk and Fermat’s rule (Proposition 2.47) applied to q̂k, there exists uk ∈
∂φ(xk + dk) such that

0 = ∇f(xk) + uk +Hkd
k + µkd

k.

As the sequences {∇f(xk)}, {uk} (cf. Proposition 2.24) and {Hkd
k} are bounded, the

sequence {µkdk} must also be bounded. From µk →∞, we get dk → 0.

The following result will be applied to the situation where we have only finitely many
successful iterations, i.e. where xk stays constant eventually, say xk = x ∈ Rn for all k
sufficiently large. By the assumption that Algorithm 5.1 generates an infinite sequence, this
means that x is a nonstationary point of ψ. To avoid any ambiguity in the notation, we
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write d̄k := rHk+µkI(x), although, in the subsequent application, we will eventually have
d̄k = dk since x corresponds to xk for all sufficiently large k.

Lemma 5.4. Let {Hk} be a bounded sequence of symmetric matrices. Assume that µk →∞
and x is a nonstationary point of ψ. Define d̄k := rHk+µkI(x), and let s be an accumulation
point of the sequence {d̄k/∥d̄k∥}. Then ψ′(x; s) < 0.

Proof. Using the previous result, we get d̄k → 0. Furthermore, applying Fermat’s rule to
q̂k, we obtain

0 = ∇f(x) + (Hk + µkI)d̄
k + uk (5.4)

for some uk ∈ ∂φ(x+ d̄k). The boundedness of the subdifferential (Proposition 2.24) yields
that the sequence {uk} is bounded. Thus, we can choose a subsequence K ⊂ N such that

d̄k

∥d̄k∥
→K s and uk →K u.

The closedness of the subdifferential (Proposition 2.23) yields u ∈ ∂φ(x). By assumption,
we therefore have ∇f(x) + u ̸= 0. Furthermore, using Lemma 3.9, we obtain

ψ′(x, d̄k) ≤ −(d̄k)T (Hk + µkI)d̄
k ≤ −

(
λmin(Hk) + µk

)
∥d̄k∥2.

Since (5.4) implies ∥∇f(x) + uk∥ = ∥(Hk + µkI)d̄
k∥ ≤ (∥Hk∥+ µk)∥d̄k∥, we get

ψ′(x, d̄k) ≤ −
(
λmin(Hk) + µk

)
∥d̄k∥2 ≤ −∥∇f(x) + uk∥ · λmin(Hk) + µk

∥Hk∥+ µk
· ∥d̄k∥.

Thus, the sublinearity of ψ′(x, ·) yields

ψ′
(
x,

d̄k

∥d̄k∥

)
≤ −∥∇f(x) + uk∥ · λmin(Hk) + µk

∥Hk∥+ µk
.

For k ∈ K, k →∞, the right-hand side converges to −∥∇f(x) + u∥. Since φ is real-valued,
the directional derivative ψ′(x, ·) is continuous, and we obtain

ψ′(x, s) = lim
k∈K,k→∞

ψ′
(
x,

d̄k

∥d̄k∥

)
≤ −∥∇f(x) + u∥ < 0,

which completes the proof.

We now apply the previous result to show that there always exist infinitely many successful
or highly successful iterations.

Lemma 5.5. Let {Hk} be a bounded sequence of symmetric matrices. Then Algorithm 5.1
performs infinitely many successful or highly successful steps.

Proof. We follow the corresponding proof of [147] and assume, by contradiction, that there
exists k0 ∈ N such that all steps k ≥ k0 are unsuccessful. This implies xk = xk0 for
all k ≥ k0 and, due to the implicit assumption that Algorithm 5.1 generates an infinite
sequence, that µk → +∞. Since {Hk} is a bounded sequence, the matrices Hk + µkI are
therefore positive definite for all sufficiently large k ≥ k0. In view of Proposition 3.7 and
dk ̸= 0 (otherwise we would have stopped after finitely many iterations), it follows that
xk0 is a nonstationary point of ψ and r(xk0) ̸= 0. Moreover, the positive definiteness of
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Hk + µkI guarantees that the search directions dk are well-defined for k ≥ k0. Recalling
that pmin <

1
2 and dk = rHk+µkI(x

k), we have

∥r(xk)∥
∥dk∥µk

<
1

2pmin

for all sufficiently large k ≥ 0 in view of Lemma 5.2. Then, by using q̂k(dk) ≤ q̂k(0), we
obtain

predk = ψ(xk)− qk(dk)

= ψ(xk)− q̂k(dk) +
µk
2
∥dk∥2

≥ ψ(xk)− q̂k(0) +
µk
2
∥dk∥2 = µk

2
∥dk∥2

> pmin∥r(xk)∥ · ∥dk∥ ≥ pmin∥dk∥ ·min{∥r(xk)∥, ∥r(xk)∥κ}. (5.5)

Hence, for all sufficiently large k ≥ 0, Algorithm 5.1 performs (S.3). Since all iterations
k ≥ k0 are unsuccessful, this means aredk ≤ c1 predk. It follows that

ψ(xk0 + dk)− ψ(xk0) ≥ c1
(
∇f(xk0)Tdk + φ(xk0 + dk)− φ(xk0) + 1

2(d
k)THkd

k
)
.

for k ≥ k0, possibly after enlarging k0. Setting tk = ∥dk∥ and dividing this estimate by tk
yields

ψ
(
xk0 + tk

dk

∥dk∥
)
− ψ(xk0)

tk

≥ c1
(
∇f(xk0)T dk

∥dk∥
+
φ
(
xk0 + tk

dk

∥dk∥
)
− φ(xk0)

tk
+

1

2

(dk)T

∥dk∥
Hkd

k

)
.

Using the convergence {dk} → 0, see Proposition 5.3, the boundedness of {Hk}, and
choosing a subsequence K such that dk/∥dk∥ → s, taking the limit on this sequence yields
ψ′(xk0 ; s) ≥ c1ψ′(xk0 ; s), where we used Proposition 2.38. Since c1 ∈ (0, 1/2), this results
in ψ′(xk0 ; s) ≥ 0, a contradiction to Lemma 5.4. Thus, there are infinitely many successful
or highly successful iterations.

We next formulate two global convergence results. The corresponding statements are similar
to those known for trust-region methods in unconstrained optimization.

Theorem 5.6. Let {Hk} be a bounded sequence of symmetric matrices, and assume that
ψ is bounded from below. Then any sequence {xk} generated by Algorithm 5.1 satisfies
lim infk→∞ ∥r(xk)∥ = 0.

Proof. Let S ⊂ N be the (infinite) set of successful and highly successful iterations. Contrary
to the claim, assume that lim infk→∞ ∥r(xk)∥ > 0. Then there exists k0 ∈ N and ε > 0
such that min{∥r(xk)∥, ∥r(xk)∥κ} ≥ ε for all k ≥ k0. By the definition of successful steps,
we get

ψ(xk)− ψ(xk+1) ≥ c1 predk ≥ pminc1∥dk∥ ·min{∥r(xk)∥, ∥r(xk)∥κ} ≥ pminc1ε∥dk∥

for all k ∈ S, k ≥ k0. Since ψ is bounded from below, summation yields
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∞ >
∞∑
k=0

[
ψ(xk)− ψ(xk+1)

]
=
∑
k∈S

[
ψ(xk)− ψ(xk+1)

]
≥ pminc1ε

∑
k∈S
∥dk∥.

Taking into account that xk is not updated in unsuccessful steps, it follows that

∞ >
∑
k∈S
∥dk∥ =

∑
k∈S
∥xk+1 − xk∥ =

∞∑
k=0

∥xk+1 − xk∥.

Hence, {xk} is a Cauchy sequence and therefore convergent to some x ∈ Rn. Since
∥r(x)∥ = limk→∞ ∥r(xk)∥ ≥ ε, x is not a stationary point of ψ.
By Lemma 5.5, there are infinitely many successful or highly successful steps and, as shown
above, we have ∥dk∥ →S 0. Similar to (5.4), there holds

0 = ∇f(xk) + (Hk + µkI)d
k + uk

for some uk ∈ ∂φ(xk + dk). Assuming that the sequence {µk}S is bounded, (Hk + µkI)d
k

converges to 0 for k ∈ S, k → ∞. Furthermore, Proposition 2.24 yields that {uk}S is
bounded and we can choose a subsequence K ⊂ S such that uk →K u with u ∈ ∂φ(x). As a
consequence, taking the limit k ∈ K, k →∞ in the above equation yields 0 = ∇f(x) + u ∈
∇f(x) + ∂φ(x), in contradiction to the nonstationarity of x.
Hence, without loss of generality, we have {µk}S → ∞. It follows that {µk} → ∞ since
µk cannot decrease during unsuccessful iterations. This implies that Algorithm 5.1 also
performs infinitely many unsuccessful iterations. On the other hand, in the same way as in
(5.5), we get

ψ(xk)− qk(dk) = predk ≥ pmin∥dk∥ ·min{∥r(xk)∥, ∥r(xk)∥κ} ≥ pminε∥dk∥

for sufficiently large k ≥ 0. For every such k, there exists ξk on the straight line between
xk and xk + dk such that f(xk + dk)− f(xk) = ∇f(ξk)Tdk. By the convergence of {xk}
to x and since {dk} → 0 in view of Proposition 5.3, the sequence {ξk} also converges to x.
Thus, we obtain

∣∣ρk − 1
∣∣ = ∣∣∣aredk

predk
− 1
∣∣∣ = ∣∣∣ψ(xk)− ψ(xk + dk)

ψ(xk)− qk(dk)
− 1
∣∣∣

=
∣∣∣ψ(xk + dk)− qk(dk)

ψ(xk)− qk(dk)

∣∣∣
≤ 1

pminε

∣∣f(xk + dk)− f(xk)−∇f(xk)Tdk
∣∣+ 1

2

∣∣(dk)THkd
k
∣∣

∥dk∥

=
1

pminε

∣∣∇f(ξk)Tdk −∇f(xk)Tdk∣∣
∥dk∥

+
1

2pminε

∣∣∣∣(dk)THk
dk

∥dk∥

∣∣∣∣
≤ 1

pminε

∥∥∇f(ξk)−∇f(xk)∥∥+ 1

pminε
∥Hk∥ · ∥dk∥ −→ 0

for k →∞. Hence, {ρk} → 1, i.e. eventually all steps are highly successful, which yields a
contradiction.

Similar to trust-region methods, the previous result can be used to prove a stronger
statement for functions with uniformly continuous gradient. The proof generalizes the one
of [147, Theorem 3.5].



5.3. Convergence Using an Error Bound Condition 69

Theorem 5.7. Let {Hk} be a bounded sequence of symmetric matrices, assume that ψ is
bounded from below and that ∇f is uniformly continuous on a set X satisfying {xk} ⊂ X ,
where {xk} denotes a sequence generated by Algorithm 5.1. Then

lim
k→∞

∥r(xk)∥ = 0;

in particular, every accumulation point of the sequence {xk} is a stationary point of ψ.

Proof. Assume, by contradiction, that there exists δ > 0 and K ⊂ N such that ∥r(xk)∥ ≥ 2δ
holds for all k ∈ K. Set δ := min{δ, δκ}. By Theorem 5.6, for each k ∈ K, there is an index
ℓ(k) > k such that ∥r(xl)∥ ≥ δ holds for all k ≤ l < ℓ(k) and ∥r(xℓ(k))∥ < δ.
If, for k ∈ K, an iteration k ≤ l < ℓ(k) is successful or highly successful, we get

ψ(xl)− ψ(xl+1) ≥ c1 predl ≥ c1pminmin{∥r(xl)∥, ∥r(xl)∥κ} · ∥dl∥ ≥ c1pminδ∥xl+1 − xl∥.

For unsuccessful iterations l, this estimate holds trivially. Thus,

pminc1δ∥xℓ(k)−xk∥ ≤ pminc1δ

ℓ(k)−1∑
l=k

∥xl+1−xl∥ ≤
ℓ(k)−1∑
l=k

ψ(xl)−ψ(xl+1) = ψ(xk)−ψ(xℓ(k))

holds for all k ∈ K. By assumption, ψ is bounded from below, and by construction, the
sequence {ψ(xk)} is monotonically decreasing, hence convergent. This implies that the
sequence

{
ψ(xk)− ψ(xℓ(k))

}
K converges to zero. Hence, we get

{
∥xℓ(k) − xk∥

}
→K 0. The

uniform continuity of ∇f and of the proximity operator (Proposition 3.5) together with the
fact that the composition of uniformly continuous functions is uniformly continuous, yields
the uniform continuity of the residual function r(·). Thus, we get

{
∥r(xℓ(k))−r(xk)∥

}
→K 0.

On the other hand, by the choice of ℓ(k), we have∥∥r(xk)− r(xℓ(k))∥∥ ≥ ∥∥r(xk)∥∥− ∥∥r(xℓ(k))∥∥ ≥ 2δ − δ ≥ δ,

which yields the desired contradiction.

5.3 Convergence Using an Error Bound Condition

In the following we deduce further convergence results for the regularized proximal quasi-
Newton method in Algorithm 5.1. To this end, we first provide some useful and path-
breaking results and, if ∇f is Lipschitz continuous, prove the boundedness of the sequence
{µk} of regularizers. Moreover, we introduce an error bound condition to end up with the
convergence of the entire sequence. As in the previous section, we assume that Algorithm
5.1 generates an infinite sequence of iterates {xk} and does not terminate with a stationary
point of ψ. We start with some technical estimates.

Lemma 5.8. Assume that the sequence {Hk} is uniformly bounded and positive definite,
i.e. there exist constants 0 < m ≤M such that mI ⪯ Hk ⪯MI holds for all k ≥ 0. Then
the following estimates hold with the notation of Algorithm 5.1:

(a) predk ≥
1

2
(m+ 2µk)∥dk∥2,

(b)
∥r(xk)∥
∥dk∥

≤
(
1 +

1

m+ µk

)
(M + µk) ≤

m+ 1

m
(M + µk),
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(c)
∥dk∥
∥r(xk)∥

≤ 1 +M + µk
m+ µk

≤ 1 +M

m
.

Proof. (a) Using the second estimate in Lemma 3.9, we get

predk = −
(
∇f(xk)Tdk + φ(xk + dk)− φ(xk)

)
− 1

2
(dk)THkd

k

≥ (dk)T (Hk + µkI)d
k − 1

2
(dk)THkd

k ≥ 1

2
(m+ 2µk)∥dk∥2.

The estimates in parts (b) and (c) follow directly from Lemma 3.6 using λmax(Hk + µkI) ≤
M + µk and λmin(Hk + µkI) ≥ m+ µk.

The next result is essential to prove the boundedness of the sequence of regularizers {µk}.

Lemma 5.9. Assume that ∇f is Lipschitz continuous with Lipschitz constant L > 0
and Hk ⪰ mI for some m > 0. If, for some iteration k in Algorithm 5.1, we have
µk ≥ µ := max{L−m, 0}, there holds

aredk > c1 predk .

Proof. Let µk ≥ µ. Then Hk + µkI ⪰ LI and the Lipschitz continuity of ∇f yields

f(xk + dk)− f(xk) ≤ ∇f(xk)Tdk + 1

2
L∥dk∥2 ≤ ∇f(xk)Tdk + 1

2
(dk)T (Hk + µkI)d

k,

which is equivalent to

ψ(xk + dk)− ψ(xk) ≤ ∇f(xk)Tdk + φ(xk + dk)− φ(xk) + 1

2
(dk)T (Hk + µkI)d

k.

Hence, using the definition of predk and aredk, we get − aredk ≤ −predk+
µk
2 ∥d

k∥2. A
combination with Lemma 5.8(a) yields

aredk ≥ predk−
µk
2
∥dk∥2 ≥ predk ·

µk +m

2µk +m
>

1

2
predk ≥ c1 predk,

which had to be shown (note that we need c1 ≤ 1
2 at this point).

For the boundedness of the sequence {µk}, it remains to prove that condition (5.3) holds
for sufficiently large µk > 0, which is the aim of the next result.

Proposition 5.10. Assume that ∇f is Lipschitz continuous with Lipschitz constant L > 0
and MI ⪰ Hk ⪰ mI for some M ≥ m > 0. Then, the sequence {µk} generated by Algorithm
5.1 is bounded.

Proof. Assume that the sequence {µk} is unbounded. This means, there is a subsequence
K ⊂ N0 such that {µk}K →∞. Since µk cannot increase in successful or highly successful
steps, this means that there are infinitely many unsuccessful iterations. Without loss of
generality we assume that all steps k ∈ K are unsuccessful. In view of Lemma 5.9 this is
only possible if for all sufficiently large k ∈ K we have

predk ≤ pmin∥dk∥ · ∥r(xk)∥κ,
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Using Lemma 5.8(a), this yields

m+ 2µk
2

∥dk∥ ≤ pmin∥r(xk)∥κ ⇐⇒ ∥r(xk)∥
µk∥dk∥

≥ m+ 2µk
2pminµk

∥r(xk)∥1−κ.

We combine this estimate with Lemma 5.8(b) to get(
1 +

1

m+ µk

)
M + µk
µk

≥ m+ 2µk
2pminµk

∥r(xk)∥1−κ ≥ m+ 2µk
2pminµk

(5.6)

for sufficiently large k ∈ K, such that ∥r(xk)∥ ≤ 1, cf. Theorem 5.7. Taking the limit in K,
the left hand side of this estimate converges to 1, whereas the right hand side converges to
1/pmin > 1, which yields a contradiction. Hence, the sequence {µk} is bounded.

We note that this proof does not require κ > 1. Instead, the complete proof works out
assuming κ = 1. However, as the proof of the local convergence theorem will need (5.6) for
κ > 1, it seemed more reasonable to deduce that estimate already at this point.
To prove the convergence of the complete sequence, we need an additional preliminary. For
a long time, the natural assumption to prove local convergence properties and to state
convergence rates was strong convexity of the objective function. In recent years this
property has frequently been replaced in favor of more general conditions. Here, we assume
that ψ satisfies a local error bound condition, which is used by Tseng and Yun in [156].

Assumption 5.11. Assume that ψ is bounded from below and X ∗ ̸= ∅, where X ∗ is the
set of stationary points of ψ.
(a) For any ζ ≥ minx ψ(x), there exist scalars τ > 0 and ε > 0 such that

dist(x,X ∗) ≤ τ∥r(x)∥ whenever ψ(x) ≤ ζ, ∥r(x)∥ ≤ ε.

(b) There exists a scalar δ > 0 such that

∥x− y∥ ≥ δ whenever x ∈ X ∗, y ∈ X ∗, ψ(x) ̸= ψ(y).

Note that Proposition 4.12(b) shows that the inequality in part (a) of the assumption holds
for strongly convex functions, where the gradient ∇f is Lipschitz continuous (with ε = +∞
and τ being independent of ζ).
Similar assumptions to (a) have been investigated by Luo and Tseng in [105–107]. Note that
if a function satisfies the above error bound condition, then it also satisfies the Kurdyka-
Łojasiewicz property [98]. Error bounds of this type have been studied by many authors,
see e.g. [167,170].
Some examples of problem classes of the form (1.1) that satisfy Assumption 5.11(a) are the
following, cf. [156,167] and the references therein:
• The function f is strongly convex, ∇f is Lipschitz continous and φ is an arbitrary convex

function.
• f(x) = h(Ax) + cTx, where h : Rm → R is a continuously differentiable and strongly

convex function such that∇h is Lipschitz continuous on every compact set, A ∈ Rm×n, c ∈
Rn, and φ has a polyhedral epigraph.

• f(x) = h(Ax), where A ∈ Rm×n and h is given as above, and φ(x) =
∑s

i=1 ∥x[Ii]∥2,
where the sets Ii ⊂ {1, . . . , n} form a partition of {1, . . . , n} .

Many more functions of type (1.1) fulfill Assumption 5.11(a) even if they are not covered
by the above problem classes. To the author’s knowledge, the focus of investigating error
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bound conditions of these types in literature lies in convex problems. Although not all
authors considering the error bound property require convexity of the function f , e.g. [156],
concrete examples of nonconvex problem classes are very little investigated. For that reason
we give an example for a nonconvex function f such that ψ fulfills the Assumption 5.11(a)
and note that this might be an interesting topic for future research.

Example 5.12. Let f(x) := log(1+ x2), which is the nonconvex Student’s t-error function,
see [4], and φ(x) := |x|. The unique minimizer and stationary point of ψ = f + φ is
x∗ = 0, so the solution set is X ∗ = {0}. Obviously, this yields dist(x,X ∗) = |x| and a short
calculation shows

r(x) =


−1− 2x

1+x2
, for x > α,

−x for |x| ≤ α,
1− 2x

1+x2
, for x < −α,

where α is the real zero of α3 − α2 − α− 1 = 0.
Let ζ ≤ ψ(α). Then Assumption 5.11(a) holds with τ = 1 for all x ∈ R such that ψ(x) ≤ ζ.
If ζ > ψ(α), the assumption holds with

τ = max
x:ψ(x)≤ζ

∣∣∣ x

1− 2x/(1 + x2)

∣∣∣ > 1.

Note that this maximum exists, since ψ is coercive and hence the level set lev≤ζ ψ is
compact. Thus, the nonconvex function ψ satisfies the error bound property in Assumption
5.11(a). ♢

For more information and properties of error bound conditions we refer to [156,167,170].
Assumption 5.11(b) guarantees that the sets of stationary points of ψ with different function
values are properly separated. This assumption holds in particular, if ψ is convex.
It is important to note that we do not assume the convergence of the sequence {xk}. Instead,
this is a consequence of the above assumptions and the main result in the current section.
This theorem is a simplified and slightly adapted version of [156, Theorem 2]. However, for
the sake of completeness, we provide the details of the proof.

Theorem 5.13. Let {xk} be a sequence generated by Algorithm 5.1 such that ∇f is Lipschitz
continuous, MI ⪰ Hk ⪰ mI for some M ≥ m > 0, and let Assumption 5.11 hold. Then
the sequence {xk} is convergent and summable, i.e.

∑∞
k=0 ∥xk+1 − xk∥ <∞.

Proof. Since {ψ(xk)} is a nonincreasing sequence, this implies ψ(xk) ≤ ψ(x0) for all k ≥ 0.
Let τ, ε > 0 be the constants such that Assumption 5.11(a) holds with ζ := ψ(x0). Using
Theorem 5.7 and the continuity of r, there exists k0 ≥ 0 such that ∥r(xk)∥ ≤ ε for all k ≥ k0.
Thus, we get ∥xk−xk∥ ≤ τ∥r(xk)∥, where xk ∈ X ∗ satisfies ∥xk−xk∥ = dist(xk,X ∗) (note
that xk does not need to be unique). In particular, since the limit point of the sequence
{xk} lies in X ∗, this implies ∥xk − xk∥ → 0.
By Lemma 5.8(c) we have ∥dk∥ ≤ 1+M

m ∥r(x
k)∥, which yields ∥xk+1 − xk∥ ≤ ∥dk∥ → 0.

This and Assumption 5.11(b) imply that the sequence {xk} eventually settles down at some
isocost surface of ψ, i.e. there is k1 ≥ k0 and ψ∗ ∈ R such that ψ(xk) = ψ∗ for all k ≥ k1.
Fix such an index k. Since xk is a stationary point of ψ, we have

∇f(xk)T (xk − xk) + φ(xk)− φ(xk) ≥ 0,

as −∇f(xk) ∈ ∂φ(xk). In addition, the mean value theorem yields

f(xk)− f(xk) = ∇f(ξk)T (xk − xk)
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for some ξk on the line segment between xk and xk. Combining these relations results in

ψ∗−ψ(xk) ≤
(
∇f(xk)−∇f(ξk)

)T
(xk−xk) ≤

∥∥∇f(xk)−∇f(ξk)∥∥·∥xk−xk∥ ≤ L∥xk−xk∥2.
This, together with {xk − xk} → 0 proves that

lim inf
k→∞

ψ(xk) ≥ ψ∗. (5.7)

By definition of dk, applying Fermat’s rule twice yields

dk ∈ arg min
d∈Rn

{
(∇f(xk) +Hkd

k)Td+ φ(xk + d)
}
.

In particular, we have(
∇f(xk) +Hkd

k
)T
dk + φ(xk + dk) ≤

(
∇f(xk) +Hkd

k
)T

(xk − xk) + φ(xk),

which is equivalent to(
∇f(xk) +Hkd

k
)T

(xk + dk − xk) + φ(xk + dk)− φ(xk) ≤ 0. (5.8)

Let S ⊂ N0 be the set of all successful or highly successful steps in Algorithm 5.1, and fix
k ∈ S with k ≥ k1 for the moment. Now, we use the mean value theorem again for some ξ̃k

on the straight line between xk+1 and xk to obtain

ψ(xk+1)− ψ∗ = f(xk+1) + φ(xk+1)− f(xk)− φ(xk)
= ∇f(ξ̃k)T (xk+1 − xk) + φ(xk+1)− φ(xk)

=
(
∇f(ξ̃k)−∇f(xk)

)T
(xk+1 − xk)− (Hkd

k)T (xk+1 − xk)

+
[(
∇f(xk) +Hkd

k
)T

(xk + dk − xk) + φ(xk+1)− φ(xk)
]

≤ L∥ξ̃k − xk∥ · ∥xk+1 − xk∥+M∥dk∥ · ∥xk+1 − xk∥, (5.9)

where we used (5.8) for the final estimate. By assumption, we have (dk)T (Hk + µkI)d
k ≥

m∥dk∥2. Furthermore, we use the error bound condition, Lemma 5.8(b), and µk ≤ µmax

for some µmax > 0 (Proposition 5.10) to obtain

∥xk − xk∥ ≤ τ∥r(xk)∥ ≤ τ m+ 1

m
(M + µmax)∥dk∥ =: C̃∥dk∥.

Using, in addition, the estimates

∥ξ̃k − xk∥ ≤ ∥xk+1 − xk∥+ ∥xk − xk∥, and ∥xk+1 − xk∥ ≤ ∥xk+1 − xk∥+ ∥xk − xk∥,

we get from (5.9)

ψ(xk+1)− ψ∗ ≤ C∥dk∥2 with C = L(1 + C̃)2 +M(1 + C̃) > 0.

Using again Lemma 5.8(a), for k ∈ S with k ≥ k1 there holds

− aredk = ψ(xk+1)− ψ(xk) ≤ −c1 predk ≤ −
1

2
c1m∥dk∥2. (5.10)
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Thus, with (5.7), we obtain

0 ≤ ψ(xk+1)− ψ∗ ≤ C∥dk∥2 ≤ C ′(ψ(xk)− ψ(xk+1)
)

for C ′ := 2C/(c1m), which is equivalent to

ψ(xk+1)− ψ∗ ≤ C ′

1 + C ′
(
ψ(xk)− ψ∗).

Hence, {ψ(xk)}S , converges to ψ∗ at least linearly. Finally, using again aredk ≥ c1 predk ≥
c1m
2 ∥d

k∥2, we get ψ(xk)− ψ(xk+1) ≥ c1m/2∥dk∥2, which is equivalent to

∥dk∥ = ∥xk+1 − xk∥ ≤
√

2

c1m

(
ψ(xk)− ψ(xk+1)

)
≤
√

2

c1m

(
ψ(xk)− ψ(x∗)

)
≤ C ′′ϑs(k)

for some C ′′ > 0 and ϑ :=
√

C′

1+C′ , where s(k) ∈ N denotes the number of elements in S
less than or equal to k. Thus,

∞∑
k=0

∥xk+1 − xk∥ =
∑
k∈S
∥xk+1 − xk∥ ≤ C ′′

∑
k∈S

ϑs(k) = C ′′
∞∑
k=0

ϑk =
C ′′

1− ϑ
< +∞,

{xk} is a Cauchy sequence and therefore convergent to some x∗, which completes the
proof.

5.4 Local Convergence and Convergence Rates

The aim of this section is to develop the local convergence theory for Algorithm 5.1. In
addition to the assumptions of the previous section (Lipschitz continuity of ∇f , uniform
boundedness and positive definiteness of the sequence {Hk} and the local error bound
from Assumption 5.11), we assume that f is twice continuously differentiable and that the
Dennis-Moré condition is satisfied.
More precisely, let {xk} be a sequence generated by Algorithm 5.1 under the above
assumptions. By Theorem 5.13 this sequence converges to a stationary point x∗ ∈ Rn of ψ.
The corresponding sequences {Hk} and {dk} are then supposed to satisfy the Dennis-Moré
condition

lim
k→∞

∥(Hk −∇2f(x∗))dk∥
∥dk∥

= 0, (5.11)

analogous to Section 4.3, cf. [56]. Note that with Theorem 5.13 and the arguments used in
Remark 4.6, it follows that this property is satisfied for Algorithm 5.1, if {Hk} is updated
by the BFGS-scheme (3.15).
Under these conditions, we prove our final convergence theorem. The next step towards
this result is an estimate on the ratio of aredk and predk.

Lemma 5.14. Assume that ∇f is Lipschitz continuous with Lipschitz constant L > 0,
MI ⪰ Hk ⪰ mI holds for some M ≥ m > 0, {Hk} satisfies (5.11), and Assumption 5.11
holds. Let the sequence {xk} be generated from Algorithm 5.1 and let x∗ be its limit point.
Then, for any c ∈ (0, 1) there exists ε > 0 (depending on c) such that

aredk−cpredk > 0

holds for all xk ∈ Bε(x∗).
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Proof. Since f is twice continuously differentiable, for every k ≥ 0 there exists ξk on the
line segment between xk and xk + dk such that

f(xk + dk)− f(xk)−∇f(xk)Tdk = 1

2
(dk)T∇2f(ξk)dk.

Then

ψ(xk + dk)− ψ(xk) + qk(0)− qk(dk)

= f(xk + dk)− f(xk)−∇f(xk)Tdk − 1

2
(dk)THkd

k

=
1

2
(dk)T

(
∇2f(ξk)−Hk

)
dk

≤ 1

2

∥∥∇2f(ξk)−∇2f(xk)
∥∥ ∥dk∥2 + 1

2

∥∥∇2f(xk)−∇2f(x∗)
∥∥ ∥dk∥2

+
1

2

∥∥(Hk −∇2f(x∗))dk
∥∥ ∥dk∥. (5.12)

Note that Lemma 5.8(c) and Proposition 4.12(a) yield

∥dk∥ ≤ 1 +M

m
(2 + L) dist(xk,X ∗) ≤ 1 +M

m
(2 + L)∥xk − x∗∥ ≤ 1 +M

m
(2 + L)ε

if xk ∈ Bε(x∗), where X ∗ denotes the set of stationary points of ψ. Due to the continuity
of ∇2f and (5.11) we can choose ε > 0 sufficiently small such that the following estimates
hold:

∥∇2f(ξk)−∇2f(xk)∥ ≤ m

6
(1− c),

∥∇2f(xk)−∇2f(x∗)∥ ≤ m

6
(1− c),

∥(Hk −∇2f(x∗))dk∥ ≤ m

6
(1− c)∥dk∥,

whenever ∥xk − x∗∥ ≤ ε. Inserting these inequalities in (5.12) yields

ψ(xk + dk)− ψ(xk) + qk(0)− qk(dk) ≤
m

4
(1− c)∥dk∥2.

Furthermore, by Lemma 5.8(a) we have qk(0)−qk(dk) = predk ≥ m
2 ∥d

k∥2. The combination
of both estimates results in

aredk−cpredk = ψ(xk)− ψ(xk + dk)− c
(
qk(0)− qk(dk)

)
= (1− c)

(
qk(0)− qk(dk)

)
−
(
ψ(xk + dk)− ψ(xk) + qk(0)− qk(dk)

)
≥ m

4
(1− c)∥dk∥2.

The claim follows, since, by assumption, there holds dk ̸= 0 (otherwise xk is already a
stationary point of ψ).

In the next result we summarize the convergence results, which hold under the Dennis-
Moré-condition. We note that part (a), which states that finally all iterations are highly
successful, can also be formulated for successful (not necessarily highly successful) steps,
with possibly smaller value for k0 ≥ 0.
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Theorem 5.15. Consider a sequence {xk} generated by Algorithm 5.1 and let the assump-
tions of Lemma 5.14 hold. Then the following hold:
(a) There exists k0 ≥ 0 such that all steps k ≥ k0 are highly successful.
(b) The sequence {µk} converges to zero.
(c) The sequence {dist(xk,X ∗)} converges to zero superlinearly, where X ∗ is the set of

stationary points of ψ.

Proof. Assuming in contradiction to the claim of part (a) that there are infinitely many
unsuccessful iterates, similar to the proof of Proposition 5.10 in combination with Lemma
5.14 we get the estimate (5.6)(

1 +
1

m+ µk

)
M + µk
µk

≥ m+ 2µk
2pminµk

∥r(xk)∥1−κ,

for unsuccessful steps k, which is equivalent to

∥r(xk)∥κ−1 ≥ 1

2pmin
· m+ 2µk
M + µk

· m+ µk
1 +m+ µk

≥ 1

2pmin
· m2

M(1 +m)
.

Hence, noting that κ > 1, there is a lower bound for ∥r(xk)∥ restricted to unsuccessful
iterates, which is a contradiction to Theorem 5.7. This proves part (a). Part (b) is a direct
consequence of (a) since µk is multiplied by σ1 < 1 for all highly successful steps.
It remains to prove (c). Let k ≥ k0. Then xk+1 = argminx q̂k(x − xk). We write
q̂k(d) =: fk(d) + φ(xk + d), where fk is a smooth function, and adapt the characterization
of stationarity (Corollary 3.8) to this function to obtain

xk+1 = proxφ
(
xk+1 −∇fk(dk)

)
= proxφ

(
xk+1 −∇f(xk)− (Hk + µkI)(x

k+1 − xk)
)
.

By the error bound property (Assumption 5.11(a)) there exist ε, τ > 0, depending on x0,
such that

dist(x,X ∗) ≤ τ · ∥r(x)∥, whenever ψ(x) ≤ ψ(x0), ∥r(x)∥ ≤ ε.

By Theorem 5.7 we have limk→∞ ∥r(xk)∥ = 0. Thus, ∥r(xk)∥ ≤ ε holds for all k ≥ k0, by
possibly enlarging k0. Furthermore, Algorithm 5.1 ensures that ψ(xk+1) ≤ ψ(xk). Hence,
we get dist(xk,X ∗) ≤ τ∥r(xk)∥ for all k ≥ k0. Applying this property to xk+1 = xk + dk,
we obtain

1

τ
dist(xk+1,X ∗) ≤ ∥r(xk+1)∥

=
∥∥proxφ(xk+1 −∇f(xk+1))− xk+1

∥∥
=
∥∥proxφ(xk+1 −∇f(xk+1))− proxφ

(
xk+1 −∇f(xk)− (Hk + µkI)(x

k+1 − xk)
)∥∥

≤
∥∥∇f(xk+1)−∇f(xk)− (Hk + µkI)(x

k+1 − xk)
∥∥

≤
∥∥∇f(xk+1)−∇f(xk)−Hkd

k
∥∥+ µk∥dk∥

≤
∥∥∇f(xk+1)−∇f(xk)−∇2f(xk)dk

∥∥+ ∥∥(∇2f(xk)−∇2f(x∗)
)
dk
∥∥

+
∥∥(∇2f(x∗)−Hk

)
dk
∥∥+ µk∥dk∥

where the inequality in the forth line follows from the nonexpansivity of the proximity
operator (Proposition 3.5). As f is twice continuously differentiable, the first two terms
are o(∥dk∥) for ∥dk∥ → 0. The third term is o(∥dk∥) by the Dennis-Moré-condition and
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µk∥dk∥ = o(∥dk∥) follows from µk → 0. Hence, dist(xk+1,X ∗) ≤ o(∥dk∥). The claim follows
using Lemma 5.8(c) and the estimate ∥r(xk)∥ ≤ (2 +L) dist(xk,X ∗), which is shown in the
same way as in the proof of Proposition 4.12(a).

Remark 5.16. The approach of the local convergence theory in this chapter differs from
the one in Chapter 4. There, the results are deduced under the assumption that an
accumulation point exists and the preliminaries hold in an appropriate neighbourhood of
that point. In contrast, the convergence theory in Sections 5.3 and 5.4 has some restricting
(global) assumptions as global Lipschitz continuity of ∇f , but shows that in that case the
entire sequence of iterates is convergent.
With some adaptations of this approach, however, it is possible to reformulate the theory
of this chapter in analogy to the previous one. In particular, assuming that there exists an
accumulation point of the sequence of iterates, the stated preliminaries only need to hold
in an appropriate neighbourhood of this point. ♢

5.5 A Modified Version using Proximal Gradient Framework

A drawback of the regularized proximal quasi-Newton method from Algorithm 5.1 is that
in unsuccessful iterations xk is not updated and the algorithm remains at this point until
a successful or highly successful iteration is performed. The relevant consequence of this
procedure is that xk and Hk might be such that multiple unsuccessful steps follow, and
therefore multiple quasi-Newton subproblems must be solved without benefit. To circumvent
this issue, in this section we present a modified method whose idea is to update the iterate
using a proximal gradient-like approach in the case of unsuccessful steps. We note that there
is no advantage over Algorithm 5.1 concerning the convergence theory, since Algorithm 5.1
is already globally convergent. However, experiments show that the numerical behaviour
can be improved for both, convex and nonconvex problem settings. First, we deduce the
modification and then investigate its convergence properties.

In Algorithm 5.1 the solution of the subproblem (5.1) is discarded in unsuccessful steps.
Since this search direction dk is the solution of a (possibly computationally expensive)
subproblem, one idea might be to use the search direction dk anyway, in case it is a direction
of descent, and combine it with some line search strategy, e.g. of Armijo-type similar
to (4.8). This would ensure that the particular proximal quasi-Newton search direction
is used as many times as possible. On the other hand, this search direction is not too
good, since the corresponding step would otherwise be (highly) successful. Therefore, in
case of unsuccessful steps, it may be more natural to determine a search direction as the
solution of a proximal gradient-type subproblem instead (similar to Algorithm 4.1), i.e. to
set dk = rτkI(x

k) for a suitable τk > 0. To obtain the next iterate, an Armijo-type line
search is performed. For this purpose, set

∆k := ∇f(xk)Tdk + φ(xk + dk)− φ(xk).

If a step is successful or highly successful, the approach of the method coincides with the
regularized proximal quasi-Newton method in Algorithm 5.1. The complete method using
this modification is presented in Algorithm 5.2.

To differentiate from the unsuccessful steps in Algorithm 5.1, where the iterate is not
updated, note that the iterations in Algorithm 5.2, in which (S.4) is performed, are called
semi-successful. Similar to Algorithm 5.1 the regularization parameter µk in Algorithm
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Algorithm 5.2 Modified Regularized Proximal Quasi-Newton Method

(S.0) Choose x0 ∈ Rn, parameters µ0 > 0, pmin ∈ (0, 1/2), κ > 1, c1 ∈ (0, 1/2),
c2 ∈ (c1, 1), σ1 ∈ (0, 1), σ2 > 1, 0 < τmin ≤ τmax, β, σ ∈ (0, 1) and set k := 0.

(S.1) If xk satisfies a suitable termination criterion: STOP.
(S.2) Choose Hk ∈ Rn×n, and find a solution dk of the problem

min
d
q̂k(d) = f(xk) +∇f(xk)Td+ 1

2d
T (Hk + µkI)d+ φ(xk + d).

If this problem has no solution, or if

predk ≤ pmin∥dk∥ ·min{∥r(xk)∥, ∥r(xk)∥κ},

go to (S.4). Otherwise go to (S.3).
(S.3) Set ρk := aredk /predk and perform the following updates:

• If ρk > c2 (highly successful step), set xk+1 = xk + dk and µk+1 = σ1µk,
• If c2 ≥ ρk > c1 (successful step), set xk+1 = xk + dk and µk+1 = µk,
and go to (S.5). If ρk ≤ c1, go to (S.4).

(S.4) Choose τk ∈ [τmin, τmax], set dk = rτkI(x
k), compute tk = max{βl : l = 0, 1, 2, . . . }

such that
ψ(xk + tkd

k) ≤ ψ(xk) + σtk∆k,

set xk+1 = xk + tkd
k and µk+1 = σ2µk (semi-successful step).

(S.5) Update k ← k + 1, and go to (S.1).

5.2 is increased in semi-successful steps, since our aim is to preferably perform (highly)
successful steps.
We note that Algorithm 5.2 is well-defined and there holds ψ(xk+1) ≤ ψ(xk) for all
k ≥ 0. For successful and highly successful steps this follows from ρk > 0 and therefore
aredk = ψ(xk)−ψ(xk+dk) > 0; for semi-successful steps this follows similar to Proposition
3.10.

Remark 5.17. For semi-successful steps, a new search direction is determined in Algorithm
5.2 and the search direction computed in (S. 2) is discarded. As mentioned at the beginning
of this section, the search direction determined in (S.2) can also be used in (S.4) instead of
the proximal gradient update, as long as it is at least a descent direction. The new iterate
is then determined by some line search. To check whether we have a descent direction, for
example a criterion like (4.7) in Algorithm 4.1 can be used. Moreover, we have to investigate
the case that dk is not a descent direction. Two possibilities are obvious for handling this
issue: Either no update of xk is performed as in unsuccessful steps in Algorithm 5.1, or an
update follows as in Algorithm 5.2. The global convergence theorem differs in this case
because, although ∥dk∥ → 0 can be shown analogous to Theorem 4.3, it is not possible
to prove ∥r(xk)∥ → 0 without further assumptions. Since this variant was less convincing
in numerical test runs than the one presented in Algorithm 5.2, the former will not be
discussed further in the following. ♢

We briefly discuss the convergence properties of the modified version of the regularized
proximal quasi-Newton method. It is worth noting that the modification has little effect on
the theory already shown for Algorithm 5.1 in the previous sections. We start with the
global convergence result analogous to Theorem 5.7.
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Theorem 5.18. Let {Hk} be a bounded sequence of symmetric matrices, assume that ψ is
bounded from below and that ∇f is Lipschitz continuous on a set X satisfying {xk} ⊂ X ,
where {xk} denotes a sequence generated by Algorithm 5.2. Then limk→∞ ∥r(xk)∥ = 0
holds; in particular, every accumulation point of {xk} is a stationary point of ψ.

Proof. Set

KS := {k : dk is obtained in (S.2)}, and KG := {k : dk is obtained in (S.4)}.

Hence, KS is the set of all successful and highly successful iterations, and KG is the set of
semi-successful iterations. If KG is finite, the claim follows from Theorem 5.7. So, assume
that there are infinitely many semi-successful steps and let k ∈ KG. The line search in
(S.4), Lemma 3.9 and the lower bound tmin > 0 for the step size tk (Lemma 3.13) yield

ψ(xk+1)− ψ(xk) ≤ σtk∆k ≤ −σtminτmin∥dk∥2 < 0. (5.13)

Thus, using the boundedness of ψ from below, limk∈KG
∥dk∥ = 0 and Lemma 3.6 yields

limk∈KG
∥r(xk)∥ = 0. Assume that there is a subsequence K ⊂ N0 and δ > 0 such that

∥r(xk)∥ ≥ 2δ for all k ∈ K. For any k ∈ K let ℓ(k) > k be such that ∥r(xl)∥ > δ for all
l = k + 1, . . . , ℓ(k) − 1 and ∥r(xℓ(k))∥ ≤ δ. By the above, we can assume without loss
of generality that K ⊂ KS and k + 1, . . . , ℓ(k) − 1 ∈ KS for all k ∈ K. Furthermore, set
δ := min{δ, δκ}. Now, the remaining part of the proof coincides with the one of Theorem
5.7. Since all iterations k ≤ l < ℓ(k) are successful or highly successful for k ∈ K, we get

ψ(xl)− ψ(xl+1) ≥ c1 predl ≥ c1pminδ∥xl+1 − xl∥.

Thus,

pminc1δ∥xℓ(k)−xk∥ ≤ pminc1δ

ℓ(k)−1∑
l=k

∥xl+1−xl∥ ≤
ℓ(k)−1∑
l=k

ψ(xl)−ψ(xl+1) = ψ(xk)−ψ(xℓ(k))

holds for all k ∈ K. By assumption, ψ is bounded from below, and by construction, the
sequence {ψ(xk)} is monotonically decreasing, hence convergent. This implies

{
ψ(xk)−

ψ(xℓ(k))
}
→K 0. Hence, we get

{
∥xℓ(k) − xk∥

}
→K 0. The Lipschitz continuity of the

residual function r(·) yields
{
∥r(xℓ(k))− r(xk)∥

}
→K 0. On the other hand, by the choice

of ℓ(k), we have ∥∥r(xk)− r(xℓ(k))∥∥ ≥ ∥∥r(xk)∥∥− ∥∥r(xℓ(k))∥∥ ≥ 2δ − δ ≥ δ,

which yields the desired contradiction. Hence, limk→∞ ∥r(xk)∥ = 0.

We note that the Lipschitz continuity of ∇f , which is stronger than the uniform continuity
assumed in Theorem 5.7 is necessary to ensure that the step size tk in (S.4) of Algorithm
5.2 is bounded from below.
A closer look at the proofs of the results in Sections 5.3 and 5.4 shows that they can be
applied almost in the same way to the modified Algorithm 5.2. In summary, assuming that
ψ is bounded from below, ∇f is Lipschitz continuous, and the sequence {Hk} is uniformly
bounded and positive definite, i.e. there exist M ≥ m > 0 such that MI ⪰ Hk ⪰ mI, the
following results hold for Algorithm 5.2:
• The sequence {µk} is bounded. (Proposition 5.10)
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• Under the error bound assumption (Assumption 5.11) the sequence {xk} converges to a
stationary point x∗ ∈ Rn and

∑∞
k=0 ∥xk+1 − xk∥ < +∞. (Theorem 5.13)

• Under the error bound assumption (Assumption 5.11) and the Dennis-Moré-condition
(5.11) finally all steps are highly successful,

• the sequence {µk} converges to 0,
• and the sequence {dist(xk,X ∗)} converges to 0 superlinearly, where X ∗ denotes the set

of stationary points of ψ. (Theorem 5.15)
A single modification is needed in the proof of the result corresponding to Proposition 5.10:
Here, in addition to equation (5.10) for successful and highly successful steps, we need an
analogous estimate for semi-successful steps. This results follows from the line search in
(S.4) of Algorithm 5.2, Lemma 3.9 and the lower bound for the step size tk (Lemma 3.13),
see (5.13). Details are left to the reader.



Chapter 6

Applications and Numerical Results

The purpose of this chapter is to provide an extensive numerical investigation of the methods
presented in the previous chapters using numerous examples relevant in applications. Our
methods are not only analyzed in terms of their practical performance, but also compared
to several state-of-the-art methods with a focus on proximal methods. Let us note that
parts of the following sections are essentially based on the work [82] and that several parts
have already appeared in a similar form in [81,82]. However, most of the results reported
in this thesis were obtained by using more refined and improved versions of the algorithms.
The chapter is organized as follows. In Section 6.1 we start with the description of several
state-of-the-art methods, which are used in comparison to our methods and give an overview
of parameters that occur within the methods throughout the chapters. Afterwards, we
start the investigation of numerical examples. First, Section 6.2 provides a simple, two-
dimensional example to make some introductory comments. In Section 6.3 we consider
logistic regression problems with ℓ1-regularizer. The main purpose of this section is to
study the properties of the globalized inexact proximal Newton method of Section 4 and
the competitive ability of Algorithm 3.2 for the solution of the subproblems. Section 6.4
examines quadratic problems with the group sparse regularizer. Here, the focus lies on the
details and performance of the regularized proximal Newton method introduced in Chapter
5. The following sections deal with nonconvex problems using Student’s t-regression and
regularization by an ℓ1-term. In Section 6.5 we use synthetic data, while Section 6.6 covers
an example of nonconvex image reconstruction. Finally, the example stated in Section
6.7 investigates proximal methods with regard to a not analytically computable proximity
operator.
The numerical results have been obtained in MATLAB R2020b using a machine running
Open SuSE Leap 15.2 with an Intel core i5 processor 3.2GHz and 16 GB RAM with the
exception of the results in Section 6.7. These come from tests in MATLAB R2018b running
Open SuSE Leap 15.1 on the same machine.

6.1 State-of-the-art Methods and Implementation

This section consists of two parts. First, in Section 6.1.1, we present details of the algorithms,
which are used in the following for the comparison with the methods presented in this
thesis. Second, we use Section 6.1.2 to make some comments on the implementation of our
algorithms.

81
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6.1.1 State-of-the-art Methods

In this section we state main ideas and basic structural aspects of several state-of-the-art
methods, which will be used in our numerical comparison. In the subsequent analysis
we focus on proximal methods, since these profoundly exploit the composite structure of
problem (1.1) and turned out to outperform most methods which make use of different
approaches. Let us begin with the details of some first-order proximal methods.

Fast Iterative Shrinkage Thresholding Algorithm (FISTA) FISTA by Beck and
Teboulle [14] is perhaps the best known and most widely used algorithm for the solution
of convex composite optimization problems of the form (1.1). It is a first-order proximal
method with acceleration based on the work of Nesterov [120] for problems with convex f
such that ∇f is (globally) Lipschitz continuous. In every step a problem of type (1.2) is
solved for Hk = LkI, where Lk is an approximation to the Lipschitz constant of ∇f , which
is repeatedly increased using a backtracking strategy until a sufficient decrease condition
holds. Although there exist a couple of adaptations of FISTA for nonconvex problems
[99,129], we decided to implement only the original version of this algorithm.
For the approximation of the Lipschitz constant we initialize the method with L0 = 1 and
use the increasing factor η = 2.

Sparse Reconstruction by Separable Approximation (SpaRSA) The method
developed by Wright et al. [164] is another accelerated first order proximal method. The
main difference to FISTA is the update of the factor Lk, which is done using a Barzilai-
Borwein approach. Furthermore, the acceptance criterion

ψ(xk+1) ≤ max
i=max{k−M,0},...,k

ψ(xi)− σ

2
αk∥xk+1 − xk∥2

in each step is nonmonotone. As a consequence, the convergence theory covers both, convex
and nonconvex problems with Lipschitz continuous ∇f and a real-valued convex function
φ : Rn → R.
With the notation of [164] the initial value for the proximity scaling is set to α0 = 1,
whereas αmin = 10−4 and αmax = 104. If the acceptance criterion is not met, the parameter
is increased with η = 2. Furthermore, as suggested in [164], we use M = 5 and σ = 0.01.
In contrast to their approach we do not apply an adaptive continuation strategy in order to
get the basic versions of all methods.

Proximal Gradient Method (PG) The elaboration of the proximal gradient method
with Armijo-type line search was given in Section 3.2. Despite the exhaustive presentation
in this thesis, this first-order proximal method is not of prime importance in our numerical
analysis and, hence, listed as state-of-the-art method.
Maybe most important in the implementation of the method is the choice of the matrices
Hk = τkI. The parameter τk ∈ [τmin, τmax] is successively computed to approximate
a (local) Lipschitz constant of ∇f . For that purpose, in each step we compute τ̂k =
∥∇f(xk)−∇f(xk−1)∥/∥xk − xk−1∥ as an approximation in the current step and set τk to
be a weighted mean of τk−1 and τ̂k similar to the approach in [99].
In addition, we use τmin = 10−4, τmax = 104, β = 0.1 and σ = 10−4.

Semismooth Newton Method with Filter Globalization (SNF) This second-order
method by Milzarek and Ulbrich [111,112] is based on the semismooth Newton method to
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find a zero of r(x) defined in (4.4), combined with a globalization using a filter strategy.
They provide a convex and nonconvex version of the filter conditions to decide whether the
computed update is applied or a proximal gradient step is performed instead.
The filter and the parameters are chosen based on the suggestions in [111,112]. In detail,
the parameters for the acceptance condition in the filter update are α1 = α2 = α3 = 10−1,
η = 0.8 and the constants for computing the proximal gradient steps coincide with the ones
described for PG.

A drawback of this method is that it can only be applied, when r(x) and its Newton
derivative can be computed, hence, not in the example in Section 6.7. For this instance we
provide one more method.

Primal-Dual Fixed Point Method based on the Proximity Operator (PDFP2O)
The fixed point method by Chen et al. [43] reformulates problem (1.1) to get a nonsmooth
fixed point equation, in the case that the nonsmooth function φ is replaced by φ ◦B for
a linear transformation B : Rn → Rm. For the convergence theory, f must be continuous
and the Lipschitz constant of the Lipschitz continuous gradient ∇f must be known. Thus,
the applicability of this method is limited, but we will use it in Section 6.7.
Parameters are set as suggested by the authors in [43].

6.1.2 Details on the Implementation

In this section we give several details on the implementation of the (inexact) globalized
proximal Newton method (GPN) and an inexact globalized proximal quasi-Newton method
(QGPN) as described in Algorithm 4.1, as well as the regularized proximal quasi-Newton
method (RPQN) of Algorithm 5.1. Although the focus of Chapter 5 was on the quasi-
Newton formulation, we refer to the method as regularized proximal Newton method
(RPN), when using the exact Hessian of the smooth function, while the modified method in
Algorithm 5.2 is abbreviated by RPQNm or RPNm, respectively.

Subproblem Solvers The crucial part of the implementation of the mentioned algorithms
is the efficient solution of the subproblems (1.2). In the case that the matrices Hk are
updated by means of a quasi-Newton approach, Algorithmus 3.2 is applied. This technique
will be addressed in the next but one paragraph.
However, especially when running the versions GPN and RPN that make use of the exact
Hessian, we need to apply different solvers for the subproblems. As described in [82], two
methods are implemented for this purpose: FISTA and SNF. The details on these methods
are given in the previous section. To point out which subproblem solver is currently used,
we add the particular first letter to the abbreviations, i.e. GPN-F and GPN-S for the
globalized proximal Newton method with subproblem solver FISTA and SNF, respectively.
Experiments show that the methods perform best, when we stop after a maximum of 80
iterations for FISTA or 10 iterations for SNF, unless the termination criterion is satisfied
in earlier iterations.
More details and discussion regarding the solution of the subproblems is provided in Section
6.3.3.

Inexactness The theory of Algorithm 4.1 covers the possibility for solving the subproblems
inexactly. To address this fact, instead of implementing criterion (4.6) directly, Algorithm
4.1 turned out to perform better if we stop the subproblem solvers FISTA or SNF with a
low maximal number of iterations as explained in the previous paragraph. Although the
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theory of the regularized proximal quasi-Newton method does not come together with some
inexactness strategy, we also terminate RPN-S after at most 10 iterations.
However, a detailed investigation of the inexact solution of the subproblems and the
inexactness criterion in (4.6) is given in Section 6.3.2.

Quasi-Newton Approach A major strength of the presented second-order methods
is the high efficiency especially in combination with a suitable quasi-Newton strategy for
updating the matrices Hk. In that case, primarily Algorithm 3.2, which has already proven
to be very precise after one or two iterations in numerical test runs, is used to solve the
subproblems. The maximum iteration number is therefore set to 10 and we do not apply
inexactness strategies for these methods. In detail, we use η = 0 in Algorithm 4.1, and stop
Algorithm 3.2 if ∥L(α)∥ < 10−10. A comparison to other solvers for the subproblems is
given in Section 6.3.3. Note that the method to solve the subproblems in Algorithm 3.2
also applies to the regularized matrix Hk + µkI, because the form (3.17) is preserved by
adding µkI to the simple matrix H0.
Assuming that ψ satisfies the preliminaries of the convergence theorems in Sections 4 or 5,
a sequence {Hk} generated using BFGS-updates satisfies the Dennis-Moré-condition, cf.
Remark 4.6. Motivated by this idea and with the discussion in Section 3.3 we implement
the algorithms QGPN and RPQN, with Hk being a limited memory BFGS- or SR1-update,
denoted by L-BFGS or L-SR1 in the following. The size of the memory is chosen appropriate
to the particular test settings.
A requirement for applying Algorithm 3.2 is that the columns of the arising matrices U1

and U2 are linearly independent. Although a check of this necessity is not implemented
directly, we note that it is hardly probable that linear dependency happens for very low-rank
matrices. This expectation was confirmed by early test runs, where only rarely warnings
were displayed in case of using the L-BFGS-update with a memory of at least 10.
Since the limited memory BFGS-updates are only well-defined if (sk)T yk > 0 (where
sk = xk+1 − xk and yk = ∇f(xk+1)−∇f(xk) holds), it is common to skip the update of
the limited memory matrices if

(sk)T yk < ε∥sk∥2. (6.1)

For the SR1-update ill-conditioned steps are skipped automatically as described in Section
3.3.2 if we replace the definitions of the sets I+ and I− by I+ := {i : λi > ε} and
I− := {i : λi < −ε} for some tolerance ε > 0, see also the discussion in [39]. We choose
ε = 10−8 in the following experiments. The initial estimate γk for the computation of the
limited memory quasi-Newton matrices is set to

γk =
(yk)T yk

(sk)T yk
,

which is suggested by Liu and Nocedal in [103] and links our methods to methods making
use of Barzilai-Borwein techniques [11]. In particular, using a memory of zero, we arrive at
first-order proximal methods and note that RPQN with a memory of zero has similarities
with SpaRSA [164].
It remains to mention that there are some variants for the updates of the limited memory
quasi-Newton matrices Hk. In case of unsuccessful steps in Algorithm 5.1 or in proximal
gradient steps in Algorithm 4.1, one well-known approach is to delete all previous information
and restart with Hk as a multiple of the identity matrix. Since the procedure described
above worked quite well in most of our experiments, we do not discuss other variants.
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Termination Criterion In view of the differences in the structure of the tested algorithms
mentioned in Section 6.1.1, it is not expedient to test the algorithms with their original
termination criteria. Therefore, to obtain more comparable results, an initial run with very
high accuracy is performed for each test example to compute an approximation ψ∗ to the
optimal function value. We note that this exists for the subsequent test examples. We
terminate each of the algorithms when the value ψ(xk) in the current iterate xk satisfies

ψ(xk)− ψ∗

max{1, |ψ∗|}
≤ tol (6.2)

for a predefined tolerance tol> 0. The term on the left hand side is referred to as objective
value error in the following.

Choice of Parameters It remains to select the parameters for our methods. In GPN
and QGPN, we use the parameters p = 2.1 and ρ = 10−8 for the acceptance criterion (4.7).
The line search is performed with β = 0.1 and σ = 10−4. The constant τk for the proximal
gradient step is initialized with τ0 = 1/6, and in each step adapted to reach the (local)
Lipschitz constant of the gradient of f , similar to the technique described for PG in Section
6.1.1. The minimal and maximal value for this are τmin = 10−4 and τmax = 104.
For RPN and RPQN we initialize the regularization parameter with µ0 = 1. The parameters
for the acceptance criterion are set to pmin = 10−4 and κ = 1.1, and for the trust-region-type
update we use c1 = 10−4, c2 = 0.9, σ1 = 0.5 and σ2 = 4. The constants needed for the line
search in RPQNm coincide with the above mentioned ones for QGPN.

6.2 A Simple Example

We start our analysis with the simple two-dimensional example given by

min
x,y

x4 + y4 − 4xy + 10−13(|x|+ |y|) (6.3)

from [118]. This nonconvex objective function has three stationary points: a saddle point
in (0, 0) and two global minimizers with approximate coordinates (1, 1) and (−1,−1). The
level sets of the function are illustrated in Figure 6.1(a). Note that the objective function is
strongly convex near the global minimizers and, hence, the preliminaries of our theoretical
analysis in Chapters 4 and 5 are fulfilled. Furthermore, the Hessian of the smooth part
is easy to compute, so we do not apply any quasi-Newton strategy for this toy example.
Instead, our focus is on the correlation between the number of iterations and the objective
value error defined in (6.2). For that purpose, we disregard the effort of solving subproblems
for the moment, which obviously differs for each of the considered methods.
We start with x0 = (30, 40), terminate if (6.2) holds with tol= 10−8 and consider our
second-order proximal methods GPN and RPN, the first-order proximal methods PG and
SpaRSA and the semismooth Newton method SNF, which are described in Section 6.1. The
modified method RPNm is not listed, since it turns out to coincide with RPN here. First,
note that all methods finally reach one of the global minimizers, whereas none of them
breaks down at the saddle point (0, 0). While SpaRSA finds the minimizer near (−1,−1),
it is not surprising that most methods end up in the minimizer near (1, 1) due to the choice
of the starting point x0.
The numerical performance of the methods is displayed in Figure 6.1(b). Noting again, that
temporarily we leave out the costs of the individual iterations in the interpretation, there is
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Figure 6.1: Two dimensional nonconvex example from Section 6.2

almost no difference in the performance of all second order methods. In contrast, SpaRSA
needs significantly more iterations to hit the chosen tolerance. It is noteworthy that the
proximal gradient method eventually performs as well as the tested second order methods,
while it is even better for large tolerances. However, the latter may be due to the specific
example. Taking the costs for evaluating the proximity operators in the subproblems into
account, this very likely shows that the overall performance of PG is the best one applied
to problem (6.3).
Altogether, this example illustrates that the efficient solution of the subproblems (1.2) is
particularly important, which is generally known to be much more expensive for second-order
methods than for first-order methods.

6.3 Logistic Regression with ℓ1-Penalty

In this example, which originates from [82], we consider the logistic regression problem

min
y,v

1

m

m∑
i=1

log
(
1 + exp

(
− bi(aTi y + v)

))
+ λ∥y∥1, (6.4)

where ai ∈ Rn (i = 1, . . . ,m) are given feature vectors, bi ∈ {±1} are the corresponding
labels, λ > 0, y ∈ Rn, and v ∈ R. Usually, we have m≫ n. Logistic regression is typically
used to separate given data by a hyperplane as described in Example 1.2, see [88] for further
information.
With ϕ : R → R, ϕ(u) := log

(
1 + exp(−u)

)
, x := (yT , v)T and A ∈ Rm×(n+1), where the

i-th row of A is (bia
T
i , bi) for i = 1, . . . ,m, we can write (6.4) equivalently as

min
x
ψ(x) :=

1

m

m∑
i=1

ϕ
(
(Ax)i

)
+ λ∥x[{1,...,n}]∥1. (6.5)

The function ϕ is convex and strongly convex on any compact, convex set, and its derivative
is globally Lipschitz continuous. Thus, this also holds for the smooth part of ψ assuming
that A has full rank. Following the discussion in Section 5.3, Assumption 5.11(a) is fulfilled
here and the convexity of the objective function yields Assumption 5.11(b). Thus, the
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objective function in (6.4) also has the KL-property and the local convergence theories of
Chapters 4 and 5 apply (of course depending on the choice of the matrices Hk to satisfy
the Dennis-Moré-condition).
Although the Hessian of f can be computed analytically, the computation costs for matrix-
vector-multiplications with this matrix are quite high. Taking this into account, the analysis
in this section focusses on approximating Hk using limited memory quasi-Newton matrices.
After giving the details of the tested examples, we discuss several issues regarding the test
runs. These include an investigation of the inexactness condition (4.6) of Algorithm 4.1,
a comparison of solvers for the subproblems in our algorithms, and a discussion of the
performance of several methods compared to our QGPN and RPQN.

6.3.1 Algorithmic and Numerical Details

As described in Section 6.1.2, the crucial part of the implementation is the soution of the
subproblems (1.2). This circumstance is discussed in detail in the following. Depending
on the limited memory quasi-Newton update, we label the corresponding methods with
the abbreviations L-BFGS or L-SR1 when using Algorithm 3.2. Furthermore we set the
memory to 10. Since this method is not compatible with the inexactness condition (4.6)
without some extra computations, we also investigate solving the subproblems with FISTA
and SNF. In both cases, the initial point for the subproblem solvers is the current iterate
xk.
The performance of our second order methods QGPN and RPQN is discussed in comparison
with the methods SNF, FISTA, SpaRSA and PG described in Section 6.1.1.

We follow the example in [33] and generate test problems with n = 104 features and
m = 106 training sets. Each feature vector ai has approximately 10 nonzero entries, which
are generated independently from a standard normal distribution. We choose ytrue ∈ Rn
with 100 nonzero entries and vtrue ∈ R, which are independently generated from the
standard normal distribution and define the labels as

bi = sign
(
aTi y

true + vtrue + vi
)
,

where vi ∈ R (i = 1, . . . ,m) are chosen independently from a normal distribution with
variance 0.1. The regularization parameter λ is set to 0.1λmax, where

λmax =
1

m

∥∥∥∥∥∥m−
m

∑
i:bi=1

ai +
m+

m

∑
i:bi=−1

ai

∥∥∥∥∥∥
is the smallest value such that y∗ = (0, v∗) is a solution of (6.4). Thereby, m+ and m−
denote the number of indices such that bi = +1 or bi = −1, respectively. The derivation of
this value can be found in [88]. For all methods, we start with the initial value x0 = 0.
We terminate each of the tested methods as soon as the objective value error in the current
iterate xk satisfies (6.2) with tol = 10−6 or the relative distance of consecutive iterates, i.e.
the term

∥xk+1 − xk∥
∥xk∥

, (6.6)

falls below 10−12. Furthermore, we perform a maximum of 100 iterations for the second-order
methods and a maximum of 1000 iterations for the first-order methods.
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method term.- iter Newton- sub- function proximity matrix-vector
crit. iter iter eval eval products
max. 29.1 29.1 2 015 30.2 2 471 58.3

QGPN-F dim. 27.5 27.5 1 522 28.6 3 369 55.1
const. 28.8 28.8 2 778 30.0 6 234 57.8
max. 21.6 21.6 36.2 22.7 58.9 43.3

QGPN-S dim. 24.6 24.6 115 25.7 279 49.2
const. 28.6 28.6 1684 29.8 4049 57.4

Table 6.1: Averaged values of 100 runs for the example in Section 6.3.2 with tolerance 10−6. Abbre-
viations: term.-crit. (method to terminate the solver for subproblems), iter (total number of (outer)
iterations), Newton-iter (number of Newton-iterations), sub-iter (number of inner iterations), function
eval (number of evaluations of the function f or its gradient), proximity eval (number of evaluations of
the proximity operator), matrix-vector products (number of evaluations of products A · x or AT · x) .

6.3.2 Inexactness Criteria for Solving Subproblems

We start with an investigation of the termination of the subproblems (1.2) with respect to
the inexactness criterion (4.6) in Algorithm 4.1. As a consequence of Theorem 4.13, we can
choose the sequence {ηk} to be constant (const.). For our experiments, we computed an
upper bound for η taking the constants in Theorem 4.13 and the analysis leading to this
result, and set ηk = 0.9η. A second possibility is to use a diminishing (dim.) sequence {ηk}.
Here we investigated the sequence ηk = 1/(k + 1). Since the inexact termination criterion
(4.6) is not practicable without significant additional computation costs (in particular for
the evaluation of the proximity operator), we also test a third variant (max.): We minimize
(1.2) using the standard termination criterion for the used solvers with a low maximal
number of iterations, more precisely, 80 iterations for FISTA and 10 iterations for SNF,
which resulted in the best performance in our experiments. The tolerance is adapted in
each step such that the subproblems are solved more exactly when the current iterate is
near the solution.
The averaged results of 100 runs for the described variants of our method are listed in
Table 6.1. Looking at the variant with subproblem solver SNF, the computation costs
using the diminishing or constant sequence {ηk} are much higher than the costs using a
maximum of 10 iterations. This can be seen looking at the outer iterations, but in particular
in view of the numbers of inner iterations and evaluations of the proximity operator.
Especially the number of evaluations of the proximity operator illustrates the difference
in computation costs using the inexactness criterion in (4.6) and the approximation of
the criterion by limiting the number of inner iterations. This is reasonable since there
is one extra computation of the proximity operator in every inner iteration to check the
inexactness condition. In contrast, the numbers of iterations are within the same range.
Using FISTA to solve the subproblems, we observe a similar behaviour, although it is less
marked here. We note that using GPN instead of QGPN leads to similar observations,
looking at the major computation costs in the number of proximity evaluations, but the
computational effort is significantly higher due to the number of matrix-vector-products
involving the matrix A in (6.5), cf. the corresponding numerical results in [82].
To draw a conclusion from these observations, when using the subproblem solvers FISTA
or SNF in the following examples, we restrict the experiments and only investigate solving
the subproblems with a maximum of 10 iterations (SNF) and 80 iterations (FISTA), as
this choice leads to the lowest computation costs.
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Figure 6.2: Performance profiles showing the runtime for 100 random test examples comparing different
subproblem solvers as described in Section 6.3

6.3.3 Comparison of Subproblem Solvers

The aim of this section is the investigation of the performance of our methods QGPN and
RPQN with various solvers for the solution of the subproblems (1.2). For both methods,
we test FISTA and SNF as described in the previous section with a maximum of 80
and 10 iterations, respectively. In both cases, the quasi-Newton matrix Hk is updated
using the limited memory BFGS approach. In addition, the subproblems are solved using
Algorithm 3.2 with both, the limited memory BFGS- and SR1-updates.
To accomplish comparability of these tests, we look at the runtime of the methods with the
tested subproblem solvers considering 100 random test examples and document the results
using the performance profiles introduced by Dolan and Moré [57] in Figure 6.2.
We note that in almost every tested example the numbers of outer iterations are almost
identical, so the differences in the runtime indeed originate from the performance of the
subproblem solvers. By considering the subproblem solvers in QGPN in Figure 6.2(a)
and (b), we see that SNF and FISTA yield the best results, but the differences are small
for a memory size of 2. On the other hand, for the larger memory size Algorithm 3.2 is
outperformed. The reason is probably that the dimension of the semismooth system of
equations in Algorithm 3.2, and thus the computational cost of solving it, increases with
the size of the memory. In contrast, although the cost of matrix-vector multiplications



90 6. Applications and Numerical Results

method iter Newton- succ. sub- function proximity matrix-vector
iter iter iter eval eval products

RPQN (L-BFGS) 43 - 35 42 44 121 88
RPQN (L-SR1) 20 - 20 17 21 56 42

QGPN (L-BFGS) 26 25 - 25 27 52 54
QGPN (L-SR1) 23 23 - 27 30 55 54

SNF 20 17 - 147 48 43 373
FISTA 463 - - 531 1458 531 2453

SpaRSA 127 - - 327 328 327 656
PG DNC - - - DNC DNC DNC

Table 6.2: Values for the example in Section 6.3 with tolerance 10−6. In addition to the abbreviations
from Figure 6.1 succ. iter is the number of successful or highly successful iterations performed by RPQN.
DNC stands for ’does not converge’ within the maximum iteration number.

also increases in SNF and FISTA, the dimension of the problem to be solved does not
change with larger memory, which in turn does not increase the cost of solving it that
significantly. Although a similar effect is observed for RPQN in Figure 6.2(c) and (d), SNF
is clearly outperformed here and the performance of Algorithm 3.2 is really good. This
might be caused by the different structure of the subproblems in contrast to QGPN, where
no regularization term is used.
In summary, we see that for the considered class of examples the reduction of the subproblem
(1.2) to a small-dimensional semismooth Newton system, using Algorithm 3.2 for solving
the subproblems, yields a benefit in computation time in contrast to FISTA and SNF,
especially for RPQN. For both methods, this advantage is bigger for small memory, while
it reduces with larger memory. The experiments in the following section use RPQN and
QGPN with Algorithm 3.2 to solve the subproblems. Although this is not visible directly
in Figure 6.2, the best overall performance in the tests was achieved with a memory of 10.
Hence, this is implemented for the subsequent examples.

6.3.4 Performance of Various Methods

To get an impression of the performance of the different algorithms in the considered
problem setting, we first look at the objective value errors in relation to the respective
runtime for one fixed example. Thereby, the time is averaged over 10 program runs to avoid
the impact of first-time computation costs. Results are shown in Figure 6.3(a) and detailed
data is collected in Table 6.2.
Looking at the performance in Figure 6.3(a), it is obvious that the second-order methods
perform significantly better than the first-order methods. Due to the chosen size of the
example this is not surprising. Looking at the first-order methods, the performance of
PG is not convincing, and it does not reach the requested accuracy within 1000 iterations.
However, also the accelerated methods FISTA and SpaRSA are outperformed by our
methods.
Note that the relation of the performance of SNF and QGPN is not comparable to the
results in [82], since the algorithms have been improved. Furthermore, we mention that
SNF is terminated, because the distance of two consecutive iterates is too small, whereas all
other methods finally fulfill (6.2). The performance of our proximal quasi-Newton methods
exceeds the one of SNF. The values in Table 6.2 imply that this is due to the costs of
solving the subproblems. Furthermore, instead of using a quasi-Newton approximation,
this method uses the exact Hessian. However, switching to an approximation might yield
less matrix-vector-multiplications, but does not reduce the number of iterations for solving
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the subproblems. Hence, we did not consider that variant here.

Moreover, comparing the performance of RPQN and QGPN, there are only small differences
except the outlier in RPQN (L-BFGS), where some intermediate unsuccessful iterations
reduce the convergence speed. In addition, it is not unexpected that at the start QGPN is
faster with reaching smaller errors, since RPQN might perform initial unsuccessful iterations
to determine an appropriate value of µk.
To accomplish better comparability of these methods, we look at the runtime of the tested
second-order methods considering 100 random test examples and document the results
using again the performance profiles from Dolan and Moré [57]. Results are shown in Figure
6.3(b).
Although SNF was originally developed for solving ℓ1-regularized problems [112], these
thorough data show that SNF is clearly outperformed by our globalized proximal methods
in the setting of this section. Moreover, we note that the performance of RPQN is better
than the one of QGPN, but the differences are less significant. In particular, for RPQN the
use of the limited memory SR1-method to update the matrices Hk yields better results,
whereas for QGPN the results with limited memory BFGS-matrices is superior.
Similar to the data presented in Table 6.2 the differences in the performance of the RPQN
and QGPN methods result from the number of outer iterations and the subproblems are
mostly solved within 1 or 2 steps. Taking the results of the previous section into account,
the performance of QGPN might be slightly better when applying FISTA for solving the
subproblems. Furthermore, almost all solutions of the subproblems of QGPN satisfy the
descent condition (4.7), and, since the number of function evaluations is approximately
equal to the number of outer iterations, almost all search directions are applied with full
step length. Thus, for this example, the globalization by inserting proximal gradient steps
is not necessary in practice. Since problem (6.5) is globally strongly convex if A has full
rank, a slight adaptation of our local convergence theory in Section 4.4 proves convergence
even without this globalization. Details of this approach are left to the reader.
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Figure 6.3: Performance of the example described in Section 6.3 for logistic regression with ℓ1-penalty
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6.4 Least Squares Problems with Group Sparse Regularizer

In this section, which is mainly taken from [81], we consider the least squares problem
described in Example 1.1 for A ∈ Rm×n and b ∈ Rm to find an approximate solution of
the linear system Ax = b. To ensure sparsity of the solution, we use the ℓ1-ℓ2-sparsity
regularizer, which is also called group sparse regularizer in the literature, cf. Example 1.2.
The problem is given by

min
x

1

2
∥Ax− b∥2 + λ∥x∥2,1 (6.7)

for some λ > 0, where

∥x∥2,1 :=
p∑
j=1

∥x[Ij ]∥.

Here, the index sets Ij (j = 1, . . . , p) form a partition of {1, . . . , n}. Since the sets Ij are
pairwise disjoint, the proximity operator proxλ∥·∥2,1 and a Newton derivative of it can be
computed block-wise using Proposition 3.1 as well as the formulas in Proposition 3.2 and
Example 3.23. The use of the ℓ1-ℓ2-regularizer makes sense in many applications, where
sparsity should be achieved with respect to some groups of variables, which was addressed
in Example 1.2.
The gradient ∇f(x) = AT (Ax− b) of the function f(x) = 1

2∥Ax− b∥
2 is obviously Lipschitz

continuous. Hence, the assumptions of the global convergence theorems for Algorithm 4.1
(Theorems 4.3 and 4.4) and Algorithm 5.1 (Theorem 5.7) are satisfied. Furthermore, the
objective function ψ is convex and coercive here, so that the set of solutions is nonempty
and bounded. Thus, a sequence {xk} generated by one of these methods has at least one
accumulation point, which is a global minimizer of the objective function, and the sequence
{ψ(xk)} converges to the optimal function value. Similar to the discussion in the previous
section we see that the preliminaries of the local convergence theories in Chapters 4 and 5
apply.
Taking the high costs of matrix-vector-multiplications with the matrix A and Remark
2.50 into account, the analysis in this section again focusses on approximating Hk using
limited memory quasi-Newton matrices. The algorithmic details are almost the same as
in the previous section and are therefore not repeated. We continue with the details of
the implemented test setting, before investigating several topics regarding the test runs.
These are a comparison of different sizes of memory for the quasi-Newton update, some
notes on the effect of the modification of RPQN (Algorithm 5.2), and a discussion of the
performance of several methods compared to our second-order algorithms.

6.4.1 Problem Setting and Implementation

We follow the generic example in [16] and choose the entries in A and b from a uniform
distribution in [0, 1] with n = 2500 and m = 1600. (In Section 6.4.4 these are replaced by
n = 25k and m = 16k for various values k ∈ N.) The parameter λ is set to 1. Furthermore,
the index sets Ij are chosen randomly with 4 to 12 elements. We start with the initial
guess x0 = 0.
The focus of this section is the investigation of the performance of RPQN. For that purpose,
we look at RPQN and RPQNm, where the subproblems are solved using Algorithm 3.2
with limited memory BFGS- and SR1-updates. With regard to Remark 2.50, QGPN plays
a minor role here. For this method, subproblems are also solved using Algorithm 3.2 with
limited memory BFGS-updates and a memory of 5, which yielded the best performance in
test runs. Besides these methods, we compare the performance to SNF, FISTA, SpaRSA
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method iter highly succ. unsucc. sub- function proximity matrix-vector
(memory) s. iter iter iter iter eval eval products

L-BFGS (1) 46 18 14 14 199 47 442 94
L-BFGS (2) 36 18 5 13 149 36 333 73
L-BFGS (3) 49 27 6 16 208 50 461 100
L-BFGS (5) 55 32 3 20 265 53 577 106

L-BFGS (10) 34 20 2 12 121 33 276 66
L-SR1 (1) 568 339 54 175 2692 500 5789 1000
L-SR1 (2) 92 57 3 32 464 87 1000 174
L-SR1 (3) 76 47 3 26 359 75 780 150
L-SR1 (5) 45 27 2 16 206 45 453 90

L-SR1 (10) 49 30 2 17 207 48 458 96

Table 6.3: Values for the example in Section 6.4 using RPQN with different memories and tolerance
10−6. In addition to the abbreviations from Figure 6.1 highly s. iter, succ. iter, and unsucc. iter are the
numbers of highly successful, successful and unsuccessful iterations performed by RPQN, respectively.

0 1 2 3 4

time in seconds

10-6

10-4

10-2

100

o
b
je

c
ti
v
e
 v

a
lu

e
 e

rr
o
r

memory 1

memory 2

memory 3

memory 5

memory 10

(a) RPQN with limited memory BFGS

0 2 4 6 8

time in seconds

10-6

10-4

10-2

100

o
b
je

c
ti
v
e
 v

a
lu

e
 e

rr
o
r

memory 1

memory 2

memory 3

memory 5

memory 10

(b) RPQN with limited memory SR1

Figure 6.4: Error plot for RPQN with limited memory quasi-Newton approach and different memories
for the setting in Section 6.4.

and PG as described in Section 6.1.1.
As before, we terminate the methods if the current iterate satisfies (6.2) with tol= 10−6, or
the relative distance (6.6) of two consecutive iterates is less than 10−10, where we obviously
consider consecutive successful or highly successful iterates for RPQN.

6.4.2 Effect of the Memory Size for the Limited Memory Quasi-Newton
Approach

An important aspect in the study of limited memory quasi-Newton methods is the size of the
memory. For investigating this purpose, we consider the regularized proximal quasi-Newton
method RPQN and update the matrix Hk by the limited memory BFGS- and the limited
memory SR1-approach explained in Section 3.3.1. We use one example in the above test
setting and run the methods with memory sizes of mem= 1, 2, 3, 5, 10. Results are reported
in Table 6.3. In Figure 6.4 we display the objective value error defined in (6.2) relative to
the computation time. To avoid the effect of first-time computation costs, we use the mean
of 10 test runs and note the different scaling of the time axis in the Figures 6.4(a) and (b).
We first investigate the performance of using RPQN with the limited memory BFGS-
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approach. Figure 6.4(a) shows that the overall performance is almost identical for a memory
of 1,2 and 10, but the difference to the memories 3 and 5 is not large. For a more detailed
analysis consider the corresponding rows in Table 6.3. While the values for mem= 2 and
mem= 10 almost coincide, the test run with mem= 1 performs significantly more successful
(not highly successful) iterations and the listed values are higher than for the previously
mentioned memory sizes. Thus, the performance for mem= 1 in Figure 6.4(a) must result
from lower computation costs for solving the subproblems. The behaviour for mem= 3 and
mem= 5 originates from the higher number of (outer) iterations and, thus, also a higher
number of inner iterations for solving the subproblems.
For the limited memory SR1-approach, results are different. In particular, the method with
a memory of 1 is not satisfactory, which presumably is a consequence of poor results in
the subproblems. On the other hand, the performance for mem= 5 and mem= 10 is almost
the same, both, with view to Figure 6.4(b) and Table 6.3. Hence, the positve effect of
choosing a larger memory has a stronger impact than the additional costs for solving the
subproblems, at least until a memory size of 5.
Overall, it is remarkable that the algorithms perform almost exclusively highly successful
or unsuccessful iterations, while hardly any are just successful. Following the results of this
section, we use mem= 10 for the subsequent tests.

6.4.3 Numerical Impact of the Modified RPQN

In Section 5.5 we introduced a modified version of the regularized proximal Newton-type
method. While the original algorithm (Algorithm 5.1) simply continues with the next
iteration in case of unsuccessful steps, its modified version (Algorithm 5.2) applies a proximal
gradient approach in that case. This means that whenever an iterate is unsuccessful, instead
a proximal gradient step combined with an Armijo-type line search is performed similar
to Algorithm 4.1. As deduced in Section 5.5, this change does not yield any theoretical
benefits. Hence, the purpose of this section is to investigate the numerical advantages.
Similar to the previous section we run RPQN and RPQNm updating the quasi-Newton
matrix with the L-BFGS- and L-SR1-approach. The objective value error (6.2) relative
to the average computation time of 10 test runs of a random example as described at the
beginning of Section 6.4 is displayed in Figure 6.5 and detailed data of the experiment are
given in Table 6.4.
For both, the limited memory BFGS- and the limited memory SR1-approach, we see a sig-
nificant improvement when using RPQNm. In detail, the number of iterations considerably
reduces. For the tested example the reason is easy to see: The modified algorithm performs
one unsuccessful iteration and therefore one proximal gradient step, which brings the iterate
to a point, from which all remaining iterations are highly successful. Therefore, also all
values documented in Table 6.4 are significantly lower than for RPQN. It is remarkable

method iter highly succ. unsucc. sub- function proximity matrix-vector
s. iter iter iter iter eval eval products

RPQN 34 20 2 12 121 33 276 66
RPQNm 11 10 0 1 70 19 154 38

RPQN 49 30 2 17 207 48 458 96
RPQNm 9 8 0 1 50 17 112 34

Table 6.4: Values for the example in Section 6.4.3 comparing RPQN and RPQNm. The first two rows
use L-BFGS, the others use L-SR1. The columns have the same meaning as in Table 6.3, see also Table
6.1.
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that this behaviour is even more marked when the quasi-Newton matrices are updated by
the limited memory SR1-approach. Overall, this section shows that the modification of
RPQN in Algorithm 5.2 results in a substantially improved numerical performance.
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Figure 6.5: Convergence plot for the comparison of RPQN and RPQNm as described in Section 6.4.3.

6.4.4 Performance of Various Methods

After the detailed study of the two regularized proximal Newton-type methods from Chapter
5, we now turn to the comparison of these methods with QGPN as well as the state-of-the-
art methods described in Section 6.1.1. For this purpose, we continue to consider problem
(6.7) with the test setting described in Section 6.4.1. To get an accurate impression of
the performance of the tested methods, we use n = 25k for k ∈ {1, 3, 10, 30, 100, 300}
and a constant column-to-row ratio m/n = 16/25 and document in each case the average
computation time of 10 test examples. The results are presented in Figure 6.6. For reasons
of clarity we displayed the methods RPQN, RPQNm and QGPN only in combination with
the limited memory SR1-approach, but note that the performance for the BFGS-approach
is comparable.
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Figure 6.6: Comparison of the performance of several methods depending on the problem dimension as
described in Section 6.4.4.

For small dimensions, we see at the left edge of Figure 6.6 that the first-order methods,
led by SpaRSA, perform best. Of course, this is not surprising, since for small dimensions
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the cost of solving the subproblems is higher than its benefit and multiples of the identity
matrix already provide workable approximations for the matrices Hk. That advantage
disappears at a dimension of 750, where the tide turns and for bigger problem dimensions
RPQN and RPQNm perform significantly better than the other methods. Given that this
does not hold for the second-order methods SNF and QGPN, however, this observation is
even more remarkable. In particular, QGPN does not even achieve the desired accuracy
within the maximum iteration number for n = 7500.
A closer look to the investigated first-order methods also shows that SpaRSA is particularly
useful for smaller dimensions in this test setting, while FISTA performs better for larger
ones. While PG is mostly slightly worse than FISTA, both methods show similar behavior
for n = 7500. Presumably, further investigation of the performance of PG would expectedly
show that PG will keep up or even overtake the performance of FISTA for even larger
dimensions.

6.5 Student’s t-Regression with ℓ1-Penalty

The aim of many applications of inverse problems is to find a preferably sparse solution
x∗ ∈ Rn of the problem Ax = b with A ∈ Rm×n and b ∈ Rm, cf. Example 1.1. A general
solution to this issue is to consider the Lasso-problem (least absolute shrinkage and selection
operator)

min
x

1

2
∥Ax− b∥2 + λ∥x∥1

for some λ > 0. If b is not known exactly but only a noisy approximation b̂ ≈ b, this works
well if the error in the entries of b̂ is Gaussian. Particularly, the impact of large errors is
very large. The reduction of the influence of large errors motivates to replace the quadratic
loss by the Student loss, see Figure 6.7(a), which yields the problem

min
x

m∑
i=1

ϕ
(
(Ax− b)i

)
+ λ∥x∥1 =

m∑
i=1

log

(
1 +

(Ax− b)2i
ν

)
+ λ∥x∥1 (6.8)

with ϕ : R→ R, ϕ(u) := log(1 + u2/ν) for some ν > 0, which is sometimes referred to as
degree of freedom. For more information on Student’s t-distribution, we refer to [3,4, 112]
and the references therein.
It is easy to see that the derivative of ϕ is Lipschitz continuous and ϕ is coercive, but
not convex. Thus, the smooth part of ψ has a (globally) Lipschitz continuous gradient.
However, the lack of convexity makes many state-of-the-art methods inapplicable. Besides
first-order methods like FISTA, we mention classical proximal Newton-type methods without
globalization, e.g. [95]. Moreover, a minimizer of (6.8) is expected to approximately solve
the linear system Ax = b. Since ϕ is strongly convex in B√

ν(0), we expect that in a solution
of (6.8) the local convergence theory of Chapters 4 and 5 is applicable.
Before introducing two different problem settings and comparing the performance of several
methods, we note that this section is mainly based on Section 5.2 in [82]. However, test
runs are performed with revised and improved implementations of the algorithms.

6.5.1 Test Setting with low-cost matrix A

We first investigate the test setting decribed in [112]. Let n = 5122 and m = n/8 = 32768.
The matrix A ∈ Rm×n takes m random cosine measurements, i.e for a random subset
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Figure 6.7: Properties of the Student’s t-function introduced in Section 6.5

I ⊂ {1, . . . , n} with m elements, define Ax = (dct(x))[I], where dct denotes the discrete
cosine transform.
We generate a true sparse vector xtrue ∈ Rn with k = ⌊n/40⌋ = 6553 nonzero elements,
whose indices are chosen randomly. The nonzero components are computed via xtrue

i =
η1(i)10

η2(i) with a random sign η1(i) ∈ {±1} and η2(i) ∈ [0, 1] chosen independently from
a uniform distribution. The approximate image b ∈ Rm is generated by adding Student’s
t-noise with degree of freedom 0.25 and rescaled by 0.1 to Axtrue. Furthermore, we set
ν = 0.25 and λ = 0.1λmax, where λmax is the critical value, for which x0 = 0 is a critical
point of (6.8). Using Fermat’s rule (Proposition 2.47) applied to the objective function in
(6.8), a short calculation proves

λmax = 2

∥∥∥∥∥
m∑
i=1

bi
ν + b2i

ai

∥∥∥∥∥
∞

,

where aTi is the i-th row of the matrix A.
We start with the initial point x0 = AT b and, again, terminate each of the algorithms, when
the value ψ(xk) in the current iterate xk satisfies (6.2) with tol= 10−6. It is important to
mention that due to the lack of convexity, functions in the form of problem (6.8) might
have several local minima (and therefore several stationary points) with different function
values, see the example in Figure 6.7(b). However, test runs showed that all methods, if
they were convergent, finally reached a point with the same function value. Hence, the
termination criterion is still applicable in this nonconvex problem setting.
As the discrete cosine transform is a predefined Matlab-function, the computation costs
for matrix-vector-products with A or AT are significantly lower than computing products
with limited memory quasi-Newton matrices. For this reason, we implemented the methods
RPN, RPNm and GPN with Hk = ∇2f(xk) instead of using appropriate approximations.
The subproblems are solved using SNF, which turned out to be more efficient than using
FISTA here.
In order to provide comparability, we look again at the runtime of 100 test examples and
document the performance using the performance profile introduced in [57]. The results
are shown in Figure 6.8(a) and numerical data are listed in Table 6.5. The first observation
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method iter Newton- succ. sub- function proximity matrix-vector
iter iter iter eval eval products

RPN 55.1 - 54.9 108.2 55.9 228.3 1162.2
RPNm 56.1 - 56.0 110.1 57.1 233.7 1202.5

GPN 48.7 48.7 - 78.7 49.7 127.4 719.3
SNF 69.1 40.6 - 279.4 109.7 137.1 737.6

SpaRSA 553.3 - - 553.3 554.3 553.3 1 108.6
PG 556.0 - - - 1112.9 556.0 1669.9

Table 6.5: Numerical data for the example in Section 6.5.1. The columns have the same meaning as in
Table 6.2, see also Table 6.1.

is that GPN clearly outperforms all other methods in this setting. In detail, all iterations
performed by GPN are Newton iterations and the number of function evaluations indicates
that always the full step length is attained. Thus, the method performs very well in this
nonconvex setting. Looking at RPN and RPNm, it can be seen that the modification is not
useful for this example. Furthermore, in comparison to GPN, especially the high number of
matrix-vector products including the matrix A and almost twice as much evaluations of the
proximity operator cause the behaviour of RPN, which shows a similar performance than
the first-order method SpaRSA. Although the data listed for SNF in Table 6.5 is relatively
small, this method is not convincing. Reasons might be the low number of Newton iterations
and the higher costs of subiterations compared to the ones in our proximal Newton methods.
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Figure 6.8: Performance profiles showing the runtime for 100 random test examples of Student’s
t-regression with ℓ1-penalty described in Section 6.5

6.5.2 Test Setting for the Limited Memory Quasi-Newton Approach

To demonstrate the performance of the limited memory quasi-Newton versions QGPN and
RPQN of our algorithms, we construct a second test example with higher computation costs
for the matrix-vector products with the matrices A or AT . For that purpose, we modify the
setting of the previous section and use A as defined in Section 6.3, this is n = 104, m = 106

and A ∈ Rm×n having approximately 10 nonzero entries in every row. Moreover, we use
the initial value x0 = 0. Everything else remains unchanged.
For the comparison, we use the same methods as before, but utilize the quasi-Newton
approaches QGPN instead of GPN and RPQN instead of RPN with a limited memory



6.6. Nonconvex Image Restoration 99

BFGS-update for the Hessian-approximations Hk and a memory of 10. The proximal
Newton subproblems are solved using Algorithm 3.2. First, we note that the performance
of RPQN and SNF is not satisfactory in the given setting and the convergence is very poor.
While in SNF this might be due to the fact that this method is not a descent method,
the performance of RPQN fails, since too many updates of the BFGS-matrix are skipped
because (6.1) is violated. It might be a topic of future experiments to investigate in various
update strategies of Hk in this case to improve the convergence.
The performance of the remaining methods is shown in the performance profile in Figure
6.8(b), where the convergence properties of Figure 6.8(a) are confirmed. In detail, QGPN
ist still by far the best method (note the different scaling of the two performance profiles
in Figure 6.8) and the only second-order method with appropriate convergence results.
Considering the first-order methods, PG is again outperformed by SpaRSA.

6.6 Nonconvex Image Restoration

So far the numerical results of this chapter were conducted with synthetic data. In this
section, which is based on [81], however, we demonstrate the performance of our algorithms
for a real-world problem of image restoration. Given a noisy blurred image b ∈ Rn and
a blur operator A ∈ Rn×n, the aim is to find an approximation x ∈ Rn to the original
image satisfying Ax ≈ b. Note that, for simplicity in notation, we handle the images x, b as
vectors in Rn.
Similar to the previous section, assuming that the noise in b follows Student’s t-distribution,
cf. [4], this leads to the problem

min
x

n∑
i=1

ϕ
(
(Ax− b)i

)
+ λ∥Bx∥1 (6.9)

with ϕ(u) := log(1+u2) and some λ > 0. In contrast to the previous sections, the nonsmooth
term φ(x) = λ∥Bx∥1 does not have the purpose to obtain sparsity of the solution, but to
get smooth gradations and guarantee antialiasing in the final image. For that purpose,
B : Rn → Rn is a two-dimensional discrete Haar wavelet transform. Haar wavelets were
originally introduced in the analysis of signals, but have several more applications in the
meantime [162].
Since B is orthogonal, the proximity operator of φ is given by

proxφ(u) = BT prox∥·∥1(Bu),

cf. Proposition 3.3, and, hence, can be computed analytically. This observation was used in
[82] for numerical experiments. In this thesis, instead we make use of the orthogonality of
B to replace problem (6.9) with the equivalent formulation

min
y

n∑
i=1

ϕ
(
(ABT y − b)i

)
+ λ∥y∥1, (6.10)

where y = Bx. Similar to the analysis in Section 6.5 we expect a solution y∗ of (6.10) to
satisfy ABT y ≈ b. Under this hypothesis ϕ is strongly convex in a neighbourhood of the
minimizer and ∇ϕ is Lipschitz continuous. Thus, the explanation in Section 5.3 yields that
the requirements for the global and local convergence theories in Chapters 4 and 5 are
satisfied.
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(a) Original (b) Noisy blurred image (c) SpaRSA (d) PG

(e) RPQN (f) RPQNm (g) QGPN (h) SNF

Figure 6.9: Original and blurred image and recovered images using the stated algorithms as described in
Section 6.6 (terminated after a computation time of 10 seconds)

We follow the test setting in [35], see also [82,148], to restore a grayscale test image with
256× 256 pixels, hence n = 2562 = 65536. The mapping A is a Gaussian blur operator of
size 9× 9 with standard deviation 4 and B is the two-dimensional discrete Haar wavelet of
level 4. Furthermore, we choose λ = 10−4. The noisy blurred image b is created from the
original cameraman test image by applying A and adding Student’s t-noise with degree of
freedom 1 and rescaled by 10−3. Finally, we initialize the tested methods with y0 = Bb.
For our analysis, we solve problem (6.10) using RPQN, RPQNm and QGPN with a limited
memory SR1-update for Hk and a memory of 2. For the sake of clarity we refrain from
displaying results for a limited memory BFGS-update, but note that these results are
comparable to the ones presented. Subproblems are again solved using Algorithm 3.2.
In addition, we apply SNF, SpaRSA and PG to this test setting. Data of the tests are
shown in Table 6.6, where the algorithms are terminated when (6.2) holds with tol= 0. In
contrast to the previous experiments, ψ∗ is the value of the objective function (6.9) in the
original image, which is not the optimal function value. Furthermore, we ran all algorithms
10 times to gain the average computation time of the methods. The objective value error
(6.2) of these tests is displayed in Figure 6.11(a), where we note that SNF is not listed due
to its poor performance. The resulting images after a runtime of 10 seconds are presented

method iter Newton- succ. sub- function proximity matrix-vector
iter iter iter eval eval products

RPQN 890 - 866 1790 891 4448 1790
RPQNm 883 - 869 1762 906 4423 1812

QGPN 1101 1098 - 1175 1113 2354 2215
SNF 183 91 - 1189 784 408 3855

SpaRSA 1089 - - 1964 1965 1964 3930
PG 1269 - - - 2594 1269 3864

Table 6.6: Numerical data for the image restoration example in Section 6.6. The columns have the same
meaning as in Table 6.2, see also Table 6.1.
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in Figure 6.9, while enlarged image sections displaying a part of the tripod and the domed
building in the background of the image are shown in Figure 6.10. Note that the results
are minimal lighter than the original image. This is caused by the fact that we used the
Haar wavelet of level 4 and not of the maximal level log2(256) = 8.
All of the presented results show that the performance of our second-order proximal quasi-
Newton methods is outstanding compared to the other methods, see in particular the
pictures in Figure 6.10. Although the test setting is identical to the one in Section 6.5.2,
RPQN and RPQNm yield very good results and almost none of the updates of Hk is
skipped. Looking at the details of the reconstructed images in Figure 6.10, the performance
of RPQNm is by far the best one, while also the results of RPQN and QGPN are satisfactory.
Similar to the previous section we obtain that SNF does not yield an adequate performance.
As described earlier, the problem with this method is probably that the semismooth Newton
steps reduce ∥r(xk)∥ defined in (4.4), while probably increasing ψ(xk), whereas the proximal
gradient steps used for the globalization decrease ψ(xk), but probably increase ∥r(xk)∥.
For nonconvex problems, where these steps are expected to alternate steadily, this seems to
result in a lack of performance.
On the other hand, the first order methods SpaRSA and PG yield adequate results of the
reconstructed image, but the performance, especially with view to Figure 6.11(a), can not
keep up with the tested second-order proximal methods.

(a) Original (b) Noisy blurred image (c) SpaRSA (d) PG

(e) RPQN (f) RPQNm (g) QGPN (h) SNF

Figure 6.10: Original and blurred image and recovered images using the stated algorithms as described
in Section 6.6 (terminated after a computation time of 10 seconds): Enlarged image detail from the
results in Figure 6.9

6.7 Logistic Regression with Overlapping Group Regularizer

The focus of this thesis and the foregoing numerical examples lies on applications where the
proximity operator proxHφ of the nonsmooth function φ in problem (1.1) can be computed
analytically as long as H is a positive multiple of the identity matrix. However, there are
applications for which this is not the case. One of those is addressed in this section, which
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is based on the author’s work in [82].
A main advantage of the globalized proximal Newton method (Algorithm 4.1) over semi-
smooth Newton methods is that it is also applicable in the above described case that there
is no known formula to compute the proximity operator of the nonsmooth function φ and
consequently no easy way to compute a Newton derivative thereof. A range of applications
can be formulated in the form

min f(x) + φ̃(Bx),

where f : Rn → R is still a continuously differentiable function, φ̃ : Rm → R is convex,
proper and lower semicontinuous, and B ∈ Rm×n. Assuming that the proximity operator
proxφ̃ and the matrix B are explicitly available, several methods [30,42,43] are designed to
exploit this structure.
As an example we consider the group penalty function

φ(x) = λ∥x∥2,1 = λ

p∑
j=1

µj∥x[Ij ]∥

for some λ > 0 and µj > 0 for j = 1, . . . , p, which was already discussed in (6.7) in a similar
form. In contrast, here the index sets Ij (j = 1, . . . , p) are not required to be pairwise
disjoint, i.e. the sets overlap, which explains the term overlapping group regularizer. In this
case, to the author’s knowledge no explicit formula for the proximity operator is known.
On the other hand, we can write φ = φ̃ ◦ B, where B is a linear mapping and φ̃ is a
group penalty without overlapping. Thus, we can compute the proximity operator of φ̃, see
Section 6.4.
Like in Section 6.3 we consider a logistic regression problem

min
x

1

m

m∑
i=1

ϕ
(
(Ax)i

)
+ λ

s∑
j=1

µj∥xGj∥2, (6.11)

where A ∈ Rm×n contains the information on feature vectors and corresponding labels and
ϕ : R→ R is defined via ϕ(u) := log

(
1 + exp(−u)

)
. A group penalty makes sense in many

applications here, since some features are related to others and relations do not need to be
disjoined. For more information on logistic regression with group penalty, we refer to [109].
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Algorithmic Details As there is no formula to compute the proximity operator of φ, the
subproblem solvers of the previous sections are not directly applicable. With the discussion
above, both, the proximal Newton subproblem as well as the minimization problem to
compute the proximity operator of φ, can be written in the form

min
x

1

2
xTQx+ cTx+ φ̃(Bx)

with Q ∈ Sn and c ∈ Rn. We solve these problems with fixed point methods described by
Chen et al. in [43]. For the computation of the proximity operator, we use the Fixed Point
algorithm based on the Proximity Operator (FP2O) and for solving the proximal Newton
subproblems the Primal-Dual Fixed Point algorithm based on the Proximity Operator
(PDFP2O) described in Section 6.1.1.
For both methods, we use a stopping tolerance of 10−9 and apply at most 10 iterations for
each problem. The methods FP2O and PDFP2O require the largest eigenvalue of BBT (or
an upper bound), which can be shown to be equal to the largest integer k such that there
exists an index i ∈ {1, . . . , n} that is contained in k index sets Ij .
The computation of proximity operators is quite expensive here. Since the regularized
proximal Newton-type method in Algorithm 5.1 requires an extra proximity operator for the
criterion in (5.3) and the previous experiments have shown that the number of proximity
evaluations is relatively high for this method, this method seems ineffective for the current
example. Furthermore, as mentioned above, semismooth Newton methods are not applicable
to this class of problems. Hence, we focus on the globalized proximal Newton method GPN
and compare the results with FISTA. For the computation of the proximity operators, we
also use FP2O. Furthermore, we apply PDFP2O directly to problem (6.11).

Numerical Comparison We follow an example in [6] and generate A ∈ Rn×m with
n = 1000, m = 700 and take its entries from a uniform distribution. The final matrix A is
then obtained by normalizing the columns of A. The groups Ij are

{1, . . . , 5}, {5, . . . , 9}, {9 . . . , 13}, {13, . . . , 17}, {17, . . . , 21},
{4, 22, . . . , 30}, {8, 31, . . . , 40}, {12, 41, . . . , 50}, {16, 51, . . . , 60}, {20, 61, . . . , 70},
{71, . . . , 80}, {81, . . . , 90}, . . . , {991, . . . 1000}.

The first five groups contain five consecutive numbers and the last element of one group is,
at the same time, the first element of the next group. Each of the next five groups contain
one element of one of the first groups. The remaining groups have no overlap and contain
always 10 elements. Furthermore, the coefficients µj are chosen to be 1/

√
|Ij |, where |Ij |

is the number of indices in that group.
The parameter λ is chosen as 0.1λmax, where λmax is again the critical value such that zero
is a solution of (6.11) for all λ ≥ λmax. Let aTi be the rows of A. Then a short computation
shows

λmax =

√
5

2m

∥∥∥∥∥
m∑
i=1

ai

∥∥∥∥∥
2

.

As before, we start with the initial value x0 = 0.
We terminate each of the algorithms as soon as the current iterate satisfies (6.2) for
tol = 10−6. Again, we document the results using the performance profiles introduced
by Dolan and Moré [57] on the runtime of 100 test examples. The results are shown in
Figure 6.11(b), the averaged values for some counters are given in Table 6.7.
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method iter Newton- sub- matrix-vector
iter iter products

GPN 9.5 9.5 95.1 221
PDFP2O 76.9 - - 156

FISTA 23.4 - 234 119

Table 6.7: Averaged values of 100 runs for the example in Section 6.7 using the tolerance 10−6 and
three different methods.

We see that there are about 15% of the examples, where FISTA performs better than GPN,
but in most examples GPN shows by far the best performance. This can be seen by looking
at the number of inner iterations of both methods. Here, the costs of inner iterations is
almost equal for both methods. Since the average number of inner iterations in FISTA is
more then twice as big as the one of GPN, this illustrates the difference in performance.

At the end of this chapter it remains to briefly summarize the observations of our extensive
analysis. It was shown that the proximal Newton-type algorithms developed in Chapters 4
and 5 are in some tests significantly superior to other state-of-the-art methods. Overall,
no clear difference between the two methods can be identified. Instead, a decision for one
of these methods depends on the chosen test setting. While the variants of the globalized
proximal Newton-type method convinced in almost all test examples, for the regularized
proximal quasi-Newton methods further work must be done on how quasi-Newton matrices
can be appropriately updated if (6.1) does not hold. Since the number of proximity
evaluations for RPQN are relatively big compared to QGPN, applying QGPN should be
preferred, if the computation of the proximity operator is expensive.
Further, we note that according to our numerical results it might seem that the proximal
gradient method from Algorithm 3.1 is no appropriate method for solving composite
optimization problems. However, as mentioned at the beginning of this chapter, the purpose
of the chapter was essentially to investigate the performance of our second-order proximal
methods. The strength of the proximal gradient method, on the other hand, is usually
shown in problems of much larger dimension, where using second-order information is too
expensive.



Chapter 7

Comments and Outlook

In this thesis we investigated several proximal-type methods in order to find solutions of
the composite optimization problem

min
x∈Rn

f(x) + φ(x),

where f : Rn → R is a smooth function and φ : Rn → R is convex, proper and lower
semicontinuous. In this chapter, we conclude the thesis by summarizing the main results
and discuss some possible topics of future research.

Proximal Gradient Method

After we collected a substantial amount of background material in Chapter 2, the formal
study of proximal-type methods began in Chapter 3 with the introduction of the proximity
operator. The theoretical properties of the proximity operator are well-understood, while
its applications are almost endless for composite optimization problems. One basic and
therefore important utilization is the proximal gradient method presented in Algorithm
3.1. Even though this method with line search strategy is not new (especially Tseng and
Yun with their fundamental research [155] have to be mentioned), it seemed worthwhile
to us to take a closer look at the method. On the one hand, it is fundamental for the
subsequent investigated methods, on the other hand, some known convergence results have
been collected and supplemented to obtain this collection. The main results are probably
Lemma 3.11, which lead to the global convergence theorem, and the O(1/k)-convergence of
the sequence under a convexity assumption in Theorem 3.17.
There are multiple aspects of this theory which could lead to interesting developments or
future research topics. One of the most obvious ideas would be to find a way to apply an
acceleration scheme to the algorithm, thereby obtaining both, better theoretical convergence
rates and better numerical performance. First-order proximal methods have become more
and more attractive in recent years, especially for large scale problems, as in this case
second-order information is generally expensive or not available. Since the evaluation of
the proximity operator is usually more costly than a function evaluation, this development
could be an important step forward and make an accelerated proximal gradient method
with line search much more efficient than FISTA [14] and related methods currently are.
Although these were not studied extensively in Algorithm 3.1, it is possible to consider the
matricesHk in more detail as well. It does not seem far-fetched that the speed of convergence
can be influenced by a suitable choice of these matrices. In particular, approaches using
the techniques of Barzilai and Borwein [11] could be useful here, see e.g. [164].
Finally, another modification is possible by weakening the assumptions: there are approaches
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to proximal-type methods for composite functions where φ is not convex, but only lower
semicontinuous [34,35,64,83]. A reflection on the presented method and the study of the
convergence properties under this condition seems quite attractive in view of the current
research.

Solving Proximal Subproblems

We continued the analysis in Section 3.3 by considering the subproblems that arise in all
proximal-type methods whenever Hk is no longer a multiple of the identity matrix. In
doing so, we presented the details of an algorithm for solving these problems that combined
the outstanding results from [16] with the compact representation of limited memory
quasi-Newton matrices. Numerical experiments in Section 6 showed the superiority of this
method over other approaches.
Even though the numerical analysis showed that the problems can usually be solved within
a few steps with very high accuracy, a more detailed analysis regarding inexact solutions
suggests itself here. In particular, this should include an investigation of how an error in
the solution of the solved system of equations affects the accuracy of the final solution
of the subproblem. Of course, this only makes sense if at the same time the inexactness
conditions of the superordinate methods are adapted to it.

Globalized Inexact Proximal Newton-type Method

The globalized inexact proximal Newton-type method was presented in Chapter 4 and
combines an inexact proximal Newton-type method with the proximal gradient method
from Section 3.2. This simple but ingenious combination based on a novel descent condition
made it possible to prove far-reaching convergence results. These include the main global
convergence results in Theorem 4.3 to prove that any accumulation point is stationary and
Theorem 4.4, where suitable assumptions show the convergence of the complete sequence.
Convergence rates were obtained using the Dennis-Moré condition for Kurdyka-Łojasiewicz
functions in Theorem 4.8 and enhanced for strongly convex functions in Theorem 4.13.
Although the convergence theory appears very comprehensive and exhaustive, open questions
remain for future research: The local theory is only valid under the condition of an isolated
stationary point of the objective function. Since this is not fulfilled in some cases of interest,
the theory should be extended to non-isolated stationary points. According to the author’s
considerations, this might be possible using a suitable error bound, similar to Assumption
5.11, or the uniformized Kurdyka-Łojasiewicz property [24].
Regarding first-order methods, a widely used criterion to obtain convergence in a nonconvex
setting is a nonmonotone line search condition, see e.g. [83, 164]. It might therefore be
worthwhile to investigate in Algorithm 4.1 in combination with such a criterion, especially
when considering nonconvex problems.
Furthermore, we note that the globalization strategy from Algorithm 4.1 can be used
to globalize several other locally convergent proximal Newton-type methods as [26, 95],
thus improving their convergence behavior both theoretically and numerically. A closer
look at the respective details of the algorithms should shed light on when this might be
advantageous.

Regularized Proximal Quasi-Newton Method

In Chapter 5 we presented a regularized proximal Newton-type method. In contrast to
the previous methods, no classical step size search of Armijo-type was necessary to obtain
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convergence. Instead, a regularization parameter similar to trust-region methods was
introduced. As before, comprehensive convergence results were proved under appropriate
assumptions. For global convergence, these were Theorems 5.6 and 5.7. The error bound in
Assumption 5.11 further allowed to show that any sequence of iterates has finite length
(Theorem 5.13), and the Dennis-Moré condition provided the local convergence theorem
including convergence rates (Theorem 5.15). A variant of the algorithm was added to the
comprehensive theory in which it was combined with the proximal gradient method from
Chapter 3. With the same theoretical properties as the original algorithm, the numerical
results have thereby been improved significantly in some examples.
A major drawback of the method is that the global convergence theory only holds for
real-valued convex function φ. As it seems reasonable that the results hold also for extended
real-valued functions, this topic should be addressed theoretically in future.
It was further mentioned that functions with the introduced error bound condition satisfy
the Kurdyka-Łojasiewicz property. Since the opposite does not need to hold, it might be a
topic for future research to adapt the local convergence theory of the regularized proximal
Newton-type method to hold for KL-functions.
Finally, in contrast to the globalized proximal Newton-type method, only the exact solution
of the occurring subproblems was considered here. This was confirmed in Chapter 6 by the
fact that the algorithms for the solution of these subproblems converge very fast and with
very high accuracy. Nevertheless, the convergence theory with regard to the inexact solution
of the subproblems (under suitable conditions to the inexactness) is another possible topic
for future research.

The theoretical analysis was completed by an extensive numerical analysis of the introduced
methods and in comparison to some state-of-the-art methods, where our focus was on
proximal methods. The results show, that our methods perform very well in practical
applications, and therefore verify the theoretical results.

Final Comments

Structured optimization problems with composite functions arise in a wide range of applica-
tion fields and their importance continues to increase, for example in the areas of machine
learning and signal processing. Proximal methods in particular are used in this field. While
most such methods are either globally convergent or have good local convergence properties,
one of the driving factors which eventually led to the development of this thesis was to
investigate algorithms that combine both. The material of the previous chapters underlines
that in this context the detailed theoretical investigation of the developed methods and
the numerical performance should not be treated separately. With this in mind, it is the
author’s hope that the theory, practical results and remarks presented throughout this
thesis will prove useful to other researchers.





Appendix A

Additional Material

A.1 The Proximal Gradient Method:
Linear Convergence under Strong Convexity

In this section, we provide details of some results on proximity operators and the proximal
gradient method. In detail, we first establish a result regarding the proximity operator with
respect to different matrices. The subsequent analysis results in the proof of the convergence
rate of the proximal gradient method under the assumption of f being strongly convex,
cf. Section 3.2.3 and in particular Theorem 3.18. This analysis is taken from Tseng and
Yun [155,156], where most of the stated results are shown in a more general setting. Due
to their importance for our analysis, however, it seems worthwhile to provide the simplified
analysis here.
Recall that we consider the optimization problem (1.1) with a convex, lower semicontinuous
and proper function φ : Rn → R, and a function f : Rn → R, which is continuously
differentiable in a neighbourhood of domφ. For H ∈ Sn++ and x ∈ Rn let

rH(x) := proxHφ
(
x−H−1∇f(x)

)
− x = argmin

d∈Rn

{
∇f(x)Td+ 1

2
dTHd+ φ(x+ d)

}
.

Note that rHk
(xk) coincides with the search direction dk in the proximal gradient method in

Algorithm 3.1 and the second equality follows directly from the definition of the proximity
operator (3.1). With this notation we present the proof of Lemma 3.6, which is a modification
of [156, Lemma 3] and highly relevant for our analysis.

Lemma A.1. Let x ∈ Rn and H1, H2 ∈ Sn++ be given. Then

∥rH2(x)∥ ≤
(
1 +

λmax(H2)

λmin(H1)

)
· λmax(H1)

λmin(H2)
· ∥rH1(x)∥.

Proof. Set d1 := rH1(x) and d2 := rH2(x) and define the mapping φ : d 7→ φ(x+ d). Then,
s ∈ ∂φ(d) if and only if the subdifferential inequality

φ(x+ y) ≥ φ(x+ d) + sT (y − d)

holds for all y ∈ Rn. Substituting z := x + y, this yields s ∈ ∂φ(x + d) and we get
∂φ(d) = ∂φ(x+ d). Using Fermat’s rule (Proposition 2.47) and (3.1), we get

0 ∈ ∇f(x) +H1d
1 + ∂φ(x+ d1).
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The reverse implications of these results yield

d1 ∈ argmin
d∈Rn

{
(∇f(x) +H1d

1)Td+ φ(x+ d)
}
.

Thus, by the subdifferential inequality, we obtain

(∇f(x) +H1d
1)Td1 + φ(x+ d1) ≤ (∇f(x) +H1d

1)Td2 + φ(x+ d2), (A.1)

and, applying the same arguments to d2,

(∇f(x) +H2d
2)Td2 + φ(x+ d2) ≤ (∇f(x) +H2d

2)Td1 + φ(x+ d1).

Adding up both inequalities yields

(d1)TH1d
1 − (d1)T (H1 +H2)d

2 + (d2)TH2d
2 ≤ 0,

on which is equivalent to∥∥H1/2
1 d1 + 1

2H
−1/2
1 (H1 +H2)d

2
∥∥2 − 1

4

∥∥H−1/2
1 (H1 +H2)d

2
∥∥2 + (d2)TH2d

2 ≤ 0,

where H1/2
1 denotes the matrix square root of H1. We substitute u1 = H

1/2
1 d1, u2 = H

1/2
1 d2

and Q = H
−1/2
1 H2H

−1/2
1 to rewrite this as∥∥u1 − 1

2(I +Q)u2
∥∥2 ≤ 1

4
∥(I +Q)u2∥2 − (u2)TQu2 =

1

4
∥(I −Q)u2∥2.

Taking the square root on both sides and using the triangle inequality to the left hand side
yields

1

2
∥(I +Q)u2∥ − ∥u1∥ ≤

∥∥u1 − 1
2(I +Q)u2

∥∥ ≤ 1

2
∥(I −Q)u2∥,

which gives the estimate

1

2
∥(I +Q)u2∥ − 1

2
∥(I −Q)u2∥ ≤ ∥u1∥.

By multiplication of both sides by 2∥(I +Q)u2∥+ 2∥(I −Q)u2∥, we obtain

4(u2)TQu2 ≤ 2∥u1∥
(
∥(I +Q)u2∥+ ∥(I −Q)u2∥

)
≤ 4∥u1∥ · (1 + λmax(Q))∥u2∥.

Next, we use the estimates

(u2)TQu2 = (d2)TH2d
2 ≥ λmin(H2)∥d2∥2 and ∥ui∥ ≤

√
λmax(H1)∥di∥

for i = 1, 2 and get

∥d2∥2 ≤ (d2)TH2d
2

λmin(H2)

=
(u2)TQu2

λmin(H2)

≤ ∥u
1∥(1 + λmax(Q))∥u2∥

λmin(H2)
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≤ (1 + λmax(Q))
λmax(H1)

λmin(H2)
∥d1∥ · ∥d2∥.

The claim follows by division through ∥d2∥ (note that the estimate in the theorem is trivial
for ∥d2∥ = 0) and

λmax(Q) = max
y ̸=0

xTH
−1/2
1 H2H

−1/2
1 y

yT y
= max

z ̸=0

zTH2z

zTH1z
= max

z ̸=0

(
zTH2z

z

zT z

zTH1z

)
≤ max

z ̸=0

zTH2z

z
·max
z ̸=0

zT z

zTH1z
=
λmax(H2)

λmin(H1)
.

The following results are auxiliary results for the proof of the convergence rate for the
proximal gradient method. The proofs are taken from Lemma 5(a) and Theorem 4 in [156].
For these results we use the notation from Algorithm 3.1.

Lemma A.2. With the notation from Algorithm 3.1 there holds for any y ∈ Rn and k ≥ 0

(∇f(xk) +Hkd
k)T (xk+1 − y) + φ(xk+1)− φ(y) ≤ (tk − 1)

(
(dk)THkd

k +∆k

)
.

Proof. Analogous to (A.1) we get

(∇f(xk) +Hkd
k)Tdk + φ(xk + dk) ≤ (∇f(xk) +Hkd

k)T (y − xk) + φ(y)

for any y ∈ Rn. Since xk+1 = xk + tkd
k, we have

(∇f(xk) +Hkd
k)T (xk+1 − y) + φ(xk+1)− φ(y)

=(tk − 1)(∇f(xk) +Hkd
k)Td+ φ(xk+1) + (∇f(xk) +Hkd

k)T (xk + dk − y)− φ(y)
≤(tk − 1)(∇f(xk) +Hkd

k)Tdk + φ(xk+1)− φ(xk + dk)

=(tk − 1)(∇f(xk) +Hkd
k)Tdk + φ(xk + tkd

k)− φ(xk + dk)

≤(tk − 1)(∇f(xk) +Hkd
k)Tdk + (1− tk)φ(xk) + tkφ(x

k + dk)− φ(xk + d)

=(tk − 1)
(
∇f(xk)Tdk + (dk)THkd

k + φ(xk + dk)− φ(xk)
)

=(tk − 1)
(
(dk)THkd

k +∆k

)
,

where we use the convexity of φ in the fourth step.

Lemma A.3. Assume that f is strongly convex and ∇f is Lipschitz continuous. Let x∗

be the unique minimizer of ψ. If mI ⪯ Hk ⪯MI holds for 0 < m ≤M , then there exists
τ > 0 (independently of k) such that

∥xk − x∗∥ ≤ τ∥dk∥

holds for all k ≥ 0.

Proof. Since f is strongly convex, ψ is strongly coercive and, hence, has a unique minimizer
x∗, cf. Corollary 2.17. Similar to (A.1) with H1 = I and x+ d2 = x∗ we have

(∇f(xk)T + rI(x
k))T rI(x

k) + φ(xk + rI(x
k)) ≤ (∇f(xk) + rI(x

k))T (x∗ − xk) + φ(x∗)
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and with x replaced by x∗ and d2 = rI(x)

φ(x∗) ≤ ∇f(x∗)T (xk + rI(x
k)− x∗) + φ(xk + rI(x

k)),

since dI(x∗) = 0 due to Proposition 3.7. Adding both inequalities and simplifying yields

(∇f(x∗)−∇f(xk))T (x∗−xk)+∥rI(xk)∥2 ≤ (∇f(x∗)−∇f(xk))T rI(xk)+rI(xk)T (x∗−xk).
(A.2)

Since f is strongly convex, its gradient is strongly monotone with modulus µ > 0 (Proposition
2.22), hence

µ∥x∗ − xk∥2 ≤ (∇f(x∗)−∇f(xk))T (x∗ − xk).

Using the Lipschitz continuity of ∇f with some Lipschitz constant L ≥ µ, we obtain from
(A.2)

µ∥xk − x∗∥2 + ∥rI(xk)∥2 ≤ L∥xk − x∗∥ ∥rI(xk)∥+ ∥xk − x∗∥ ∥rI(xk)∥,

from which it finally follows that µ∥xk − x∗∥2 ≤ (L+ on1)∥xk − x∗∥ ∥rI(xk)∥. We divide
both sides by µ∥xk − x∗∥ to obtain

∥xk − x∗∥ ≤ L+ 1

µ
∥rI(xk)∥.

By Lemma A.1 with H2 = I and H1 = Hk we know

∥rI(xk)∥ ≤
(
1 +

1

λmin(Hk)

)
· λmax(Hk)∥dk∥ ≤

(1 +m)M

m
∥dk∥.

Hence, the assertion holds with τ = L+1
µ ·

(1+m)M
m .

After these auxiliary results are available, we can prove Theorem 3.18, which provides the
convergence rate of the proximal gradient method.

Theorem A.4. Suppose that f is strongly convex, ∇f is Lipschitz continuous, and ψ
is bounded from below with x∗ ∈ argminψ. Furthermore let 0 < m ≤ M such that
mI ⪯ Hk ⪯MI. Then Algorithm 3.1 generates a sequence {xk} that satisfies

ψ(xk+1)− ψ(x∗) ≤ c1
(
ψ(xk)− ψ(x∗)

)
,

for all k ≥ 0, where c1 ∈ (0, 1) is a constant depending on the Lipschitz constant of ∇f , the
strong convexity modulus of f , m, M and the constants σ, β.

Proof. We follow the proof of Theorem 5.2 in [155]. For fixed k ≥ 0 let ζk be a point on
the straight line between xk+1 and x∗ such that

ψ(xk+1)− ψ(x∗) = f(xk+1) + φ(xk+1)− f(x∗)− φ(x∗)
= ∇f(ξk)T (xk+1 − x∗) + φ(xk+1)− φ(x∗)

=
(
∇f(ξk)−∇f(xk)

)T
(xk+1 − x∗)− (Hkd

k)(xk+1 − x∗)
+ (∇f(xk) +Hkd

k)T (xk+1 − x∗) + φ(xk+1)− φ(x∗)

Applying the Lipschitz continuity of ∇f with some Lipschitz constant L > 0 and Lemma
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A.2, this yields

ψ(xk+1)− ψ(x∗)
≤ L∥ξk − xk∥ ∥xk+1 − x∗∥+ ∥Hkd

k∥ ∥xk+1 − x∗∥+ (tk − 1)
(
(dk)THkd

k +∆k

)
. (A.3)

With the estimate ∥xk+1 − xk∥ = tk∥dk∥ ≤ ∥dk∥ and Lemma A.3, we have

∥ξk − xk∥ ≤ ∥xk+1 − xk∥+ ∥xk − x∗∥ ≤ (1 + τ)∥dk∥
∥xk+1 − x∗∥ ≤ ∥xk+1 − xk∥+ ∥xk − x∗∥ ≤ (1 + τ)∥dk∥.

We plug this into (A.3) to obtain

ψ(xk+1)− ψ(x∗) ≤
[
L(1 + τ)2 +M(1 + τ) +M

]
∥dk∥2 + (tk − 1)∆k ≤ −c2∆k

with
c2 =

[
L(1 + τ)2 +M(1 + τ) +M

]
/m+ 1− tmin > 0,

where we used Lemma 3.9 and tk ≥ tmin, cf. (3.8). Together with (3.5) this yields (note
that ∆k < 0)

ψ(xk+1)− ψ(x∗) ≤ c2
σtmin

(
ψ(xk)− ψ(xk+1)

)
,

which reformulates to

ψ(xk+1)− ψ(x∗) ≤ c1
(
ψ(xk)− ψ(x∗)

)
with c1 = c2/(c2 + σtmin). Hence, the linear convergence of {ψ(xk)} is shown.

At the end of this section we note, that it is a short step from this result to prove R-linear
convergence of the sequence {xk}, which means that

lim sup
k→∞

∥xk − x∗∥1/k < 1.

We skip the proof and refer to [155] for details.

A.2 Convergence Rates of GIPN under the KL-Property

This section deals with the proof of the convergence rates in Theorem 4.8 for the globalized
inexact proximal Newton-type method in Algorithm 4.1. For this purpose, we use the
notation and preliminaries of Chapter 4, especially in Section 4.3. The analysis is developed
by Bonettini et al. in [26] for VMILAn, which is an algorithm with some similarities to the
presented framework in section 4.1. Hence, the following results mainly coincide with [26].
Furthermore, we focus on the differences to this work and skip some of the details, in case
they are identical in our analysis and in [26].
In the subsequent analysis, we assume that the premises of Theorem 4.7 hold. In particular,
{Hk} satisfies the Dennis-Moré condition (4.13) and is uniformly bounded and positive
definite, i.e. mI ⪯ Hk ⪯ MI holds for all k ≥ 0 with suitable 0 < m ≤ M , and x∗ is an
accumulation point of a sequence {xk} generated by Algorithm 4.1, which is an isolated
stationary point of ψ and satisfies the KL-property.
In view of Theorem 4.7, there exists k0 ≥ 0, such that for all k ≥ k0, the search direction
is attained by the inexact proximal Newton-type direction and the full step size tk = 1 is



114 A. Additional Material

accepted. For simplicity in the subsequent analysis, we assume without loss of generality
k0 = 0. In particular, this means xk+1 = xk + dk for all k ≥ 0.
Note that the above assumptions imply that the complete sequence {xk} converges to x∗

and is therefore bounded. Hence there is a compact, convex set, containing this sequence
such that ∇f is Lipschitz continuous with Lipschitz constant L > 0 on this set.
We start with some simple observations, which result from the definitions and some previous
results.

Lemma A.5. For all k ≥ 0 the following estimates hold:
(a) ψ(xk+1) ≤ ψ(xk)− a∥xk+1 − xk∥2 for some a > 0,
(b) 0 ≤ −

∑∞
k=0∆k < +∞.

Proof. For part (a) we combine the Armijo-type line search (4.8) with Lemma 3.9 to get

ψ(xk+1)− ψ(xk) ≤ σ∆k ≤ −σm∥dk∥2 = −σm∥xk+1 − xk∥2,

noting that we have tk = 1. Furthermore, since {xk} converges to x∗, we get

+∞ > ψ(x0)− ψ(x∗) =
∞∑
k=0

ψ(xk)− ψ(xk+1) ≥ −σ
∞∑
k=0

∆k ≥ 0,

where the last inequality comes from ∆k ≤ 0, cf. Lemma 3.9. This yields the claim of
(b).

on The next result has the purpose to deduce the assumption in (4.15) on the size of a
subgradient of ψ in the new iterate xk+1. For that purpose, we introduce the ε-subdifferential
∂εψ(x), which is the set of all ε-subgradients s ∈ Rn satisfying

ψ(y) ≥ ψ(x) + sT (y − x)− ε.

Note that, in particular, ∂0ψ(x) = ∂ψ(x). For more information about the ε- or approximate
subdifferential and its properties, we refer to the monograph [76]. With this definition we
give the following estimate.

Lemma A.6. There exist εk, ε̂k ≥ 0 with εk + ε̂k ≤ εk, and an approximate subgradient
sk ∈ ∇f(xk+1) + ∂εkφ(x

k+1) such that

∥sk∥ ≤ α1∥dk∥+ νk,

where α1 > 0, εk = qk(d
k)− qk(dkex) ≥ 0 and νk = O(

√
εk).

Proof. Note that dkex denotes the exact minimizer of qk. Thus, we know 0 ∈ ∂qk(dkex) using
Fermat’s theorem. Let εk := qk(d

k)− qk(dkex) ≥ 0. Then, we also have 0 ∈ ∂εkqk(dk). Using
Theorem 3.1.1 and Example 1.2.2 in [76], we get

∂εk(d
k) =

⋃
0≤εk+ε̂k≤εk

∂ε̂k
(
∇f(xk)T ·+1

2 ·
T Hk ·

)
(dk) + ∂εkφ(x

k+1)

=
⋃

0≤εk+ε̂k≤εk

{
∇f(xk) +Hkd

k +Hke :
1
2e
THke ≤ ε̂k

}
+ ∂εkφ(x

k+1).

Thus, there exist εk, ε̂k ≥ 0 such that εk + ε̂k ≤ εk and

0 = ∇f(xk) +Hkd
k +Hke+ wk,
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where 1
2e
THke ≤ ε̂k and wk ∈ ∂εkφ(xk+1). Set sk = ∇f(xk+1) + wk. Then

∥sk∥ =
∥∥∇f(xk+1)−∇f(xk)−Hkd

k −Hke
∥∥

≤
∥∥∇f(xk+1)−∇f(xk)∥+ ∥Hk∥ · ∥dk∥+ ∥Hke∥

≤ (L+M)∥dk∥+
√

2

m
M
√
ε̂k,

where we used the estimate

∥Hke∥2 ≤M2∥e∥2 ≤ M2

m
∥e∥2Hk

≤ M2

m
ε̂k

for the final inequality. This yields the claim with α1 := L+M and νk =
√

2
mM
√
εk.

The above statement does only make sense if we know that {εk} is a vanishing sequence.
This follows from the (local) Lipschitz continuity of qk (noting that we can state an upper
bound on the Lipschitz constant independently of k) in combination with Proposition 4.5(a)
noting that r(xk) → 0 for k → ∞. Nevertheless, the assumption used in [26] for the
following results is little stronger than the one shown in Lemma A.6. In detail, we need
νk = O(|∆k|), whereas the above only yields ν2k = O(|∆k|). Details on the deduction of
this estimate are left to the reader.
Furthermore, [26, Theorem 1] proves that under this assumption the sequence {xk} has
finite length, i.e.

∑∞
k=0 ∥xk+1 − xk∥ <∞. We continue our analysis with some technical

estimates, which lead to the final convergence proof.

Lemma A.7. In addition to the above assumptions assume that the sequence {xk} satisfies
the following condition: For every k ≥ 0 there exists sk ∈ ∂ψ(xk + dk) such that

∥sk∥ ≤ α1∥dk∥+ α2|∆k| (A.4)

holds for some α1, α2 ≥ 0. Furthermore, assume that the KL-property is satisfied in x∗ with
the function ϕ(s). Then the following estimates hold for sufficiently large k ≥ 0.

(a) 2∥xk+1 − xk∥ ≤ ∥xk − xk−1∥+ ϕk −
α2

α1
∆k,

where ϕk = α1
a

(
ϕ(ψ(xk)− ψ(x∗))− ϕ(ψ(xk+1)− ψ(x∗))

)
,

(b) ∥xk − x∗∥ ≤
( 1√

a
+
α1

a
+

α2

α1σ

)
ϕ
(
ψ(xk−1)− ψ(x∗)

)
,

where ϕ(t) := max{ϕ(t),
√
t}.

Proof. (a) For sufficiently large k ≥ 0, we have xk ∈ U ∩ [ψ(x∗) < ψ < ψ(x∗) + ν], where
ϕ, ν and U come from the definition of the KL-property. The KL-inequality in xk and (A.4)
yield

ϕ′
(
ψ(xk)− ψ(x∗)

)
≥ 1

∥sk−1∥
≥ 1

α1∥dk−1∥+ α2|∆k|
, (A.5)

where we note that the denominators do not vanish due to the KL-inequality. Since ϕ is
concave, we use (A.5) and Lemma A.5 to obtain

ϕ
(
ψ(xk)− ψ(x∗)

)
− ϕ

(
ψ(xk+1)− ψ(x∗)

)
≥ ϕ′

(
ψ(xk)− ψ(x∗)

)(
ψ(xk)− ψ(xk+1)

)
≥ a∥dk∥2

α1∥dk−1∥+ α2|∆k|
.



116 A. Additional Material

Rearranging terms and using dk = xk+1 − xk yields

∥xk+1 − xk∥2 ≤ ϕk
α1∥dk−1∥+ αon2|∆k|

α1
.

The claim of (a) follows from taking the square root and applying the inequality 2
√
uv ≤ u+v.

(b) Let k0 ≥ 0 such that (a) holds for all k ≥ k0 and N > k0. Summing the inequality in
part (a) for k = k0, . . . , N yields

2

N∑
k=k0

∥xk+1 − xk∥ ≤
N∑

k=k0

∥xk − xk−1∥+
N∑

k=k0

ϕk −
α2

α1

N∑
k=k0

∆k.

We rearrange terms and use the triangle inequality to obtain

∥xk0 − xN+1∥ ≤
N∑

k=k0

∥xk+1 − xk∥

≤ ∥xk0 − xk0−1∥ − ∥xN+1 − xN∥

+
α1

a

(
ϕ(ψ(xk0)− ψ(x∗))− ϕ(ψ(xN+1)− ψ(x∗))

)
− α2

α1

N∑
k=k0

∆k−1

≤ ∥xk0 − xk0−1∥+ α1

a
ϕ(ψ(xk0)− ψ(x∗))− α2

α1

N∑
k=k0

∆k

≤ 1√
a

√
ψ(xk0−1)− ψ(xk0) + α1

a
ϕ(ψ(xk0)− ψ(x∗))

+
α2

α1σ

(
ψ(xk0)− ψ(xN+1)

)
,

where we used the line search (4.8) and Lemma A.5 (a) for the last estimate. We use
ψ(xk0−1) ≥ ψ(xk0) ≥ ψ(x∗), the monotonicity of ϕ and take the limit N →∞ to get

∥xk0 − x∗∥ ≤ 1√
a

√
ψ(xk0−1)− ψ(x∗) + α1

a
ϕ(ψ(xk0−1)−ψ(x∗)) + α2

α1σ

(
ψ(xk0−1)−ψ(x∗)

)
.

Finally, for sufficiently large k0 ≥ 0 we have ψ(xk0−1)−ψ(x∗) ≤
√
ψ(xk0−1)− ψ(x∗), which

completes the proof.

The consequence of this preliminary work is the convergence rate theorem for Algorithm
4.1, which is stated in Theorem 4.8. The main part of the proof is the theory of Frankel et
al. in [64].

Theorem A.8. Let the assumptions of Lemma A.7 hold and assume that the KL-function
in x∗ is ϕ(s) = C

θ · s
θ for some C > 0 and θ ∈ (0, 1]. Then the following hold:

(a) If θ = 1, then {xk} converges in a finite number of steps.
(b) If θ ∈ [12 , 1), there exists δ > 0 such that

ψ(xk)− ψ(x∗) = O(e−δk), and ∥xk − x∗∥ = O(e−δ/2k).
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(c) If θ ∈ (0, 12), there exists k0 ≥ 0 such that

ψ(xk)− ψ(x∗) = O
(
(k − k0)−

1
1−2θ

)
and ∥xk − x∗∥ = O

(
(k − k0 + 1)−

1
1−2θ

)
.

Proof. We know that the sequence {xk} converges to x∗ by Theorem 4.4, see also the
discussion at the beginning of Section 4.3. Hence, there exists k0 ≥ 0 such that xk ∈
U ∩ [ψ(x∗) < ψ < ψ(x∗)+ν] holds for all k ≥ k0, where ϕ, ν and U come from the definition
of the KL-property.
Using (4.8), we get

|∆k| ≤
1

σ

(
ψ(xk)− ψ(xk+1)

)
. (A.6)

We use (A.4), take the squares of both sides and multiply by a/α2
1 to obtain

a

α2
1

∥sk∥2 ≤ a∥xk+1 − xk∥2 + a
α2
2

α2
1

∆2
k + 2a

α2

α1
∆k∥xk+1 − xk∥

≤
(
ψ(xk)− ψ(xk+1)

)
+ a

α2
2

α2
1

∆2
k + 2

√
a
α2

α1
∆k

√
ψ(xk)− ψ(xk+1),

where we again applied Lemma A.5(a).
Since limk→∞∆k = 0, see (A.6), we can choose k0 sufficiently large such that ∆2

k ≤ ∆k ≤√
∆k holds for all k ≥ k0. Together with (A.6) we get

a

α2
1

∥sk∥2 ≤ µ
(
ψ(xk)− ψ(xk+1)

)
with µ = 1 + a

α2
1

α2
2σ

+ 2α2
α1

√
a
σ . Set uk := ψ(xk) − ψ(x∗). By multiplying each side of the

inequality by ϕ′(uk+1), we have

µϕ′(uk+1)
2(uk − uk+1) ≥

a

α2
1

ϕ′(uk+1)
2∥sk∥2 ≥ a

α2
1

,

where the second estimate follows from the KL-inequality. Following the proof of [26,
Theorem 3], this is equivalent to equation (6) in [64, Theorem 3.4], from which the
convergence rates for ψ(xk)− ψ(x∗) follow, whereas the ones for ∥xk − x∗∥ are obtained
using Lemma A.7(b), and this completes the proof.
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