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1 Introduction

And now for something completely different.

Monty Python (1969 - 1983)

Even after more than 40 years, many Internet applications are still relying on

the traditional, centralized client-server structure. Here, the server offers func-

tionality used by the clients. This approach entails many benefits, such as a tight

control over the service by its provider and good possibilities for traffic manage-

ment through an intelligent placement of servers. Its disadvantages include high

costs, problems with scalability and vulnerability to failures [96].

These disadvantages were one of the factors that played a role in the rise of

Peer-to-Peer (P2P) architectures, where each participantcan act as both client and

server at the same time. Such systems build a logical networkon top of the In-

ternet by interconnecting hosts on application level. The term overlay is used for

these networks to discern them from the underlay, i.e., the physical network. This

approach enables application developers to quickly deploynew services such as

Skype [88] without having to develop and invest into a complex infrastructure

before.

There are currently three main overlay types that are widelyused in the Inter-

net. These are search overlays, file-sharing overlays and video-streaming over-

lays. The aforementioned Skype implements a Voice-over-IP(VoIP) service that

enables millions of users to hold conversations over the Internet without need-

ing the legacy telephone system. It utilizes a search overlay to keep track of a

users location in the network and to establish contact between end hosts behind

firewalls [45].
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1 Introduction

File-sharing is by the time of this publication the most significant application

in the Internet, generating the largest share of consumer traffic [75,77]. P2P file-

sharing clients enable a user to download content while utilizing the upload band-

width of all participating users. This makes the content distribution much more

scalable than a client-server approach, since every new user in the system adds

his own upload capacity. The most important examples are theBitTorrent [66]

and eDonkey [35] protocols.

Video streaming is an application that gained enormous popularity recently

and produces an increasing share of today’s Internet traffic[75]. P2P overlays are

used for video streaming for the same reasons as for file-sharing, but face higher

demands. Therefore, they are not yet as wide-spread as file-sharing applications.

However, protocols that evolved from file-sharing as well asnew technologies

have emerged and become popular. Services like SopCast [89]or PPLive [87]

gain importance and utilize overlays to reduce load on streaming servers [49].

These three most popular and relevant applications of overlays serve different

functions that complement each other. A search overlay can be used for the lo-

cation of content which is then downloaded via a file-sharingoverlay or watched

using a video streaming overlay. This is reflected by the combination of all three

mechanisms in clients like Vuze [91]. This software uses theBitTorrent protocol

as a basis for both file download and video streaming, and builds a distributed

search overlay using Kademlia [31].

Since all of these functionalities are provided by the set ofall end users, they

share some common features [41]. Overlays are distributed systems which typi-

cally continue to function even if part of the nodes comprising the overlay fail or

leave the network. Each node in the overlay provides resources which are con-

sumed by the other nodes. No node should be overloaded and provide an unfair

amount of resources, so that the load is distributed. In general, the utilization of

resources needs to be managed in some way, keeping the efficiency of the single

client and the efficiency of the complete overlay in balance.

Another common feature of the described overlay types is their implementa-

tion in real applications and their usage under realistic conditions. As a result,

2



1.1 Contribution

they face challenges that are not only of academic interest,but that stem from

problems encountered during productive operation. Thus, the identification of

these challenges and according optimization of the overlays leads to results that

have practical relevance.

1.1 Contribution

In this monograph, we improve the understanding of the overlay types discussed

above by conducting a performance evaluation of previouslyunconsidered, but

practically relevant scenarios. To this end, we discuss foreach of the predominant

overlays the problems they are currently facing in their typical field of applica-

tion.

We present novel approaches for their optimization with respect to these chal-

lenges, and evaluate how these changes affect the performance of the systems.

This allows us to draw conclusions for the improvement of current overlay tech-

nologies. These lead to the design of systems which realize the shown optimiza-

tion potential and lets us derive recommendations for theirconfiguration. Thus,

we cover the current state of the art with respect to the applied overlay architec-

tures.

For search overlays, we extend existing approaches by evaluating the influence

of system parameters on the peer load, and consequently on the search perfor-

mance. We base this evaluation on an architecture built for efficient search while

offering load distribution properties.

This enables the deployment of such a system for time-critical applications,

e.g., in enterprise environments. We develop analytical tools to describe the query

load on the participating nodes and show that a trade-off between fast searches

and resource efficiency in terms of memory consumption exists. This trade-off

can be tuned using the parameters evaluated in this work. As aresult, we provide

dimensioning guidelines for time-critical applications.

The relevant resource in file-sharing overlays is bandwidth. We conduct a per-

formance evaluation to show that current approaches to reduce inter-domain traf-
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1 Introduction

fic are not incentive-compatible, since end users may sufferfrom a reduced ap-

plication performance.

However, we show that efficient traffic management algorithms conserving

inter-domain bandwidth exist and add an own mechanism that is complemen-

tary to existing methods. We describe the effects introduced by these algorithms

into the overlay under realistic conditions. Again, the relevant traffic manage-

ment mechanisms can be influenced by their parameters, allowing to choose how

much fairness is sacrificed for bandwidth savings. This balances the effects for

the providers and the end users.

Finally, we provide a combination of existing video streaming overlays and a

new video codec to support peer heterogeneity. We investigate whether such a

combination is feasible without a large additional management overhead, relying

on local information and only adapting the peer behavior.

Our new overlay architecture is a promising solution for a streaming appli-

cation usable by a large set of clients with different accessto the Internet. We

evaluate implementation alternatives for this new mechanism and judge its per-

formance under varying conditions for the overlay. Our changes can be imple-

mented without adding additional signaling overhead and negligible additional

complexity.

1.2 Outline

This work is structured as follows. In Chapter 2, we considersearch overlays and

the specific issues of these systems as they are deployed in critical applications.

After outlining these, we provide background information about the mechanisms

of these overlays and review work in the same area as ours. Next, we describe our

implementation of such a system, which serves as the basis for our performance

evaluation. We develop an analytical model of this architecture based on queueing

theory, which we use to derive results about the search duration in this search

overlay and its dependency on parameters like the system size.

Chapter 3 covers file-sharing overlays and their traffic characteristics. For the
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1.2 Outline

most common protocol, BitTorrent, we provide a descriptionof its key mecha-

nisms and give an overview on approaches for managing its traffic. We develop an

algorithm complementary to the approaches from related work that is compared

to the existing mechanisms. Next, we discuss the results of asimulative perfor-

mance study for a range of different scenarios. Firstly, we observe the general

behavior of the algorithms before evaluating their performance under conditions

met in real BitTorrent overlays. Then, we conclude this evaluation by performing

a study on the parameters of the mechanisms.

Video-on-demand streaming overlays, a special form of video streaming over-

lays, are the topic of Chapter 4. Here, we investigate the optimization of these sys-

tems for heterogeneous peer environments. To this end, we review certain video

streaming architectures and a scalable video codec offering new possibilities in

supporting different video qualities. Our approach of including this codec into

existing overlay mechanisms is then presented. The evaluation of this adaptation

is again conducted by means of simulation. After discussingthe model and tools

used for this study, results considering different load situations and comparing

implementation alternatives are presented for heterogeneous overlays.

Chapter 5 summarizes our contributions and findings about the optimization

potential of existing and widely-used overlay technologies. We conclude by dis-

cussing open questions and future avenues of research.
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2 Search and Lookup Overlays

Looking? Found someone you have I would say, mm?

Yoda

Locating information is today a task as important as processing it. Especially

since the Internet has become a resource not only for universities and big com-

panies, but also for the end user, the amount of data freely accessible has seen an

explosive growth [60]. The sheer volume of information published via websites,

of content available for download in server-based or P2P Content Distribution

Systems, or of user data in social networks, necessitates a way to search for a

specific homepage, file, or entry. Without being able to selectively access this

store of data, it becomes useless, as extensive as it may be.

This problem is exacerbated by the fact that even the data of asingle service

has to be stored in a distributed fashion. Service providerslike Google [47], Ya-

hoo [67], or Amazon [57] collect and manage enough user information to make

it difficult to store it centrally on one physical machine. Thus, the complete data

set is segmented and distributed among a number of nodes, with the aim to im-

prove scalability and to be more cost efficient. As a consequence, an internal

lookup system needs to be implemented within a single logical data structure or

database to find the storage location of specific entries. This lookup system may

form an additional physical layer, or it may just implement alogical interface on

the machines comprising the distributed data storage system itself.

There are many possible implementations of such a search or lookup service.

Architecturally, a centralized server is the simplest way to store indexes which

map queries to data locations. However, such a system has to handle a potentially
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2 Search and Lookup Overlays

high query load and has to store a lot of lookup data itself. Thus, in large-scale

systems, measures are taken to distribute both the load and the set of lookup

entries to several servers. This can be done in a hierarchical fashion, such as in

the Domain Name System (DNS) [20], or in a flat but scalable structure, such as

used by the popular BitTorrent file-sharing protocol, whichuses an overlay as a

distributed tracker alternative [91].

In this chapter, we discuss a group of overlays implementingsuch a flat struc-

ture that offers one single functionality, namely to query for a data entry. These

so-called Distributed Hash Tables (DHTs) combine scalability with a guaranteed

search success if the queried entry is stored in the overlay [41]. This is a sig-

nificant improvement over earlier search overlays, which were based on random

graphs and used query flooding mechanisms to locate entries [32]. In contrast,

DHTs use a defined overlay structure to enable a deterministic routing of a query

towards the storage location of the queried data, and are therefore the premier

example for the group of so-called structured overlays.

Since the publication of the first DHT implementations in 2001, they have not

only received considerable attention from academia, but are also implemented

in widely used applications, like the aforementioned distributed tracker. This

example also illustrates how search overlays and content distribution overlays,

which we cover in other chapters, complement each other. With their content lo-

cation functionality, DHTs can enable peers to join specificfile-sharing or video-

streaming networks to download content.

In the following, we first present some of the challenges thatappear with

the usage of DHT-based search overlays in Section 2.1. Afterintroducing DHTs

and illustrating the concept with selected popular examples, DHTs optimized for

search efficiency and related work on this topic is covered inSection 2.2. Then,

our first contribution is an own specific DHT architecture which is described in

detail in Section 2.3. Next, we develop in Section 2.4 an analytical model describ-

ing the characteristics of this architecture with a focus onthe main performance

indicator, the search time. Specifically, we provide in Section 2.5 results for the

first moments of the search time in dependency of important parameters such as

8



2.1 Challenges in Structured Search Overlays

the system size. Thus, guidelines for dimensioning are derived as well. Another

important aspect is the effort to conserve load distribution in the considered over-

lay. Here, we use a simulative approach to evaluate the system since analytical

methods are not feasible. Finally, we conclude the chapter in Section 2.6 with a

summary of all discussed issues.

2.1 Challenges in Structured Search Overlays

The search process in DHTs scales with the number of nodes dueto the overlay

structure and the deterministic placement of entries on thepeers participating in

the overlay. Most of the well-known architectures offer routing in O(log(N))

hops or a comparable length, whereN is the number of peers [24–26,31]. How-

ever, these are overlay hops, i.e., the transmission of a message from one peer

to another. In overlays deployed in the Internet and comprising nodes from all

around the world, one such hop may incur a long delay, since peers typically do

not distinguish between an overlay neighbor in the same cityor a neighbor on

a different continent. Thus, even if the number of these hopsis kept reasonably

small for larger systems, a search process may take a long time [33,41].

For some applications, this poses no problem. A search for tracker data in the

DHT implementation of BitTorrent may take several seconds without having a

significant effect on the download time of a file, which is in the range of min-

utes or even hours [36]. On the other hand, there are serviceswhich rely on fast

search procedures to function properly. These services aremainly found in enter-

prise environments, such as a mobile service provider system. Here, a distributed

mobile subscriber database is queried every time a subscriber changes its state or

wants to access a specific service, sometimes more than once in the same opera-

tion [85]. A search taking more than a few milliseconds already violates the tight

timing bounds common in mobile core systems. Here, it does not matter whether

a DHT is used to implement the database itself or just a lookuplayer of it. The

same applies to user databases behind webshops, e.g., Amazon [57], where the

customer satisfaction strongly depends on the correct and timely reaction to his

9



2 Search and Lookup Overlays

actions. Another example is the DNS service, where a replacement of the tradi-

tional server hierarchy by a typical DHT would offer severaladvantages, but is

ultimately not viable because it is much slower in terms of response times [27].

For these time-critical applications, a special subgroup of DHTs provide a

solution. These overlays forgo the complex routing of typical DHTs such as

Chord [26] or Kademlia [31], and instead store the addressesof all peers in the

overlay on every peer. This basically implements a full mesh, with the result that

only one overlay hop is needed for each peer to reach the storage location of an

entry. Still, the distribution of the data relies on a hashing function, so that these

structures are called one-hop DHTs.

In this chapter, we focus on small to medium scale one-hop DHTs that are

used for high-performance applications. Although, as explained above, a short

search time is already part of their architecture, there arestill some challenges

that must be considered when implementing such a system. Studies on the via-

bility of one-hop DHTs and their bandwidth overhead due to the higher effect of

churn, i.e., the constant process of nodes joining and leaving the overlay, exist and

are reviewed in the next section. With our work, we provide more insights into

two additional topics of importance. The first is the internal node load increase

in such an overlay, which results from the fact that queries have to be forwarded

to and processed on more than one node. We analyze how this affects the perfor-

mance of the system and which system parameters have an impact on this effect.

Additionally, we show what additional effort needs to be taken in order to ensure

load distribution even in small-scale systems.

2.2 Background and Related Work

In this section, we first explain the basic concepts of a DHT needed to under-

stand the specific architecture we evaluate. To provide illustrating examples and

to emphasize the similarities between different implementations, we present a

selection of instances found in literature. An overview on the existing work on

one-hop DHTs then provides the background for our work.
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2.2 Background and Related Work

2.2.1 Distributed Hash Tables

A DHT is a hash-table data structure that is stored not on one physical machine,

but on several. The links between the different parts of the data structure are

formed by the overlay, i.e., logical, connections between the nodes or peers. We

will now explain how a DHT overlay is formed and how it is able to route queries

efficiently.

The basis of a DHT is a hash function that places both peers anditems to

be stored in the overlay within an identifier space, which is typically a range

[0; 2m − 1] for m = 128 or m = 160 in literature. A commonly used collision-

free hash function is SHA-1 [23]. Input to this function is a node identifier such

as the IP address in case of a peer, and a unique document or filename in case

of an item. Thus, each peer and each item is assigned a unique m-bit identifier or

ID, cf. Fig. 2.1.

Identifier Space

m2 1−0

Hash function h(x)

Peers

y1 = 132.187.12.121

y2 = 69.17.116.124

Items

z1 = sw.torrent

z2 = oechsner.xml

21 32 42 48

Figure 2.1:Hashing peers and items into the identifier space

The placement of the nodes introduces a logical separation of the identifier

space and therefore can be used to implement consistent hashing [21]. The iden-

tifier space is separated into ranges or slots, with each nodebeing responsible

11



2 Search and Lookup Overlays

for one such slot. This reduces the overhead of re-distributing items when nodes

join or leave the system. Furthermore, it allows to map itemsto their responsible

storage nodes.

A metric on the identifier space defines the peer closest to anygiven item

identifier and thus the node where the item is to be stored. This may be the node

with, e.g., the numerically closest identifier, or the node with the lowest identifier

higher than the identifier of the item, also called successornode. Thus, searches

can be routed deterministically to the node that is responsible for the requested

entry. If it is stored in the overlay, it is stored on this nodeand can be returned. As

a consequence, a search may return a false result only with a very low probability,

which cannot be eliminated entirely because of the presenceof node churn. Thus,

a query may always get lost at a node going offline or may be resolved by a newly

joined node that has not yet taken over all of the entries it isresponsible for.

The node identifier also governs to which other nodes a nodeA maintains

overlay connections. These connections are stored in an overlay routing or for-

warding table and map the identifiers ofA’s neighbors to their addresses in the

physical network, i.e., their IP addresses. The neighbors in a DHT can typically

be separated into two groups, peers that are close in the identifier space, and peers

a long distance away according to the used metric. The first group is the neigh-

borhood ofA in the identifier space, and is needed to forward queries along the

last hops to their destination. In contrast, contacts in a remote part of the overlay

serve as shortcuts through the structure and shorten the first phase of the search

process, when a query only needs to be forwarded to the right area of the identifier

space. The structure of a DHT is defined by the overlay metric and the specific

rules which neighbors a peer should have. They differ for theexample DHTs

presented in the following, while the basic principles explained above remain the

same.

The actual search procedure in a DHT follows a common pattern. If the re-

quested entry is not already given in form of an overlay identifier by the search-

ing application, it is hashed by the first node receiving the query to construct a

valid identifier. This identifier or search key defines the destination of the query
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2.2 Background and Related Work

routing process. As a consequence, DHTs only support exact search queries by

default, i.e., searches where the full key of the requested item is known.

After constructing an identifier for the search, the initialnode starts a lookup

by forwarding the query according to the routing algorithm of the DHT. In gen-

eral and for the examples described below, this means a node receiving a query

forwards it to the neighbor whose identifier is closest to therequested key in terms

of the overlay metric. When finally the node that is responsible for the requested

key is reached, it either returns the stored value or answersnegatively if no stored

item exists for the key.

Chord

Chord was presented in [26] in 2001, and is one of the most referenced and the-

oretically evaluated DHTs. It is based on a ring structure that is formed by inter-

preting the identifier space of the underlying hash functionas a circle mod2m,

i.e., 2m ≡ 0. Items are stored on the node with the lowest ID succeeding the

item’s ID, i.e., its successor, cf. Fig. 2.2.

In Chord, each nodeA maintains connections to its immediater successors,

which formA’s replication group. All items stored onA are copied on every

node in this replication group, to prevent data loss shouldA and a number of its

successors go offline in a very short time interval. A periodic stabilization routine

ensures that each node knows its direct successor and resolves inconsistencies

when new nodes join or old nodes leave the overlay.

A node could now already search for an item by simply sending aquery along

the chain of successors until it reaches the destination. This search, however,

would not scale, since it takes on averageN
2

hops in the default unidirectional

design, whereN is the number of nodes in the overlay. Therefore, each node

additionally maintains a table of so-called fingers, which are peers at defined

places in the overlay in relation to the local peer. Theith entry in this finger

table is the successor of the identifieridA + 2i−1, whereidA is the identifier

of nodeA. This enables a node to forward a query at least half way towards its

13



2 Search and Lookup Overlays

0
2

3

5

6

8

10

13
1516

17

23

26

28

31

Figure 2.2:Placement of items in a Chord ring

destination with a single overlay hop, considerably shortening the search process

and enabling a lookup inO(log(N)). With the successors and the fingers, each

node has to store a routing table with a size also in the range of O(log(N)).

Pastry

Similar to Chord, Pastry [25] is based on a ring structure, with the identifier space

forming the ring. The identifier space again is a range[0; 2m−1], withm = 128.

However, Pastry uses a different algorithm than Chord to select the overlay neigh-

bors of a peer. Identifiers in Pastry are interpreted as encoded in a base2b, so that

b consecutive bits of a peer identifier represent one digit. Each Pastry peer has

14
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three different sets of neighbors: the routing table, the neighborhood set, and a

leaf set.

The routing table is used in the first phase of the search process. Entries in

the routing table of a peerA are selected according to the length of the common

prefix their identifier shares withidA. In row i of the routing table, contacts are

stored that share a prefix of lengthi−1 digits with idA, but differ in theith digit.

In this row, columnj holds entries where theith digit of the entry has the value

j. Thus, there are2b−1 entries per row and
⌊

m
b

⌋

rows in the routing table. Since

the number of candidates per field in this table is limited forhigher row numbers,

not all fields do necessarily hold an entry.

The leaf set ofA contains the2b peers that have the numerically closest iden-

tifiers to idA, centered aroundA in the identifier space. Thus, it contains2b−1

peers with an ID higher thanidA, and2b−1 peers with a lower ID. It is used for

the final routing step of a query.

Finally, the neighborhood set holds2b+1 peers that are close toA with respect

to the underlying topology, e.g., peers that have a short round-trip time toA. It

is used in the initial configuration steps of a joining node and tries to ensure that

short underlay connections are chosen for overlay links. Ithas no direct effect on

the overlay routing procedure of Pastry.

A node forwards a query to a neighbor that shares a longer common prefix

with the target ID. Thus, ideally the matched prefix grows at least by one digit

with each step. If no node can be found that shares a longer prefix with the target

ID, a neighbor is chosen that is numerically closer to the target. This can always

be achieved via the leaf set entries. Finally, when a query reaches a peer which

covers the target ID with its leaf set, this peer forwards thequery directly to its

destination, the node with the ID numerically closest to thetarget ID. With this

routing procedure, messages in Pastry reach their target inO(log2bN).
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Kademlia

Kademlia [31] is a DHT that has a less rigid structure than theother DHTs de-

scribed here. It utilizes the search requests themselves tostabilize the overlay and

therefore saves signaling traffic. Additionally, query routing is more flexible and

can utilize shorter paths with respect to the underlying network topology. Fur-

thermore, queries can be issued in parallel along separate paths, so that both the

search speed and reliability are improved. Although much less work was pub-

lished on Kademlia than on Chord, it is much more widely used.One example

is the distributed tracker feature of the BitTorrent Mainline [84] and Vuze [91]

clients, which are both based on the Kademlia DHT.

The exact metric used in Kademlia to define the distance between two 160-bit

identifiersx andy is the bitwise exclusive or (XOR) interpreted as an integer,i.e.,

d(x, y) = x ⊕ y. Since the XOR metric is symmetric, neighbor relationshipsin

a Kademlia overlay are symmetric as well. This is a difference to Chord, where a

finger of a peerA does not usually haveA in its own routing table. The symmetry

property allows peers to use the origins of incoming queriesas updates for their

routing table. In addition, for any given identifieridA and any given distance∆,

there is only one identifieridB so thatd(idA, idB) = ∆ (unidirectionality). As

a result, searches for the same identifier converge along thesame path, with their

origin being irrelevant. This allows for additional optimization via the caching of

items.

The routing table of a Kademlia peer consists of so-called k-buckets. Each

of these k-buckets holds up tok addresses of remote peers from a certain range

of the identifier space. Theith k-bucket of a peerA holds only entriesB for

which 2160−i ≤ d(idA, idB) < 2160−i+1. This means that the first k-bucket

covers the distant half of the identifier space, the second a quarter, and so on.

The last k-bucket contains the peer itself. Thus, the entries in the first k-buckets

serve as shortcuts to quickly reach remote parts of the identifier space, while the

neighborhood of the local peer is known in much more detail, since it is covered

by more k-buckets, cf. Fig. 2.3. This allows for a routing inO(log(N)), similar
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to Chord. However, in contrast to Chord or Pastry, a single routing algorithm

suffices to reach the target.
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Figure 2.3:Tree structure of Kademlia, ovals show subtrees where peer 0100
must have a contact

If a new contact is discovered, the least recently seen entryin the according

k-bucket is pinged. If it answers, the new contact is discarded. Otherwise, the old

contact is assumed to be offline and the new peer is inserted. This algorithm is

based on the experience that a node which was online for a longtime is more

probable to stay online as well.

CAN

A Content Addressable Network, or CAN [24] is the name commonly used for a

specific implementation of a DHT that forms ad-dimensional Cartesian coordi-

nate space on ad-torus as its structure. Peers are assigned a specific part ofthe

coordinate space as their responsibility, their so-calledzone, cf. Fig. 2.4. A peer

stores all items that have coordinates within its zone.

The routing table of a peerA consists of all peers that have a zone border-

ing A’s zone alongd − 1 dimensions. Since CAN forms a Cartesian coordinate

space, a query can be forwarded in the direction of its destination based on the

zones of the neighboring peers. The number of hops taken in a CAN overlay is in

O(dN1/d).
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Figure 2.4:Example of a 2-dimensional CAN network

At the core of CAN is the algorithm which manages the zones. When a peer

A joins the overlay, it selects a random pointP and sends a query with that

destination. This query is routed to the peerX that holds the zone in whichP

lies. Then, this zone is divided equally betweenX andA, along a dimension that

is determined by earlier splits that led to the creation ofX ’s zone. In case of a

2-dimensional CAN, zones are split alternating along the x-axis and the y-axis.

All items that have to be stored on the new node, as well as the neighbors only

belonging to the new zone are handed over byX.

When a node leaves the overlay, its zone has to be taken over bya remaining

node. If a well-formed zone can be created by one of the neighbors, it takes over

the orphaned zone. Otherwise, the neighbor with the smallest zone takes over. To

increase the robustness and content availability, the overlay can be strengthened

by implementing a numberr of different realities. Each reality is a separate and

independent coordinate space, with a single peer holding a different zone in each

reality. Thus, items are stored redundantlyr times, and nodes can choose in which

reality to forward a query to circumvent routes blocked by churn. This also speeds

up the search if a node selects close neighbors in terms of underlay proximity.
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2.2.2 One-hop DHT Architectures

In contrast to the DHTs described in the last section, a one-hop DHT stores all

peers in the overlay as neighbors in the routing table of eachnode. In this fully

meshed overlay network, each node only needs a single hop to forward a query

to its destination, hence the name one-hop DHT. Thus, the search process itself is

greatly simplified and shortened. With routing being unnecessary, the structure of

the overlay and its identifier space can also be kept simple. It is typically assumed

to be the identifier ring as used by Chord or Pastry. However, since every node

has to maintain a complete view on the overlay, the maintenance effort to keep

all routing tables up to date is higher than for a multi-hop system. Every node has

to be informed about every state change caused by node churn,which leads to a

higher maintenance bandwidth consumption.

Still, the overlays considered here share the features of consistent hashing and

self-organization under churn conditions with multi-hop DHTs. By knowing all

other peers in the overlay, a node can locally determine on which peer a given

item should be stored. Joining nodes still automatically take over items they have

to store, while the data of leaving nodes can be kept in the overlay via redundancy

mechanisms. In order to improve the load distribution for smaller systems, it is

often discussed to map a number of virtual nodes to each physical node. This

number can be tuned to the capacity of the physical node. As a side effect, this

feature decreases the effort for single nodes during reorganization.

Related Work

A general analysis of the necessity of a multi-hop routing substrate in a DHT

is presented in [37]. The authors argue that routing indirection only adds com-

plexity to the system and should be avoided if it is not absolutely necessary. To

judge when a multi-hop architecture is needed, a basic analysis of the necessary

node bandwidths is conducted. The effort needed to keep the complete state up

to date at one node in a one-hop DHT is compared with the data maintenance

traffic needed in any case, e.g., for downloading content to new nodes that are
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responsible for it. It is shown that only systems in the rangeof 107 nodes and

larger need a multi-hop structure when realistic node lifetimes are assumed.

In [34], an architecture for a one-hop DHT is presented that scales to up to105

nodes. The main indicator to determine the scalability is the bandwidth overhead

needed to distribute state change information. This information has to be made

available in the whole overlay since all nodes have to keep their forwarding table

up to date in order to ensure a low query failure rate. To this end, the identifier

space, which takes the form of a ring, is segmented into so-called slices. Each

slice has one node selected as its slice leader. A slice is again segmented into

units that have their own unit leaders. This structure is used to forward all state

change information generated in a slice to the slice leader.This node collects all

information within a certain time interval and then distributes the information to

all other slice leaders. These can then forward the notifications to the nodes in

their slices via the unit leaders.

An analysis in [34] shows how the query failure rate in this system depends

on the length of the time interval in which state change information is collected,

as well as the time it takes to determine a state change and to forward the in-

formation. The bandwidth overhead is also influenced by these times, but can

additionally be influenced by the number of slices and units.The bottlenecks of

the system with respect to the used bandwidth are the slice leaders, which carry

the highest load and limit the scalability of the architecture.

The scalability properties of one-hop DHTs and their viability in compari-

son to multi-hop overlays are again discussed in [52]. Here,enterprise DHTs are

identified as a major field of application, which shows different features in com-

parison to peer-to-peer end user systems. Thereby, the nodelifetime and therefore

the overlay stability is much higher in enterprise networks. The same is true for

the available capacity, both in terms of bandwidth and processing. However, also

the load on these systems is increased, as the number of queries per second is sig-

nificantly higher than in an end user ’best effort’ application. These observations

and assumptions coincide with our own.
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Similar to [34], the focus of the analysis provided in [52] ison the bandwidth

used by the overlay. Here, both the traffic needed for topology maintenance and

the query traffic is considered. It is concluded that one-hopDHTs scale to a few

hundred thousand nodes. The operating points where a one-hop DHT is more

efficient than a multi-hop DHT are identified in dependence ofsystem size, node

lifetimes, and lookup rates. Neither the node load nor a redundant storage of

items in a single one-hop DHT are considered. However, an architecture for a

system of several site-redundant one-hop DHTs as well as a global hierarchy of

one-hop DHTs is proposed. The former provides resilience tonetwork partitions

by storing data fully redundant on several sites, while the latter circumvents high-

latency hops which are an issue with other hierarchical DHTs.

A one-hop DHT is used as a central architecture element in SEATTLE [69], a

proposal for combining the scalability of IP with the ease ofconfiguration of Eth-

ernet. It uses the DHT to store the mappings of Medium Access Control (MAC)

addresses of hosts to their location, as well as the mappingsof IP addresses to

MAC addresses. Thus, broadcasting protocols such as ARP andDHCP are re-

placed with lookups in the DHT, making the architecture scalable. Switches are

used as the nodes comprising the DHT, and consistent hashingis again used as

the mechanism to assign items, i.e., mappings, to the responsible switch.

The evaluated systems are in the range of several hundred nodes in the DHT.

The performance study focuses on the behavior of the system for different pro-

tocol parameters, such as the timeout of cached entries. Furthermore, the routing

table size, i.e., the number of stored items per node, is considered. It is shown that

SEATTLE scales much better than large-scale Ethernet and performs better than

comparable approaches. However, the performance characteristics of the one-hop

DHT are not considered in detail.

Dynamo [57] is an implementation of an architecture very much like the one

analyzed in this chapter. It provides many services in the platform of the e-

commerce company Amazon. It is used by applications that do not need a com-

plex distributed relational database, but rather a simple key-value store such as

provided by DHTs. Therefore, it uses a one-hop DHT as one design component
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to provide load distribution and redundancy while keeping the search times short.

However, the specific environment and service expectationsof the Amazon on-

line platform lead to a focus on availability additionally to guaranteed response

times. Since Dynamo is used, e.g., to provide a shopping cartservice, it is abso-

lutely necessary that write actions succeed with a very highprobability in order

to prevent financial consequences and to keep the customer’ssatisfaction high.

Consistency of the stored values is then achieved during read operations. The de-

ployed Dynamo systems in a production environment typically contain several

hundred nodes. While measurements of search latencies and load imbalances in

a deployed system are presented, these only cover a very specific parameter set

of a one-hop DHT architecture.

Improvements and implementation alternatives to the general one-hop DHT

architecture are discussed in [57] as well. The possibilityof allowing clients to

address specific nodes in the overlay directly is raised. Thus, clients can deter-

mine the node that holds the desired data and query it directly. This circumvents

even the single hop that is normally necessary in a one-hop DHT, but necessitates

that clients have a detailed view on the distributed system and cannot treat it as

transparent.

In contrast to the previous work described above, we focus ona more general

view on the system, its parameters and how they influence the performance. For

this, we do not focus on the bandwidth overhead, but take intoaccount the query

load on the nodes themselves, which is neglected in the related work. Our sys-

tem differs from other architectures since it implements a lookup layer situated

between the applications and the data storage. This, however, does not invalidate

the derived results for the case where the application data is stored directly in the

overlay, since the most important system characteristics are found in both cases.

2.3 Architecture of a Distributed Lookup Overlay

As discussed in Section 2.1, we focus on a high-performance distributed index

based on a one-hop DHT. To this end, we develop and describe inthis section our
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own specific architecture suited for a relevant application, namely a distributed

database, similar to Dynamo [57] but with different requirements. Thus, the sys-

tem discussed below implements a lookup layer for a virtualized database which

consists of a number of physical database servers. This means that the nodes in

this lookup layer only hold pointers to the storage locationof the real data. The

one-hop DHT we develop an analytical model for is placed in this practically

relevant setting, which we therefore outline in the following.

2.3.1 Layers of a Distributed Database

We consider a distributed database which stores a large number of entries, e.g.,

a subscriber database in a mobile network operator domain ora user database of

a webshop. Due to the large amount of stored data, the database is distributed

among several dedicated database servers, which form the back-end. To locate

specific data entries in this back-end, a front-end layer offers the necessary lookup

and forwarding functionality, i.e., the front-end resolves queries to the database

and forwards them to the correct back-end server. This lookup layer stores point-

ers to back-end servers, one pointer for each database key. These pointers take

the form of< key, value > pairs, with the key being a reference to the original

database key queried and the value holding the address of theback-end server

where the associated database entry is stored, cf. Fig. 2.5.

The number of lookup entries which have to be stored in the front-end de-

pends on the amount of data in the back-end. A complete lookuptable may very

well be several dozen Gigabyte in size, e.g., for a database of a national mobile

service provider. With even larger databases and more keys,this value grows.

This seems small if compared to hard disk space commonly available. However,

the additional time consumed in the lookup layer should be kept to a minimum,

which leads to this data being kept in the Random Access Memory (RAM) of

the nodes. RAM, while becoming more and more inexpensive, isin these orders

of magnitude still an important capital expenditure factorin the equipment of

servers. Therefore, keeping the amount of data stored on a single node low is a
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Figure 2.5:The basic system architecture

question of cost efficiency, and guidelines to system dimensioning are valuable.

Applications, in case of a subscriber database e.g., accounting or location man-

agement, issue queries to the database system, normally searching for one entry

at a time. These queries may be Lightweight Directory AccessProtocol (LDAP)

messages or conform to other protocols suitable for accessing a database. Since

the pointers stored in the front-end layer only change when new entries are added

in the back end, or if entries are moved from one back-end server to another, the

bulk of queries is expected to consist of read operations forthe front-end, i.e.,

lookups for applications.

It would not be viable for external applications to know the internal structure of

the database, such as the addresses of specific nodes in the lookup layer. Instead,

the queries are sent to the system as a whole, e.g., in form of an anycast address

like in the DNS architecture, or to one defined address which serves as a load

distributor. Thus, application queries only see one virtual data storage system,

while its internal complexity remains hidden.

This entry point into the database system does not need much logic and

can therefore perform very efficiently. It forwards the queries to the front-end
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servers of the system. Basic load distribution may be conducted before forward-

ing queries to the individual front-end servers. However, this work focuses on

the lookup layer itself. Once the query is in the front-end layer, the database key

it contains is resolved to the address of the back-end serverholding the associ-

ated entry. Finally, the response with the queried data is forwarded again via the

front-end to the application. This is done in order to necessitate only a single

connection between the application and the database system, as well as to hide

the internal complexity of the latter.

2.3.2 Implementation by a One-hop DHT

The lookup layer of the basic architecture described above is now implemented

by a one-hop DHT. The interface of a DHT, namely the ability tostore and re-

trieve pairs of keys and values, is perfectly suited to such asystem. The original

database search keys, e.g., LDAP keys, can be hashed to serveas hash table keys.

The storage locations of the associated data sets are the associated values. The

particular implementation details of our system are described in the following.

We consider a typical one-hop DHT with an identifier ring as its structure,

similar to [34] or [57]. The lookup entries are stored in the DHT according to

their keys, as described in Section 2.2. Each entry is storedon its successor node

in the identifier ring. Additionally, it is stored onR−1 successors of that node to

ensure redundancy and to prevent data loss, cf. Fig. 2.6. Thus, nodeA is primarily

responsible for each entry falling in the ID range betweenA and its predecessor.

Due to the redundancy,A can nevertheless resolve queries for all entries up to

the responsibility range of itsR−1 predecessors. Here,R is a tunable parameter

that enables a trade-off between resource savings on one hand and system load

and availability on the other hand, as we show in Section 2.4.

Thus, the normal system operation is as follows. An application issues a query

to the database of which the lookup system is part of. These queries are dis-

tributed evenly among the lookup nodes, e.g., by means of a simple round robin

load distributor. When a query reaches a lookup nodeA, this node first hashes
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Figure 2.6:The structure of the considered one-hop DHT front-end layer

the database key of the query. Next, it checks whether it stores the lookup entry

associated with this key locally, including the redundantly stored data. If this en-

try is not stored locally, the node determines which other node is responsible for

it via its routing table, and requests the entry from that node. In either case, the

original query is afterwards forwarded to the according back-end database server,

whose address is the stored value of the< key, value > pair of the lookup en-

try. Finally, the response to this database query, which contains the requested data

itself, is forwarded to the application.

In case of an additional internal lookup, the node with the lowest ID higher

than the hashed key searched for is always selected as the responsible node. This

eases the routing process in case of node failures, and should still return valid

results as long as no data loss has occurred, which is only possible ifR consecu-

tive nodes fail in a short time interval. While the query loadfor one entry could

also be distributed among theR nodes storing that entry, we assume that each

entry is queried with the same frequency, and therefore, no additional gain can be

achieved by this measure.
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As we have seen in Subsection 2.2.2, systems like this are deployed in real-

ity with a size smaller than a few hundred nodes. This relatively small number

of nodes in the front-end layer invalidates a common assumption for large-scale

DHTs: the inherent load distribution. Since generally, nodes in a DHT are as-

signed their position in the identifier space of the overlay by a random hash func-

tion, only a large number of nodes lead to a nearly equal distribution. This in turn

leads to an equal distribution of lookup entries to be storedon each node, and,

assuming an equal probability for each entry to be queried, load distribution.

Conversely, a low number of nodes is not necessarily positioned well-distributed

in the ID space of the DHT by a random hash function, and therefore the query

load may be skewed.

Moreover, the nodes storing more lookup data have to providemore memory.

If it can not be predicted how the load will be distributed, all nodes have to be

equipped with enough resources to handle the worst case, resulting in higher costs

than necessary. One common way to circumvent this problem isto use multiple

virtual nodes per physical node to reestablish an equal distribution of nodes in

the identifier space.

Since we are interested in a system where the property of loaddistribution

is achieved, we consider an alternative solution here that has the same effect

but offers itself more to analysis. We assume the random overlay ID assignment

known from most DHTs is replaced by a deterministic positioning of the nodes

in the overlay, assuring that each node is responsible for the same amount of data.

Thus, we can assume almost perfect load balancing for our analysis.

While the considered application of a critical database normally warrants

the deployment of dedicated hardware with long Mean Time Between Failures

(MTBF) intervals, it is nevertheless possible that a node orone of its components

fails during normal operation. Node failures greatly upsetthe even load distribu-

tion in the system, leading to overload and/or congestion and should therefore be

acted upon immediately. In order to keep the need for manual intervention low,

an automatic reorganization algorithm is used to reassign the IDs of the remain-

ing nodes, thus again placing them equidistantly on the identifier ring. Since this

27



2 Search and Lookup Overlays

also includes a change in the responsibility ranges for eachnode, a redistribution

of the lookup data is necessary in this case.

Apart from the aspect of node failures, the data stored in a database changes

over time. Generally, the amount of data grows, which means it should be easy

to expand the system by adding new nodes, both to the back-endand to the front-

end layer. The system should scale with the number of entries, and ideally, adding

new nodes does not involve major manual configuration.

Anchor 
node A

Overlapping
range

Failed 
node B

CD

E

E’

D’

C’

New inter-node
distance

Figure 2.7:Reorganization after one node failure

We assume a simple heuristic is used to limit the amount of data which has to

be transmitted over the network. This heuristic can cope both with node additions

and with node removals or failures. Starting from an anchor node, each node

is positioned in the correct distance (computed with the newnumber of active

nodes) in the same order as before. Thus, there is a high probability that the old

range of a node has a large overlap with its new range, meaningthat the node

already stores much of the data it needs in the new situation,cf. Fig. 2.7.

The same algorithm is used to add new nodes to the system, enabling an easy
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expansion and scaling with increasing load. If more than onenode is to be added

at the same time, the new nodes are inserted equally distributed into the system,

so that again the overlap between old and new responsibilityranges is high for

the ’old’ nodes.

2.4 Analytical Queueing Model

We now present our analytical model to evaluate the one-hop DHT architecture

presented in the last section. It is based on a queueing modelin order to con-

sider the query load at the lookup nodes. With this model, we are able to analyze

the search time spent within the one-hop DHT in dependence oftwo main pa-

rameters influencing the system behavior, which are the number of nodes in the

system and the degree of redundancy. The number of nodes, i.e., the system size,

is considered as an important parameter in the related work [34,37,52], while the

redundancy is generally neglected in these studies. However, our results show that

it has a significant influence. The search time is a performance indicator consid-

ered, e.g., in [57] and [33], and the most important parameter for the considered

application [85].

2.4.1 Overall System Model

To evaluate the presented architecture, we employ the system model shown in

Fig. 2.8. In this model, we make some simplifying assumptions. First, the pro-

cessing times for queries are assumed to be independently and identically dis-

tributed (iid), i.e., we do not differentiate between the processing of external

queries, internal queries, or response forwarding. However, we assume a larger

variance in the service time to compensate for this. Second,we assume that the

popularity of each database entry, i.e., the frequency withwhich it is queried,

is the same. Our third assumption is that the aggregate traffic flows and query

arrivals at each node constitute a Poisson process.
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2 Search and Lookup Overlays

The total initial query load offered to the system is createdby the applica-

tions connected to the database system. The query arrivals are assumed to follow

a Poisson process with rateλ0. We further assume an equal distribution of this

load on each of theN nodes in the system, resulting from the basic load distribu-

tion described in the last section. Each node is modeled by means of aM/GI/1

delay system with an arrival rateλ∗ and a processing timeB with meanE[B], cf.

Fig. 2.8. The waiting timeW is implicitly given by the node model and parame-

ters. The query forwarding duration over the network is modeled by the random

variableTT for the transmission time distribution.

TT Node
sojourn
time

GI1

2

Service
time

B

Waiting
time

W

N

Front-end node *λ

Figure 2.8:System model

The search procedure follows the phase diagram depicted in Fig. 2.9. The first

lookup node is traversed in any case. With a probability1 − p, this node holds

the lookup data for the query. Thus, the query can be directlysent to the back-

end and the response can be forwarded to the application (theupper path of the

diagram). The probability1−p depends on the share of lookup data a single node

stores. Since we consider content replication to increase availability and perfect

load distribution, each node stores a fraction ofR
N

of all lookup entries, where

R is the redundancy factor (1 ≤ R ≤ N ). Therefore, the probability to find the

queried data on the first node is1− p = R
N

as well.

Consequently, with probabilityp = N−R
N

the query has to be forwarded to

a different node if the local node does not store the lookup entry necessary to

resolve the query. This leads to a hop within the overlay and an additional node
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2.4 Analytical Queueing Model

traversal as well (corresponding to the lower path in the diagram). The response

from the second lookup node is then sent back to the initial node, taking a second

hop. The initial node can then forward the application queryto the database.

Finally, when the database server sends a response it is again forwarded by the

initial node to the application.

W B W BTT

W B

TT

Resolution/internal
forwarding on the
first lookup node

Resolution on the
second lookup node

Forwarding to
database by

the first lookup
node

Total search time ST

p

1-p

W B

Forwarding of result
by the first
lookup node

Figure 2.9:Phase diagram for the search procedure

An important aspect of the one-hop DHT under consideration is that not each

query is resolved by the first node it encounters. Most of themwill spawn subse-

quent internal queries. Therefore, the query arrival rate at one node must consider

this additional internal load. Each node initially receives its fair share of applica-

tion queries. With the total initial arrival rate beingλ0, and the system consisting

of N nodes, this initial load at a specific node corresponds toλ0

N
, cf. Fig. 2.10.

Of these queries, the node can only resolve a fraction1 − p = R
N

locally, as

discussed above. The rest of the queries has to be resolved ona second node,

and is consequently forwarded. This outgoing query flow is equally split among

theN − 1 remaining nodes. Due to the symmetry of the traffic flows, the same

amount of queries (with ratep · λ0

N
) is received. This traffic is therefore added to

the external query flow.

All internal queries are also answered, effectively doubling the internal traffic.

This is due to the fact that the first node receiving the request is responsible

for resolving the complete query and forwarding the response to the querying
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Figure 2.10:The traffic flows contributing to the node arrival process

application. Some traffic could be saved if the database virtualization allows for

the second node or even a back-end server to answer the application query instead

of the first reached node. However, we describe the most general and worst case

here with the least assumptions about the interface betweenexternal application

and virtual database system.

Therefore, all application queries received by the initialnode are forwarded to

the responsible back-end database server, and the answers are again forwarded

to the first node to be forwarded to the application. Thus, therate of λ0

N
is again

received from the back end and processed, leading to a total arrival rate of

λ∗ = (2 + 2p)
λ0

N
= (2 + 2 ·

N −R

N
)
λ0

N
. (2.1)

This means that we have to discern two different load values:the load com-

puted from the application queriesρ0, and the actual node load including internal

queriesρ∗. The first value, which is seen from outside the system, may beused as

the primary indicator when describing the system as a whole.However, the sys-

tem performance can only be evaluated with the second value.The normalized
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offered initial load of one node isρ0 = λ0E[B]
N

. With the total arrival rateλ∗, the

actual node utilizationρ∗ can be derived as

ρ∗ = λ∗ · E[B] = ρ0 · (2 + 2p). (2.2)

While this internal load increase seems much, it is still limited due to the single

hop that is necessary in the DHT. In a multi-hop overlay, thisincrease would be

larger, roughly by a factor equal to the average number of hops in the DHT.

2.4.2 Analytical Approach

In this section, we present the analytical model used to describe how different

parameters affect the system performance. We focus on the search timeTS as the

primary performance indicator, i.e., the total time spent by a query in the lookup

layer. We provide an approximate analysis of the search time, in order to be able

to evaluate the major factors influencing the system.

First, we analyze the distribution functionTS of the total search time, cf.

Fig. 2.9. It comprises the node sojourn time in the first node visited by a query in

the lookup layer, as well as the transmission times to and from a second node if

an internal forwarding is necessary in the lookup layer. In this case, the sojourn

time on that second node as well as the second sojourn time on the first node is

also part of the total search time. Finally, the response being forwarded from the

back-end to the application is processed as well, leading toa fourth node sojourn

time. Assuming independent waiting time distributions at all nodes, we arrive at

the Laplace-TransformΦS(s) of the search timeTS :

ΦS(s) = (1− p)(ΦW (s)2ΦB(s)2) + p(ΦW (s)4ΦB(s)4ΦT (s)
2). (2.3)

Here,ΦB(s),ΦW (s), andΦT (s) denote the Laplace-Transforms of the distribu-

tion functions for the service timeB, the waiting timeW , and the transmission

timeTT , respectively. We model a single lookup node as aM/GI/1−∞ delay
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system, using the Pollaczek-Khintchine formula [97]

ΦW (s) =
s(1− ρ∗)

s− λ∗ + λ∗ΦB(s)
(2.4)

and finally obtain

ΦS(s) = (1− p)

(

s(1− ρ∗)ΦB(s)

s− λ∗ + λ∗ΦB(s)

)2

+ p

(

s(1− ρ∗)ΦB(s)

s− λ∗ + λ∗ΦB(s)

)4

ΦT (s)
2. (2.5)

In general, it is numerically difficult to quickly obtain values in the time do-

main in order to gain basic insights into the system behavior. Thus, we directly

compute the mean value and variance of the search time.

From the phase diagram shown in Fig. 2.9, the mean search timeE[TS] can

be given as

E[TS] = 2(E[W ] + E[B]) + 2p(E[TT ] + E[W ] + E[B])

= (2 + 2p)(E[W ] + E[B]) + 2pE[TT ], (2.6)

with E[W ] being the mean waiting time andE[T ] being the mean transmission

time. Again, under the assumption of aM/GI/1 − ∞ delay system, we can

express the mean waiting time in the queue of a node accordingto Takács [19] as

E[W ] =
λ∗E[B2]

2(1− ρ∗)
, (2.7)

which leads us to

E[TS] = (2 + 2p)

(

λ∗E[B2]

2(1− ρ∗)
+ E[B]

)

+ 2pE[TT ]. (2.8)

It should be noted that the second moment of the service time distribution func-
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tion is needed in Eqn. 2.8 in order to compute the mean search time. The co-

efficient of variation of the search timecTS
can also be derived from Fig. 2.9.

Since we cannot simply add the weighted variances of the two paths of the phase

diagram, we first compute the variances of the search time of the two paths sepa-

rately. From these values, we can compute the second momentsof these two dif-

ferent search time distribution functions. Finally, we compute the second moment

of the total search time distribution function from the weighted second moments,

and thus the coefficient of variation of the total search process.

To this end, we define the search time distribution functionsfor the two paths

of the phase diagram, namelyX for the search time of the upper path without any

additional hop, andY for the search time in the lower path. In order to compute

the the second moments of these two distribution functions,we also need the

second moment of the waiting time [19]:

E[W 2] = 2E[W ]2 +
λ∗E[B3]

3(1− ρ∗)
. (2.9)

Since we assume the independence of all distributions,

V AR[X] = 2(V AR[W ] + V AR[B])

=
3λ∗(λ∗E[B2]2 + 4E[B3](1− ρ∗))

6(1− ρ∗)2

+ 2(E[B2]− E[B]2) (2.10)

and

V AR[Y ] = 4(V AR[W ] + V AR[B]) + 2 · V AR[TT ]

=
λ∗(3λ∗E[B2]2 + 4E[B3](1− ρ∗))

3(1− ρ∗)2

+ 4(E[B2]− E[B]2) + 2(E[T 2
T ] + E[TT ]

2). (2.11)
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Now, we can compute the second moment ofX andY :

E[X2] =
3λ∗(λ∗E[B2]2 + 4E[B3](1− ρ∗))

6(1− ρ∗)2

+ 2E[B2] + 2

(

λ∗E[B2]

2(1− ρ∗)

)2

+ 2
λ∗E[B2]E[B]

2(1− ρ∗)
(2.12)

and

E[Y 2] =
λ∗(3λ∗E[B2]2 + 4E[B3](1− ρ∗))

3(1− ρ∗)2

+ 4(E[B2]− E[B]2) + 2(E[T 2
T ] + E[TT ]

2)

+ (4(
λ∗E[B2]

2(1− ρ∗)
+ E[B]) + 2E[TT ])

2. (2.13)

With Eqns. 2.12 and 2.13 we arrive at the second moment of the search time as

E[T 2
S ] = (1− p) · E[X2] + p ·E[Y 2],

and can finally derive the coefficient of variation of the total search time from the

first moments of the service time distribution function and the transmission time

distribution function:

cTS
=

√

V AR[TS]

E[TS ]

=

√

(1− p) ·E[X2] + p ·E[Y 2]− E[TS]2

E[TS ]
. (2.14)

36



2.5 Performance Evaluation

2.5 Performance Evaluation

Using the analytical model presented in the last section, wenow describe the

major performance characteristics of the observed one-hopDHT. In particular,

we discuss the most important parameters that can be used to influence the system

behavior, described by the search timeTS . These are the system size, i.e., the

number of lookup nodesN , and the redundancy factorR. Finally, we take a

closer look at the system behavior under expected churn conditions.

For the following results, we assume a service process with mean

E[B] = 1ms and a coefficient of variation ofcB = 2. A node has to manage dif-

ferent tasks, i.e., checking if a query can be resolved locally, forwarding queries

to other front-end nodes, creating back-end database queries, and forwarding the

results to applications. We reason that these different tasks lead to a high variance

in the processing time of such a node. To model the internal network transmis-

sion, i.e., query forwarding from front-end server to front-end server, we use an

exponential distribution with mean0.3ms. We do not consider the querying of

the back-end database here, but focus on the time a query spends in the lookup

system itself. The values both for the mean service time as well as the mean trans-

mission time are based on measurements conducted with off-the-shelf hardware.

It is expected that they are lower in high-performance systems. However, since

we provide our results for the mean search time normalized bythe mean service

time and in dependence on the system utilization, the absolute values are of less

importance.

2.5.1 Influence of the System Size

The first parameter of the system under consideration is its size. The more nodes

are used to construct the overlay, the less resources are needed on the single

nodes. Since typically less powerful equipment costs a fraction of the price of

high-end hardware, this may mean a significant cost advantage, as explained in

Section 2.3. However, the number of lookup nodes also has a direct influence on
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Figure 2.11:Internal load increase in relation to the system size

the probabilityp that a query has to be forwarded within the lookup layer. Since

p = N−R
N

, more lookup nodes lead to a higher probability for two internal hops

if R is kept constant. According to Eqn. 2.2, this increases the effective utilization

ρ∗ of the nodes.

Figure 2.11 shows this internal load increase in dependencyof the system size

N and for different redundancy factorsR. We can observe that the internal load

increases quickly once the system gets larger than the redundancy factor. How-

ever, after a size of a few hundred nodes is reached, the internal load increase is

already close to its maximum and grows only slowly. Therefore, and since real-

istic systems are of this size [57], we do not consider largersystems. For systems

with less nodes thanR, no internal load increase exists, since the information is

stored fully redundant.

Now, we evaluate how this internal load increase affects themain performance

indicator of the system, the search time. To this end, Fig. 2.12 compares the

mean search timesE[TS] normalized byE[B] for an initial system utilization

ρ0 ∈ ]0; 0.25], and for numbers of front-end nodes ranging fromN = 5 to
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N = 100. Additionally, the hypothetical case where every query is forwarded

internally, i.e., lim
N→∞

p = 1 is represented as an upper bound (dashed line). Larger

values forρ0 are not meaningful, since the effective utilization is up to4 times

larger due to the internal forwarding and thereforeρ∗ ∈ ]0; 1] for the chosen

range ofρ0, cf. Eqn. 2.2. The redundancy factor is set toR = 3, a typical value

used in practice [57].
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Figure 2.12:Mean search time for different system sizes

Our first observation is that the mean sojourn times increasewith a larger sys-

tem. However, the load increase resulting from more front-end servers diminishes

for already large systems. This is due to the fact that the forwarding probability

p grows fast for smaller systems, as shown in Fig. 2.11. Apart from this, the

search times increase with a higher system and therefore node utilization. This is

expected, since the waiting time of queries increases when the nodes are under

higher load.

Since time-critical applications do not only rely on a shortaverage search time,

but also on a low variance of this time to guarantee a good service in most cases,
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Figure 2.13:Coefficient of variation of the search time for different system sizes

we also take a look at the coefficient of variationcTS
of the search time. This

value is shown in Fig. 2.13 for the same parameters as the meansearch time

before.

Here, a larger system has a positive effect, since it reducesthe variance of

the search time. In a large system, almost all queries take aninternal lookup

and therefore visit lookup nodes more often. While each processing time and

the associated waiting time may show a high variation, experiencing these times

repeatedly reduces the overall variance of the total searchtime. For the same

reason, the variance in the search time is reduced with a higher system load.

Since more queries experience waiting times if the node utilization grows, the

average search time increases, but the difference in the search times experienced

by individual queries decreases.

For many applications, not only the variance of the search times is important,

but also the percentiles. Services in this case have to guarantee that, e.g., 99.9%

of all searches take less than a given time. However, since this value depends on

the specific service time distribution, no general results can be provided.
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2.5.2 Influence of the Redundancy

The second important parameter that influences the system behavior is the redun-

dancy factorR. It is easier to configure than the system size, since it is a part of

the software implementing the overlay functionality. Thus, the redundancy factor

can be changed during the system’s lifetime and even during normal operations.

In contrast, the system size is a result of dimensioning considerations made be-

fore the system deployment. Similar to the system size, the redundancy has a

direct influence on the probability that a query has to be forwarded internally in

the lookup layer, and therefore on the effective loadρ∗ a front end server experi-

ences.
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Figure 2.14:Internal load increase in relation to the redundancy

This is visible in Fig. 2.14, where, similar to Fig. 2.11, theinternal load in-

crease is shown, this time in relation to the redundancy factor R. Different sys-

tem sizes are compared as well. An increase in redundancy gets less effective for

larger systems, where the internal load is reduced less. Furthermore, one should

keep in mind that an increase in redundancy necessitates a larger amount of re-
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sources per node, so thatR is also limited by the node capacities. This is opposed

to the aim of larger systems to distribute the load among morenodes, with each

of them needing less resources.

Figure 2.15 shows the mean search times of queries normalized byE[B] for

an example system with 20 nodes and different redundancy factors, ranging from

R = 1 (no redundancy) toR = 20 (full redundancy, no forwarding is required).

Again, only values ofρ0 that do not lead to system overload are used. We choose

this relatively small system size in order to see a significant effect of the forward-

ing probability for lower values of the redundancy.
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Figure 2.15:Mean sojourn time for different redundancy factors for a system
consisting of 20 nodes

We can observe the same effect of the forwarding probabilityon the search

times. Systems with a higher redundancy and therefore a lower probability p

show lower mean search times. On the other hand, a higher redundancy also

means that more data has to be stored on each node. In any case,the redundancy

factor can be used as a parameter to tune the system to the needs of the operator.

It can balance the resource efficiency of the lookup architecture with its perfor-
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Figure 2.16:Coefficient of variation of the search time for different redundancy
factors

mance, while being less intrusive than a change in the numberof nodes.

We again consider the coefficient of variation of the search time in addition to

its mean value, cf. Fig. 2.16. For the same reasons as explained for the system

size analysis, the variance in the search times decreases with a higher load for all

values ofR. Similarly, due to the higher number of node traversals of the queries,

systems with less redundancy show a lower coefficient of variation for the total

search times.

2.5.3 Reorganization Effort in Case of Failures

One of the major reasons to employ an overlay for a lookup system is its ability

to react to changes in the system in a self-organizing fashion. This is mainly

needed in case of churn. The cost for this feature is the overhead needed to detect

changes in the system topology, and the mechanisms adaptingthe overlay to the

new situation. While in the scenario considered here, the rates at which nodes
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join or leave the system are negligible in comparison to a DHTutilizing end user

hosts in the Internet, there is no guarantee that nodes will never fail or that the

system will never be expanded. Therefore, we want to give an impression of the

effort needed to cope with such a situation without any manual intervention.

Since load distribution is a critical characteristic for the efficiency of the de-

scribed architecture, it has to be restored as soon as possible after one or several

node failures. The same applies to inserting additional nodes into the system.

However, we assume that an expansion is executed in a more planned and con-

trolled manner. Apart from this, the reduction of servers also increases the load on

the remaining servers, even if an equal load distribution can be achieved. There-

fore, it is the worst case for the reorganization algorithm.

In order to conduct a first evaluation of the rather straightforward method de-

scribed in Section 2.3, we conduct a Monte-Carlo simulationfor different node

failure scenarios. We vary the number of nodes that fail concurrently in a system

consisting of 40 nodes. For a given numberf of node failures, we select a random

subsetS of the nodes with|S| = f . This experiment is repeated 10,000 times

for one value off , and confidence intervals are given for a confidence level of

99%. We record the amount of data that has to be moved during the reorganiza-

tion phase in order to achieve equal load distribution again, relative to the total

amount of stored data. We assume here that the data is placed with roughly equal

density on the identifier ring. Furthermore, we neglect cases where enough suc-

cessors of a failed node also fail, which results in the loss of data. Since in this

case less data has to be transmitted over the network, the presented results are an

upper bound, even if data loss is an undesirable event.

Figure 2.17 shows these results for three different replication factors,R = 2,

R = 3 andR = 4. The amount of data that has to be transmitted increases for

higher replication grades and a larger number of node failures. The maximum

amount of moved data in the worst case equalsR · 100%, meaning that more

data has to be moved than there is in the ring. This initially counter-intuitive

characteristic stems from the fact that the responsibilityareas of the reorganizing

nodes may overlap, meaning that several nodes have to retrieve the same data sets
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if they have not stored them before the reorganization.

Due to fact that each node is responsible for a single, continuous range of the

identifier space, the number of data entries that have to be moved to a new node

is not equally distributed among all nodes. Especially the successors of a failed

node normally have to be moved across a larger distance in theidentifier space

than the following nodes. It is expected that different schemes, such as the one

proposed in [57], might be able to reduce this unfairness, lowering the maximum

amount of data that has to be moved to a single node, and consequently the time

it takes to reorganize. Still, the absolute amount of moved data remains the same,

since it only depends on the system size and the redundancy.
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Figure 2.17:Relative amount of data that has to be moved during reorganization
in a system with 40 nodes

2.6 Lessons Learned

In this chapter, we saw that DHTs, although offering a scalable and reliable search

functionality, still have to be optimized in order to be viable solutions for high-
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performance applications. The demand for a fast search leads to one-hop DHTs,

which do not require a lengthy routing process. Still, thesesystems come with

performance challenges of their own. While the internal load is increased in every

overlay which involves the forwarding of queries, this effect has a significant

impact on architectures where resources on the participating nodes are scarce.

There is an implicit trade-off between a fast search, where afully redundant

storage of the data would be the best case, and a smaller amount of storage re-

sources per node, which necessitates a time-consuming internal routing process.

This is complicated by the fact that lookup data distribution is not efficient for all

resources, since internal traffic means more consumed bandwidth and a higher

query load that has to be processed on the servers.

In our analysis, we identified this general trade-off between the node load and

search speed on the one hand, and the necessary storage resources and overhead

for load distribution in case of failures on the other hand. Although fast lookup is

the main performance optimization goal, the amount of resources per node and

the number of nodes are essential for a cost analysis and for system dimensioning.

Additionally, these values govern in which load area the system can be used.

This trade-off can mainly be influenced by two parameters, namely the system

size and the redundancy with which data is stored in the overlay. Larger systems

in general lead to a higher node load and longer searches, even in case of a one-

hop DHT. However, a system with more nodes needs less storageresources per

node. A higher redundancy factor, which is easier to configure and change, has

the opposite effect: it lowers the search time and the numberof queries a node

has to process in a given time, but each node has to store more data.

In small-scale systems, an additional effect can be observed. Load distribution

is no longer automatically given in these overlays if nodes are placed randomly in

the identifier space. Thus, a larger effort has to be made to ensure that the query

load is evenly distributed. This is especially true when node failures occur and the

content in the overlay has to be re-distributed. Here, a higher redundancy leads

to more generated traffic and therefore longer reorganization times. The results

concerning the internal load increase of one-hop DHTs can beextrapolated for

46



2.6 Lessons Learned

multi-hop DHTs. It can be generalized that more hops also lead to an even higher

increase in the internal load apart from the longer search time. This only under-

lines that one-hop DHTs are better suited for high-performance applications than

multi-hop DHTs.
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3 File-Sharing Overlays

Opportunities multiply as they are seized.

Sun Tzu (544 BC - 496 BC)

Emerging in the late 1990’s as an application, file-sharing is at the time of this

publication the largest single bandwidth contributor in the Internet according to

recent studies [75, 77]. File-sharing applications can offer good performance in

terms of download speed for end users, at least for popular files [42]. Its popu-

larity can be explained by the fact that file-sharing networks provide content for

free, even if the legality of copying and distributing the often copyright-protected

content is questionable.

The aim of file-sharing is to distribute data to all users in a fast and self-

organizing fashion, using resources like disk storage and upload capacity from

the clients themselves. It is also common for a file-sharing application to include

an index service that allows end users to search for specific files and sources for

them [35]. This service can take any of the forms discussed inthe last chapter,

including an overlay. However, in this chapter we focus on the actual content

distribution of a file-sharing application.

The most widely used file-sharing applications and protocols, such as Bit-

Torrent [66] or eDonkey [35], use overlays to distribute data. In contrast to the

search overlays of the previous chapter, these overlays typically do not form a

pre-defined structure, but create a random, mesh-like logical network. Neigh-

boring peers in this network exchange content data and do notjust route search

queries. However, signaling traffic is still necessary to manage the data exchange.
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The simplest forms of these overlays are loosely connected structures. Here, a

peer only has to find another peer storing the complete requested file. The query-

ing peer then downloads the complete file like it would from a server. Thus,

each peer only has a few connections which are used to exchange data [30]. This

is different in newer and more efficient overlays, where parts of a file may be

downloaded from a single peer [35,66]. This enables a download of the same file

from many different sources at the same time, referred to as multi-source down-

load. Consequently, the number of overlay connections usedfor data exchange is

larger in these systems.

For the same reason, the complexity of the overlays is higheras well. Mech-

anisms to achieve an efficient utilization of resources and afair load distribution

are part of currently popular overlays [35, 66]. Moreover, the systems have to

take the effects of churn into account, although these are less critical than for the

DHTs of the last chapter. Since no fixed structure has to be maintained for the

overlay for it to function properly, churn is less dangerousto the functionality of

the overlay here.

File-sharing overlays utilize the upload bandwidth and storage capacity of all

participating users. Each peer is supposed to upload data ithas already received

and which is needed by other peers. Since this technique can be used to relieve

load on servers, P2P file-sharing is interesting for traditional content providers to

provide software patches or whole software distributions [86].

The popularity of file-sharing applications and the consequently enormous

amount of traffic and costs generated by them leads to challenges for the In-

ternet Service Providers (ISPs) of the end users participating in file-sharing net-

works. We discuss these challenges in the Section 3.1. Then,we introduce the

most popular file-sharing protocol, BitTorrent, which is used in our performance

evaluation, and present results from literature that are related to our work in Sec-

tion 3.2.

Our first contribution is a new approach to locality-awareness, the most ex-

tensively studied solution to the problem considered here.The specific imple-

mentation of our approach as well as that of the dominant mechanism from lit-
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erature are followed by our model for a simulative performance evaluation in

Section 3.3. This model specifically includes swarm topologies based on mea-

surements of live BitTorrent swarms, in order to test whether ISPs and end users

do profit from locality-awareness. Finally, we provide results from this evaluation

in Section 3.5, comparing the different approaches and considering both relevant

perspectives, i.e., that of the ISPs and that of the end users. We characterize the

basic features of the two approaches and evaluate the effects they have on realis-

tic swarms as currently found in the Internet. Apart from this, we show how the

relevant parameters of the two mechanisms influence their behavior. The chapter

ends by summarizing the important conclusions from our experiments.

3.1 Challenges in File-Sharing Overlays

Ideally, every user in a file-sharing overlay uploads data toother peers. Since

file-sharing overlays grow to sizes of several 10,000 peers,and since there are

an even larger number of different overlays [78], the generated amount of data

is enormous. P2P traffic is estimated to make up 50% of the total consumer In-

ternet traffic in 2009, amounting to about four exabyte [75].Resulting from this,

one of the currently most pressing challenges is the difficult management of the

generated data flows by network providers.

One of the reasons for this is that the source and destinationof a single data

transmission are determined only by the overlay. Neighborsin a file-sharing over-

lay are generally not chosen according to their position in the underlay [35, 66].

This underlay-agnostic structure leads to overlay connections spanning several

Autonomous Systems (ASes) and in the worst case several transcontinental links.

One ISP may administrate more than one AS, depending on its importance in the

Internet hierarchy, i.e., the Tier it belongs to. A Tier1 provider with several ASes

typically has peering agreements with other Tier1 providers. Tier2 providers may

only administrate a small number of ASes or even only a singleAS and forward

traffic to the rest of the Internet via their Tier1 provider ata cost. Similarly, a

Tier3 provider uses and pays for the services of a Tier2 provider. Thus, over-
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lay connections do not only span ASes, but also provider networks, incurring

costs [40].

The longer such an overlay connection is, the more resourcesit consumes and

the more costs it creates for the underlay network providers. Especially traffic

flowing from Tier3 or Tier2 providers to higher tiers is costly for these ISPs, as

is traffic on intercontinental connections that has to be transported via oceanic

cables. These costs caused by an underlay-agnostic overlaystructure constitute a

large saving potential for providers. Thus, it is currentlya major interest of ISPs

to reduce these costs by managing P2P traffic more efficiently.

Unilateral approaches from the ISPs to tackle this problem have been tried in

the past. One simple solution is to throttle the bandwidth ofP2P connections, so

that less traffic is generated by them. In reality, this mechanism has proven to

be problematic [59]. End users view this bandwidth reduction as a reduction in

service quality, if not as an intrusion in their way of using the Internet. Thus, user

satisfaction is severely reduced.

In addition, overlay providers and end users react to bandwidth throttling or

other harmful interventions of the ISPs by making P2P application traffic harder

to identify and to manage. The flexible utilization of ports as well as the encryp-

tion of P2P traffic [91] are steps in an arms race against ISPs which only leads to

even higher costs on the service provider side.

Thus, a new way of approaching the problem of managing P2P traffic is

needed. The experiences described above lead to the conclusion that any suc-

cessful management scheme has to include the overlay providers and the end

users. This approach is recently followed, e.g., by Economic Traffic Management

(ETM) [1] or the efforts of the Application Layer Traffic Optimization (ALTO)

IETF working group. Here, all participating partners have to benefit or at least

not to be penalized by the traffic management, so that they canpartake voluntar-

ily. More formally, it is required that the download performance of the end users

should improve or at least must not be decreased, while ISP costs should be low-

ered. This latter task is achieved by reducing the costly inter-AS traffic. Next, we

present some mechanisms and architectures that implement this basic idea.
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3.2 Background and Related Work

In this section, we describe all relevant mechanisms of BitTorrent, the currently

most popular file-sharing protocol. BitTorrent is in widespread use and creates a

significant share of today’s Internet traffic [77]. We describe the key mechanisms

of standard BitTorrent. A detailed description of BitTorrent including all mecha-

nisms and values mentioned below can be found in [50] and [66]. A large number

of BitTorrent application clients exist, introducing several modifications of this

protocol. However, we focus on the common and standard features here, which

define the behavior of the predominant BitTorrent clients and are therefore the

most relevant. This protocol is used in our performance evaluation of locality-

aware mechanisms, which are discussed in the second part of this section.

3.2.1 The BitTorrent Protocol

The BitTorrent protocol forms a mesh-based overlay and utilizes multi-source

download to distribute content. For each shared file, one overlay is formed, a so-

called swarm. To facilitate the multi-source download, a shared file is split into

smaller pieces called chunks. These chunks are in turn againseparated into sub-

pieces or blocks. The size of these chunks and blocks can be set by the initial

source, but should depend on the size of the file to be shared. Typical values are

a size of 256 or 512 KB for chunks and 16 KB for blocks.

Once a peer has downloaded a complete chunk, it can share thischunk with its

neighbors in the overlay. Thus, only a part of the file has to bedownloaded by a

peer in order to utilize its upload capacity. It is also easier to download different

parts of the same file from different peers. As a result, the file spreads much faster

than without the file partitioning.

Neighbor Set Management

Each peer has only a limited number of other peers in the swarmto which it has

direct contact. A peer joining a swarm typically initializes its neighbor set by
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contacting a tracker, i.e., an index server with global information about the peer

population of a swarm, information containing the addresses of all peers, and

typically statistical information about the overall download progress. A standard

tracker responds to queries with a random subset of all peers. Peers obtain the

address of the tracker for a swarm by downloading a .torrent file from a website.

Once a peerA has received a list of contacts in the swarm, it tries to establish

connections to them. If it is successful, the according remote peerB is added to

A’s neighbor set and vice versa.

A new peer tries to establish a minimum number of neighbor connections,

typically 40. Once it has reached this number, it does no longer actively seek new

neighbors. However, it will accept incoming neighbor connections until it has

reached a maximum number of neighbors, by default 80. Shoulda peer lose too

many neighbors by churn so that it has less than 40 neighbors,it will contact the

tracker and request new connections until the minimum number of neighbors is

reached again.

Each peer sends a message to new neighbors containing its currently avail-

able chunks and updates its neighbors whenever it has downloaded a new chunk.

Thus, neighbors know about each other’s download progress,i.e., which chunks

the other has already downloaded. This enables a peerA to signal its interest in

downloading chunks to a neighborB holding chunks that peerA is still miss-

ing. We say that peerA is interested in peerB. This allows peerB to consider

only interested peers, i.e., peers that can actually download chunks fromB, in its

decision which peers should be allowed to download.

Choke Algorithm

A peer uploads data only to a limited number of its interestedneighbors in or-

der to avoid splitting its upload rate between too many peers. A peer that may

request blocks from the local peer is called unchoked. All other peers are there-

fore choked, which is the default state. In standard BitTorrent, each peer has four

unchoke slots that it assigns to interested neighbors, three regular unchoke slots
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and one optimistic unchoke slot.

Every 10 seconds, a peer decides which of its interested neighbors it will reg-

ularly unchoke for the next 10 seconds. The regular unchoke slots are awarded to

the peers that offer the currently highest upload rate to thelocal peer. This strat-

egy is called tit-for-tat and provides an incentive for peers to contribute upload

bandwidth to the swarm. If the local peer has already downloaded the complete

file, i.e., it is a seeder, the slots are given to all interested neighbors in a round-

robin fashion.

Additionally, every 30 seconds a random peer that is currently choked is se-

lected for optimistic unchoking for the next 30 seconds. This allows a peer to dis-

cover new mutually beneficial data exchange connections. Itis assumed that an

optimistically unchoked peer reciprocates via the normal tit-for-tat mechanism.

Chunk Selection Algorithm

Once a peerA has been unchoked by a neighborB, it has to choose which chunk

to download fromB. From all the chunks thatB can offer and that are not com-

pletely downloaded byA, A chooses the chunk that is seen the least in its neigh-

bor set. This rarest first or least shared first strategy triesto prevent single chunks

from being shared much less than others. In the worst case, this can lead to the

vanishing of such chunks from the swarm, since they are stored on only a few

peers that go offline at some point. This so-called chunk starvation can prevent

peers from downloading the complete file. Even if chunks exist in the swarm but

are very rare, this increases the download times of peers. The upload capacity of

the few sources of a rare chunk becomes the bottleneck in thiscase.

Once a chunk has been selected,A requests missing blocks from this chunk

from B. In order to lessen the impact of the RTT betweenA andB and to take

advantage of pipelining, several blocks are requested in parallel, withB serving

the requests one after another.A can request new blocks fromB as long as it

remains unchoked at peerB.

In normal operation, each block is only requested from one peer at a time. This
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is changed in endgame mode, when a peer only misses a few blocks to finish the

download. In order to speed up this last phase, a peer requests the missing blocks

at all peers where it can get these in parallel. After a successful download, the

now superfluous requests are canceled again.

3.2.2 Approaches to Locality-Awareness

The random structure of a BitTorrent overlay, and of file-sharing overlays in gen-

eral, leads to many overlay connections spanning several ASand ISP boundaries.

The term locality-awareness denotes mechanisms that try toutilize some knowl-

edge of the underlying network, so that the overlay can adaptto its underlay.

Locality-aware mechanisms need a metric defining which peers are ’close’ in

the underlay, and which are ’remote’. Since a common aim is toreduce cross-

ISP traffic, a typical metric is that two peers are close if they are in the same

AS [15,46,70]. The related number of AS hops between two peers can also serve

as a metric. The RTT is another option, but is less stable and depends not only on

the topology, but also on the traffic load conditions in the network.

The impact P2P overlays have on ISPs networks, and the potential gains that

locality-awareness can provide, are analyzed in [40]. It distinguishes the roles

of users, content providers and ISPs. For each of these groups, the impact of

P2P usage in comparison to Content Distribution Networks (CDNs) or servers

is characterized. While the negative effects of P2P on ISPs are acknowledged,

locality-awareness is presented as a simple mechanism thatcan be used to dimin-

ish these effects. It is also compared to a caching mechanismimplemented by the

ISPs in terms of efficiency.

In the evaluation in [40], BitTorrent traces are used to calculate the traffic

savings that can be achieved by locality-awareness. Flow traces from an access

link of a university are analyzed to show that inter-AS bandwidth can be saved

by preferring local sources for data, and that download times can be improved.

Similarly, a tracker log is evaluated to compare theoretical systems, namely a

central server, a standard P2P system, a perfect caching strategy, and a locality-
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aware P2P scheme. While the idealized caching saves much more traffic than

locality-aware P2P, the savings of the locality-aware solution in comparison to the

standard implementation are significant as well. However, for both evaluations,

a highly theoretical and idealized version of BitTorrent isconsidered, so that the

results cannot be mapped to a realistic swarm.

One of the most influential works on locality-awareness is [46]. Here, it is pro-

posed to use Biased Neighbor Selection (BNS) for BitTorrent-like P2P systems.

With BNS, the neighbor set of a peer is modified to contain preferentially peers

in the same AS, cf. Fig. 3.1. One of two basic variants to implement this is pre-

sented. Here, the tracker is modified to be aware of the ASes the peers are located

in. It can then return a list of contacts which is tailored to the requesting peer, in-

stead of a random subset of all peers. The second alternativeis peer-based BNS,

where the peers themselves decide which neighbors to choose. To this end, a

peer requests more contacts than in the standard implementation, either by spec-

ifying a larger value in its request or by querying the tracker repeatedly. Then,

it rates the contacts by using some service offering locality information such as

described in [54], [74], or [68], and chooses accordingly. The latter alternative

offers a higher degree of freedom for the users, since they can decide whether to

support locality-awareness or not.

The evaluation of BNS in [46] uses simulations with a homogeneous peer dis-

tribution of 700 peers over 14 ASes. The results show that a large fraction of the

inter-AS traffic can be saved by BNS and the median as well as the 95th per-

centile of the download times over all peers are decreased. Different results are

reported in bandwidth throttling scenarios, where bottlenecks are introduced in

the inter-AS links by the ISPs. Here, the download times increase significantly,

while the traffic is reduced less than in the BNS case. Finally, the combination

of bandwidth throttling and BNS shows that the peers utilizing locality can suc-

cessfully avoid the bottlenecks, since the download times increase only by up to

10% in the considered scenarios. The traffic savings are increased even further in

comparison to the BNS case without bottlenecks.

In [70], an approach very similar to BNS is investigated by experiments of up
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Figure 3.1:Influence of BNS on a peer’s neighbor set composition

to 10,000 real BitTorrent clients which are homogeneously distributed among a

varying number of ASes. The aim of the study is to find out how far locality-

awareness can be taken without degrading the robustness andperformance of the

swarm. According to the results, BitTorrent locality can bedriven to extremes,

i.e., the neighbor set of all peers contains almost exclusively local peers, without

degrading the performance from the viewpoint of a P2P user. An improvement in

the download times of peers can be achieved when bottlenecksin inter-AS links

are present. However, in the opposite case the download times even increase in

the worst case in the evaluation. The performance of the considered setup is worse

when churn is included, since then a larger number of peers donot finish their

download.

Another approach based on BNS is proposed in [54]. In this architecture, peers

query an oracle server which is maintained by the ISP of the the respective peers.

This server holds locality information and policies of the local ISP. It ranks the
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peers according to the preferences of the ISP and sends this information back to

the peers. The peers then base their selection of neighbors in the overlay on this

ranking. Consequently, they can include traffic engineering policies in their peer

selection. The evaluation in [54] is based on the Gnutella protocol. Properties

of the overlay graph with and without usage of the oracle server are compared.

It is shown that the overlay using the oracle server has much less connections

spanning several ISP networks, while still being well-connected. Accordingly,

searches can be resolved in the AS where they originate with ahigher probability.

As a result, content traffic is also concluded to be more localized.

The P4P project [74] goes further than earlier approaches and also considers

the intra-AS topologies in addition to the AS topology itself. To this end, the

concept of opaque IDs (PIDs) is used, which can stand for a setof clients con-

nected via the same Point of Presence (PoP) of a provider, or aset of clients

with the same network status. The authors propose to create an iTracker similar

to the oracle of [54] which communicates to the P2P application and gives rec-

ommendations about which peers to contact. Different optimization functions are

presented that can be used by the iTracker to make its recommendations.

The system used for evaluation implements the tracker-based variant of BNS,

since the iTracker communicates with the tracker of the overlay application. The

application tracker then returns a list of contacts to querying peers that contains,

in order of preference, peers in the same PID, peers in the same AS and finally

peers from the rest of the swarm. The evaluations include simulations as well as

measurements in PlanetLab and in the network of Pando, a P2P vendor. One of

the measured metrics is the download time for a complete swarm, i.e., the time

until all of a fixed number of peers have downloaded the file. Another is the traffic

on the bottleneck link of the network. It is shown that the P4Psystem improves

the download times of the swarms between 0 and 20%, while the traffic is reduced

significantly. The evaluated scenarios are not described indetail with respect to

their peer distribution in the topology.

Finally, a plugin called Ono for the open-source BitTorrentclient Vuze is pre-

sented and evaluated in [65]. The main difference of Ono is that it does not rely

59



3 File-Sharing Overlays

on a central entity which guides the inclusion of peers in theneighbor set of a

peer. Instead, it uses the similarity of the redirection ratio of CDN servers as a

metric how close peers are. To this end, a peer sends DNS queries for a defined

set of CDN servers, e.g., from Akamai. A large number of theseservers exist at

selected points in the network, so that DNS can resolve them in a way that IP ad-

dresses topologically close to the querying peer are returned. Each peer can then

build a vector with the probabilities with which it is resolved to which IP address

of a CDN server. These vectors serve to determine the distance of two peers. The

Ono plugin tries to keep peers in the neighbor set that are close in the network by

re-inserting them whenever they are removed from the set. The results presented

show that peers that are recommended by Ono have a shorter AS distance to the

local peer than random neighbors. Thus, traffic exchanged with these peers is also

less costly to the network. However, it is unclear how significant these results are,

since the share of recommended neighbors to normal ones in the observed clients

is not given.

In [82], the authors present three pitfalls for ISP-friendly P2P design: lim-

ited impact, reduced performance and robustness, and conflicting interests. They

show that locality-aware peer selection has no impact when there are only very

few peers of a swarm in the same AS. They prove this by theoretically analyz-

ing the performance potential of swarms based on collected tracker data, as well

as conducting measurements with a single peer with adapted behavior in live

swarms. One of these modifications is using the Ono plugin, which is shown to

have a negligible effect. However, only four measurement experiments were con-

ducted, which allow only for limited conclusions. Another result for a theoretical

swarm shows that users may get less bandwidth if locality-awareness is applied.

All in all, several issues with the application of locality-aware mechanisms are

highlighted, but no performance evaluation of a detailed swarm model including

these mechanisms is conducted.

In this work, we consider an additional and new locality-aware mechanism,

Biased Unchoking (BU), that is compared to and combined withBNS. We eval-

uate these mechanisms under more diverse conditions than inthe related work.
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Apart from this, we study scenarios with swarm sizes and peerdistributions ob-

served in real BitTorrent swarms [78, 83], i.e, with heterogeneous peer distribu-

tions and heterogeneous access bandwidths of the peers. We study their impact

on the performance of a BitTorrent network for the ISPs and for the P2P user

and explain who can benefit from locality-awareness and who cannot. Our per-

formance evaluation includes a detailed model of client mechanisms, in contrast

to many high-level evaluations.

3.3 Locality-Awareness in File-Sharing Overlays

In this section, we describe the specific locality-aware adaptations evaluated in

our experiments. We choose the BitTorrent protocol as the file-sharing architec-

ture in which we implement these adaptations, since BitTorrent is currently the

most commonly used application for file-sharing and contributes a large share of

today’s Internet traffic, as shown in Section 3.2.

In order to evaluate the effect of locality-awareness on theISPs and on the end

user, we consider and compare two main client adaptations that utilize locality

information. From the related work, the best known approachis BNS. We shortly

describe the specific implementation of BNS used in our experiments, as well as

our own locality-promoting client mechanism, BU.

Both mechanisms need a locality metric to decide which peersare considered

closer than others. The predominant solution in literature, e.g., used in [15,46,70],

is to differentiate between peers in the the same AS (local peers) and peers in

other ASes (remote peers). Therefore, we keep this simple differentiation and

assume that all peers have access to the information which other peers are local

or remote to them. This could be implemented in practice for example by an

information service provided by the ISP [68] or by contacting public databases.
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3.3.1 Biased Neighbor Selection

Since the willing cooperation of the user in any locality promotion approach is

crucial for its success, we consider the peer-based BNS described in Section 3.2.

Peer-based BNS leaves it to the user client to gather locality information about

potential neighbors and to decide which contacts should be added to the neighbor

set. Thus, the user is not forced to promote locality.

The specific implementation used in our experiments queriesthe tracker for a

much larger number of contacts (1000) than in the standard approach (50) [50].

This number should be larger than typical swarm sizes [78], and therefore allow

a peer to make the best selection among all peers in the swarm.The peer then

tries to keep a ratio oflBNS local neighbors in its neighbor set by an intelligent

selection from this larger set of potential neighbors. Figure 3.2 illustrates this for

lBNS = 0.8 and a number of neighborsN = 5.

Tracker

Remote AS

Local AS

Contacts returned
by the tracker

= 5 neighbors

= 4 neighbors
in the same AS

= 1 random neighbor

Remote AS

BNSl N⋅
N

(1 )BNSl N− ⋅

Figure 3.2:Peer-based Biased Neighbor Selection

62



3.3 Locality-Awareness in File-Sharing Overlays

To this end, connections to peers in the same AS are established until it reaches

the required number of local neighbors or no more local contacts are known. In

both cases, the missing number of neighbors is taken from remote peers until

the BitTorrent standard minimum value of 40 neighbors is reached. Thus, the

composition of the initial neighbor set of a peer can be influenced, as well as

the addition of new neighbors whenever there are less neighbors than the default

number. However, we do not filter which incoming connection requests are ac-

cepted, so that the actual composition of a peer’s neighbor set may differ from

the ideal values even if enough local peers exist.

If not mentioned differently, we setlBNS = 0.9. This is a conservative choice

compared to [70], where values up to0.999 are investigated, and [46] where 34

out of 35 neighbors are local if possible. However, this value already serves to

show the effects of locality-awareness on both P2P traffic and download times

experienced by the users.

3.3.2 Biased Unchoking

The BU mechanism evaluated here is specifically tailored to BitTorrent-like P2P

networks. In contrast to BNS, which affects the establishment of overlay con-

nections, BU changes the unchoking mechanism. While the composition of the

neighbor set influences the data traffic in the overlay only indirectly, a change in

the unchoking procedure has a direct effect.

With BU, local neighbors are preferred in the unchoking process, i.e., chunks

are preferentially uploaded to local peers. To this end, theoptimistic unchoke slot

is assigned to a local neighbor with probabilitylBU if a local neighbor is present,

cf. Fig. 3.3. Otherwise, a remote neighbor is chosen. Via thetit-for-tat policy

of BitTorrent, this small modification has a strong impact onall four unchoke

slots, since local neighbors have a higher probability to prove their worth to be

unchoked regularly. Still, we only affect the optimistic unchoking slot directly,

thus avoiding to interfere with the tit-for-tat policy governing the remaining slots.

If not mentioned differently, we setlBU = 0.9. Again, that is a more con-
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Figure 3.3:Biased Unchoking

servative choice than in [15], but sufficient to show the impact on the traffic and

the download times. In addition, it leads to similar preferences for local peers as

lBNS = 0.9 in Section 3.3.1. Still, we also conduct a parameter study onboth

lBU andlBNS in Section 3.5.3.

3.4 Simulation Model

The performance evaluation of the different scenarios was conducted by means

of a discrete event simulation. We first present the default simulation scenario

for our experiments. In contrast to the related work, it is based on measurements

of live swarms. Then, we describe the used simulator, which also captures all

relevant overlay details in order to improve the quality of the conclusions. This

level of detail is necessary to capture the specific effects that have a large impact
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on the results, such as the number of local neighbors in many ASes.

3.4.1 Default Swarm and Topology Model

We simulate one BitTorrent swarm which exchanges a file of size 154.6 MB gen-

erated from an example TV show of about 21 minutes length in medium quality.

This is a typical content being shared regularly and extensively in the Internet,

since TV shows are one of the content categories with the largest number of

users [78]. The file is divided into chunks of 512 KB and every chunk into blocks

of 16 KB, which are standard values for a file of this size [90].

We simulate the swarm for five hours in the steady state, evaluating the longest

state of a popular swarm after its initial flash-crowd phase.New peers join the

swarm with an exponentially distributed inter-arrival timeA with a mean value

of E[A] = 10 s. The peers stay online for the full download duration of the file

plus an additional, exponentially distributed seeding time with a mean value of

10 minutes. The average online times of the peers are in the range of half an

hour, so that we can assume that peers do not go offline during that duration. As

a result, we measured that the swarm contains on average about 120 to 200 peers

depending on the specific parameters of the scenario. Thus, one simulation run

consists of about 2300 downloads in the default scenario. This is a typical swarm

size for live swarms, as shown in [78].

The chosen values for the inter-arrival time and for the online time ensure

that the upload capacity of the system is limiting the download performance,

which is typically the case for live swarms due to the widespread asymmetric

DSL access or end users. On the other hand, the demand is not large enough to

lead to unrealistic loads on the swarm in its steady state [78].

We simulate a multi-AS underlay network in order to evaluatethe inter-AS

and intra-AS traffic generated by the overlay. This network forms a star topology

and consists of one transit-AS andn = 20 stub-ASes connected via inter-AS

links, i.e., the stub-ASes are all connected to the transit-AS but not directly in-

terconnected with each other, cf. Fig. 3.4. This number of stub-ASes allows for a
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detailed view on single ASes, especially for scenarios where the AS characteris-

tics differ.

Tracker Seeder

Peer

Transit AS

Stub AS 
20

Stub AS k

Stub AS 3

Stub AS 2

Stub AS 1

Inter-AS
Link

Access
Link

Figure 3.4:Simulated network topology

The stub-ASes model the Tier2 or even Tier3 ISPs connecting end users to

the Internet. The transit-AS models the Tier1 core of the Internet. Since typically

peering relationships exist between these Tier1 ASes, and since the links connect-

ing them form no bottleneck, the traffic flowing between them is of no interest

to our evaluation. Therefore, we reduce the topology complexity by modeling

the core network as just one AS. From a client mechanism perspective, it is only

necessary to differentiate between peers in the same AS and remote peers, so that

this abstraction has no effect on the function of the evaluated mechanisms.

For the homogeneous peer distribution scenarios, the peer arrival process is

equally distributed over all stub-ASes, i.e., when a new peer arrives, it randomly

joins one of the stub-ASes. The transit-AS does not contain any regular peer.

In case of swarms where the number of peers is heterogeneously distributed in
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the topology, the arrival process is split among the ASes proportionally to the

targeted amount of peers per AS.

If not stated otherwise, the peers are connected to their stub-AS with an access

speed of 16 Mbit/s downstream and 1 Mbit/s upstream, which are typical values

for ADSL access. The tracker and the initial seeder are placed in the transit-AS

for symmetry reasons. The seeder has a symmetric upload and download band-

width of 10 Mbit/s, respectively. It goes offline before the system reaches it steady

state to minimize its effect. We model the inter-AS links as well dimensioned in

the default scenario.

3.4.2 Flow-Based Underlay Model

For our simulation studies, we use the P2P simulation and prototyping Java

framework ProtoPeer [76]. ProtoPeer contains a network model for bandwidth-

dependent overlay applications like BitTorrent. Furthermore, it facilitates the de-

velopment of overlay applications as only the specific peer behavior needs to be

implemented within the framework.

For the underlay network, we use the flow-based network modelprovided by

ProtoPeer. This network model mimics the property of TCP that the capacity of

a link is shared among all data connections between two peersusing this link.

To simulate this bandwidth allocation, the bandwidth of theconnections are as-

signed according to the max-min-fair-share principle [95]. The time a connection

needs to transmit its data depends on the available bandwidth. When all data of

a connection is transmitted, the connection is removed fromthe network. The

use of such a flow-based network model for P2P simulations is proposed in [28]

and [51]. These studies describe concrete implementationsof the bandwidth allo-

cation algorithms and evaluate their runtime speed. A comparison of the resulting

transmission times to a packet-based NS-2 simulation is also given in [28] and

shows that for our scenarios, a flow-based approach does not sacrifice exactness

but is still efficient.

Since the bandwidth allocation process is a costly operation in terms of com-
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putation time, we only allocate bandwidth to connections which simulate the

transmission of a block of the shared file from one peer to another. These are

called piece messages in BitTorrent and have a size of 16 KB. All other messages

in the BitTorrent protocol are orders of magnitude smaller than piece messages

and are therefore assumed to have a negligible impact on the bandwidth dynamics

of the network.

While the network model was provided by ProtoPeer, the framework does

not contain an implementation of the BitTorrent protocol. Therefore, we use a

self-written implementation of BitTorrent according to the descriptions in [50]

and [66]. It includes all key mechanisms, in particular the piece selection mecha-

nisms, the management of the neighbor set, and the choke algorithm. Further-

more, the complete message exchange among the peers themselves, between

peers and the tracker as well as between the peers and the information service

for locality data, is simulated in detail.

3.5 Performance Evaluation

In this section, we present the results from our performanceevaluation, using

the model and simulator described in the last section. In theexperiments, we

compare four different peer behaviors: regular BitTorrent(abbreviated as ’Ref’

for the remainder of this chapter), BitTorrent with Biased Unchoking (BU), Bit-

Torrent with Biased Neighbor Selection (BNS), and BitTorrent with both BNS

and BU (BNSBU). We evaluate the impact of the described locality-awareness

mechanisms both on the ISPs and on the end users.

With BU, a peer selects a local interested neighbor to be optimistically un-

choked withlBU = 0.9, cf. Section 3.3.2. For BNS, we set the fraction of local

peers that a peer tries to include in his neighbor set tolBNS = 0.9. However,

since this is only a target value and since the number of peersper AS is low in

most of our scenarios, this value normally cannot be reached. Thus, the difference

is made up from remote peers, as described in Section 3.3.1.

We consider two main performance indicators, which are alsothe most im-
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portant parameters in the related work [40, 46, 65, 70, 74]. The first is the traffic

between ASes. This value allows to evaluate the saving potential for providers,

since inter-AS traffic is a major cost factor for ISPs. Since avariety of charg-

ing models exist that are used to calculate actual prices fortraffic, we focus on

the bandwidth itself to give a single value for comparison. We also consider the

intra-AS traffic, i.e., the total amount of traffic that is kept within each AS. This

allows for a better analysis of the efficiency of the different locality-awareness

mechanisms. In homogeneous scenarios, we evaluate the total traffic in the com-

plete network, while we take a more detailed view on an AS level in case of

heterogeneous scenarios.

To compute the mean bandwidths for each scenario, we averagethe amount of

traffic per link in each one minute interval per simulation run. We then compute

the mean values and their 95% confidence intervals of the inter-AS and intra-AS

bandwidth for the simulation runs with different seeds.

As the second performance indicator, we consider the download time for the

shared file for the end users. Since this value is the most important performance

characteristic once a file has been selected for download, itcaptures the service

quality of the overlay. The mean value of the download time isshown over all

peers within a specific group, i.e., with a given access speedor within the same

AS. To this end, we average the values of individual peers within one simulation

run, and then again compute the mean values and their 95% confidence inter-

vals over a number of runs with different seeds. We first evaluate the considered

mechanisms under ideal, i.e., homogeneous conditions to beable to determine the

basic effects of the locality-awareness implementation, cf. Table 3.1. Afterwards,

results using a more realistic swarm model that is based on measurement studies

of live BitTorrent swarms are presented. Finally, we conduct a parameter study

for the valueslBNS andlBU on the effect of the degree of locality-awareness.
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Table 3.1:Overview on evaluated scenarios
Scenario Changed Parameter Scenario Type Section
Swarm Load Seeding Time Homogeneous 3.5.1
Swarm Dispersal Number of ASes Homogeneous 3.5.1
Inter-AS Bottlenecks Inter-AS Link Type Homogeneous 3.5.1
Partial Locality Share of Locality- Homogeneous 3.5.1

Promoting Peers
Peer Distribution Distribution of Heterogeneous 3.5.2

Peers per AS
Access Bandwidth Peer Access Capacities Heterogeneous 3.5.2
Degree of Locality lBU , lBNS Heterogeneous 3.5.3

3.5.1 Characterization of Locality-Aware Mechanisms

For the following experiments, we distribute the peers uniformly among the stub-

ASes, and use the single access capacity class defined in Section 3.4. Thus, we

can focus on the effects of the following overlay parameterson the efficiency of

the locality-aware mechanisms. We consider different loadscenarios, different

degrees of swarm dispersal, and scenarios with bottlenecksin the core network.

Finally, we judge how well locality-awareness works if not all peers implement

the mechanism.

Effect of Swarm Load

In this experiment, we compare the performance of BNS and BU under different

load conditions. Load here means the download capacity demand generated by

the leechers in relation to the available total upload capacity, which is provided

by both leechers and seeders. Thus, we vary the mean seeding time of the peers

from 5 to 30 minutes to generate different load scenarios. A longer seeding time

means a higher upload capacity in the swarm without changingthe leecher arrival

process. Therefore, longer seeding times reduce the load inthe swarm, while

shorter seeding times increase it.

Figure 3.5 shows the mean value of the inter-AS bandwidth forthe different
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mechanisms and load scenarios. To judge the share of total traffic that is inter-AS

traffic, the intra-AS traffic of every mechanism is also shownon top of the inter-

AS traffic bars (labeled ’Intra-AS’). Thus, the complete baris the sum of both

and therefore the total average bandwidth utilized.

5 10 20 30
0

5

10

15

20

25

30

35

Seeding Time (min)

B
an

dw
id

th
 (

M
B

/s
)

Intra−AS
Ref
BU
BNS
BNSBU

Figure 3.5:Mean bandwidth consumption for different seeding times

Our first observation is that the inter-AS bandwidth of regular BitTorrent is

almost unaffected by varying mean seeding times. With regular BitTorrent, only

a small fraction of the total traffic stays within the originating stub-AS. This

corresponds to the small fraction of local neighbors of a peer, cf. Table 3.2. With

BNS, a peer’s neighbor set contains a higher share of local peers than with regular

BitTorrent and this reduces the inter-AS traffic. The total traffic is reduced as

well, because each connection between two different ASes consumes bandwidth

on two links, and thus creates double the traffic that is reported for an intra-AS

connection.

With BU, the amount of inter-AS traffic is smaller for short seeding times.

While the inter-AS traffic is reduced significantly in the scenario with 5 min-
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Table 3.2:Mean number of neighbors of a peer which are interested (top), local
(middle), and both (bottom)

Seeding Interested Neighbors
time (min) 5 10 20 30

Ref 30.20 21.02 5.04 1.89
BU 30.35 20.66 4.95 1.90

BNS 30.02 20.43 4.83 1.92
BNSBU 30.03 20.67 4.79 1.90
Seeding Local Neighbors

time (min) 5 10 20 30
Ref 2.17 2.18 2.15 2.13
BU 2.25 2.22 2.17 2.14

BNS 6.71 6.68 7.15 9.62
BNSBU 6.85 6.79 7.19 9.71
Seeding Local Interested Neighbors

time (min) 5 10 20 30
Ref 1.51 1.05 0.25 0.09
BU 1.45 0.99 0.25 0.10

BNS 4.65 3.19 0.82 0.45
BNSBU 4.46 3.11 0.81 0.45

utes mean seeding time, BU has almost no effect with 20 or 30 minutes mean

seeding time. This is similar for the combination BNSBU, which shows no large

additional traffic reduction in comparison to BNS alone. Forlong mean seeding

times, BNSBU cannot save inter-domain traffic. In contrast,it is especially effec-

tive in scenarios with short seeding times. There, only about half of the traffic is

inter-AS traffic in our scenario. The reason is that BNS enables each peer to know

the other peers in the same AS while BU assures that these peers are unchoked

whenever possible.

The fact that BU and BNSBU are more effective in scenarios with high load

can be explained as follows. BU and also BNSBU can only work when at least

one local, interested, and choked neighbor exists in the neighbor set of a peer.

Table 3.2 shows that this is only rarely the case in the scenarios with 20 or
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30 minutes mean seeding time. Consequently, BU is effectivewhen the load in

the swarm is high, i.e., when peers have several interested neighbors (marked in

bold). Then, they can select a local neighbor to be optimistically unchoked.

This can also be observed in Fig. 3.6, where the CDF of the average number of

unchoke slots for local peers is plotted for two load scenarios, corresponding to 5

and 20 minutes mean seeding time. We can see that in the highlyloaded system,

BU and especially BNSBU are able to give more unchoking slotsto local peers

than for a low load.
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Figure 3.6:CDF of the number of unchoked slots allocated to local neighbors

There seems to be a contradiction because BU only decides about one unchok-

ing slot. However, optimistically unchoked peers may be unchoked regularly by

the tit-for-tat mechanism after having been ’discovered’ via optimistic unchoking.

In this manner, BU indirectly allocates all upload slots of apeer preferentially to

local neighbors.

As expected, longer seeding times and therefore a larger total upload capac-

ity in the system lead to shorter download times, cf. Fig. 3.7. This effect would

increase as long as the download capacity of the peers is not fully utilized.

However, we observe no impact of the evaluated mechanisms onthe mean

download times of the file. The reason for this is the fact thatthe only bottlenecks
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in the default scenario are in the access network. Therefore, a connection between

two peers in different ASes has the same bandwidth limitation as a connection

between two peers in the same AS. From an end user’s perspective, this means

that there is no difference between a local neighbor and a remote neighbor, in

contrast to scenarios with bottlenecks in inter-AS links, cf. Section 3.5.1.
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Figure 3.7:Mean download times for different load scenarios

Effect of Swarm Dispersal

Next, we evaluate the impact of the distribution of peers on adifferent number of

ASes, since a smaller number of potential local neighbors means less opportunity

to promote locality. To this end, we vary the number of stub-ASes in the simulated

topology. Since a new peer appears in each stub-AS with equalprobability, each

stub-AS receives a smaller fraction of the swarm if there aremore ASes. We

simulate topologies with 10, 20, and 40 stub-ASes, resulting in 10%, 5%, and

2.5% of the swarm population per AS on average.
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Again, we take a look at the inter-AS bandwidth savings achieved by the differ-

ent mechanisms, cf. Fig. 3.8. In general, the gains made by all locality-promoting

mechanisms are larger if the fraction of the swarm in one AS islarge. BNS profits

directly from more local peers since the share of local neighbors per peer is higher

as well. Similarly, BU has a higher probability to find a localinterested neighbor

when there are more peers in the same AS. The combination of both mechanisms

utilizes both of these advantages, leading to a further significant improvement of

saved inter-AS bandwidth.
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Figure 3.8:Mean bandwidth consumption for different swarm distributions

The inter-AS traffic reduction is decreased when the local share of the swarm

gets smaller. For the scenario with an average of 2.5% of the peers in one AS,

BNS and BU save only in the range of 8% of the inter-AS traffic, while BNS

and BU together still reduce the traffic of regular BitTorrent by 30% in our setup.

The reason is that the combination of both mechanisms tries to utilize every local

neighbor. With BNS alone, the probability that a local neighbor is unchoked is

small. With BU alone, the probability that a local peer is in the neighbor set is
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small. Consequently, they cannot reduce inter-AS traffic alone in scenarios where

only a very small fraction of the peers resides in the same AS.

Since we have no bottleneck in the network, the location of neighbors does not

have an effect on the utilized download bandwidth per peer. As a consequence,

the download times are affected neither by the number of stub-ASes nor by the

different mechanisms. For all configurations, the mean download times corre-

spond to the results of the default value of 10 minutes seeding time.

Effect of Inter-AS Bottlenecks

Here, we investigate the impact of inter-AS bottlenecks, i.e., bandwidth limita-

tions of the links between the stub-AS and the transit-AS. The experiment is mo-

tivated by the fact that some providers throttle the bandwidth of P2P connections

leaving their network [65].

The authors of [65] show that under these conditions locality awareness leads

to a better application performance since the bottleneck link is avoided and lo-

cal connections with higher throughput are preferred. To judge whether BU also

works well under these circumstances, we limit the capacityof each inter-AS link

in our topology to 3072 Kbit/s, i.e., three times the upload capacity of one peer.

We compare the results to the scenario with no limitations onthe inter-AS links,

labeled ’Access bottleneck’.

The inter-domain bottlenecks result in generally lower inter-AS bandwidths

for all mechanisms, cf. Fig. 3.9. No more than 7.68 MB/s can beuploaded from

all 20 ASes simultaneously, because each of the 20 links froma stub-AS to the

transit-AS has a capacity of only 3072 Kbit/s. Since the sametraffic flows from

the transit-AS to the stub-ASes, this results in a total maximum inter-AS band-

width of 15.36 MB/s. In contrast to regular BitTorrent, the locality-aware mech-

anisms keep the inter-domain traffic below that limit. The reason is that inter-AS

connections whose bandwidth is limited on an inter-AS link are likely to be re-

placed by the intra-AS connections with higher bandwidth. This is caused by the

tit-for-tat policy of BitTorrent which allocates upload slots to those peers from
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Figure 3.9:Mean bandwidth consumption with and without inter-AS bottlenecks

which it gets the best download speed.

With inter-AS bottlenecks, the download times are no longerindependent from

the mechanism, cf. Fig. 3.10, because different sources offer a different band-

width for download. Thus, the download times for regular BitTorrent are much

longer than in the scenario where connections are limited only by the access links.

In this scenario, local peers with good connectivity may be discovered only via

the regular unchoking process, so that many low-bandwidth connections via inter-

AS links are utilized. The effective capacity of the system is reduced, leading to

download times that are three times longer than without inter-AS bottlenecks in

our scenarios.

The locality-aware mechanisms on the other hand foster the utilization of the

better connectivity between local neighbors since these are already preferred. In

our scenario, the combination of BU and BNS leads to only a slight increase

in the mean download times compared to the scenario without inter-AS bottle-

necks. This can be explained by the fact that the mean inter-AS bandwidth in
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the scenario without inter-AS bottlenecks was already below the capacity limit

introduced by the inter-AS bottlenecks. Therefore, the performance of BNSBU is

only affected to a minor degree. The impact of the inter-AS bottlenecks is larger

for BNS and BU alone. Still, the mean download times are considerably smaller

than with regular BitTorrent. From this experiment we conclude that in case of

inter-AS bottlenecks, BU improves the mean download times compared to reg-

ular BitTorrent and the combination of BNSBU leads to shorter download times

than BNS alone.
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Figure 3.10:Mean download times with and without inter-AS bottlenecks

Effect of Partial Locality-Awareness

With this experiment, we investigate what happens if only a fraction of the peers

in the swarm promotes locality, while the rest uses the regular BitTorrent imple-

mentation. We vary the share of peers that utilize a locality-aware mechanism

from 0% (corresponding to the Ref case) to 100% (corresponding to the previous

results). Here, we again simulate the 3 Mbit/s bottleneck inthe inter-AS links.
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The inter-AS traffic of the regular implementation is again capped at the

bandwidth limit introduced by the inter-AS bottleneck links, cf. Fig. 3.11. The

locality-aware mechanisms save some of this inter-AS traffic even if only 25% of

the peers actively promote locality. The savings increase with the share of peers

utilizing locality-awareness. We also see that the addition of BU again enhances

the BNS mechanism, since the combination of both leads to thelargest savings.
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Figure 3.11:Mean bandwidth consumption for different shares of locality pro-
moting peers in the swarm

As in the experiment before, the introduction of the inter-AS bottleneck has

an impact on the download times of the peers, cf. Table 3.3. Here, we show the

results separately for the two groups of peers, the ones thatdo support locality

and the ones that do not. All locality-aware mechanisms leadto shorter download

times than the regular implementation for both groups. Evenif only a fraction

of the peers supports locality, it still helps the swarm by generating new sources

faster and providing more upload bandwidth to the local neighbors of the locality-

promoting peers. However, BU alone performs worst of the biased algorithms.
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Table 3.3:Mean download times (in minutes) of locality promoting peers (non-
locality promoting) peers for different shares of locality-promoting
peers.

Share (%) 25 50 75 100
Ref - (29.95) - (29.95) - (29.95) - (29.95)
BU 23.33 (25.26) 20.64 (21.57) 18.75 (19.01) 17.30 (-)

BNS 13.14 (22.53) 13.75 (18.78) 13.72 (16.89) 13.73 (-)
BNSBU 11.24 (20.40) 11.47 (16.49) 11.35 (14.70) 11.62 (-)

Not only do the peers supporting BU experience the longest download times,

they also do not improve their performance significantly over the peers that do

not support locality.

In contrast, the peers implementing BNS and the combinationof BNS and BU

decrease their download times of the file by more than 50% in any scenario con-

sidered here. They also perform better than the group ignoring locality, although

this advantage diminishes when a larger part of the swarm is locality-aware. This

again is due to the fact that regular peers also profit from thebetter performance

of the locality-aware peers.

3.5.2 Locality-Awareness in Realistic Swarms

In the previous section, we evaluated the locality-awareness mechanisms under

ideal conditions, i.e., for homogeneous access bandwidthsof all peers and a uni-

form peer distribution. While this allows for a characterization of the algorithms,

these conditions are not met in live BitTorrent swarms. Thus, we now consider

swarms that are modeled after realistic swarms encounteredin the Internet. These

swarms have been characterized by measurement studies, such as [78] or [83].

Effect of a Heterogeneous Peer Distribution

We start by evaluating a scenario where the peer distribution among the ASes

is heterogeneous. We evaluate a swarm with a skewed distribution of the peers
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over the 20 simulated ASes. Measurements [78, 83] of live BitTorrent swarms

show that this is a much more realistic scenario than the typically assumed even

distribution of peers over the topology. Furthermore, thisskewness should have

an impact on the efficiency of a locality-awareness mechanism, since ASes with

less peers have less opportunity for optimization, as shownin Section 3.5.1. We

use a hyperbolic distribution of the peers among the ASes as proposed in [78].

Thus, we simulate a peer joining the system does this in ASk with probability

P (k) according to

P (k) =
1
k

n
∑

i=1

1
k

, k ∈ {1, . . . , n}. (3.1)

For the sake of readability, we use the term ’large AS’ for ASes that hold a

large share of the swarm, and similarly call ASes with a relatively low number of

peers ’small’.

We can observe that the saving potential for inter-AS trafficgrows with the

share of peers in an AS, cf. Fig. 3.12. Especially when implementing locality-

awareness both in the neighbor selection and in the unchoking process, larger

ASes can reduce their incoming and outgoing traffic by a much larger factor than

ASes with only a few peers in the swarm. If such an AS belongs toa Tier2 or

Tier3 ISP which is charged by either its uploaded or downloaded traffic or the

maximum of both, this translates into higher cost savings.

In contrast, ISPs with only a small number of peers per swarm are not likely to

profit much from locality-awareness, simply because there are only few options

for peers in these ASes to choose local neighbors. The betterpart of such a peer’s

contacts have to be from remote locations even when it promotes locality. This is

in line with the results shown in Section 3.5.1.

To judge the locality-aware mechanisms in this scenario from a user perspec-

tive, we compare the mean download times for peers in the different ASes. Fig-

ure 3.13 shows the average download times of peers in the individual ASes.

When BU is used, the download times for peers in larger ASes decrease, while

the peers in smaller ASes take longer to download the file. This is due to the fact a

81



3 File-Sharing Overlays

0 5 10 15 20
0

1

2

3

4

5

6

7

AS ID

In
te

r−
A

S
 B

an
dw

id
th

 (
M

B
/s

)

Ref
BU
BNS
BNSBU

Figure 3.12:Inter-AS bandwidth per AS for a heterogeneous peer distribution

peer using BU preferentially unchokes local neighbors if possible, i.e, it uploads

to local neighbors. However, peers in small ASes know only a small number, if

any, of local interested neighbors, and therefore can only prefer them in the un-

choking process in rare cases. Thus, the upload capacity of these peers is mainly

distributed among all ASes. In contrast, peers in large ASesknow interested local

neighbors almost all the time. Consequently, they upload toa local neighbor very

often. Therefore, the upload capacity of peers in a large AS is mainly utilized

for connections within that AS. Furthermore, large ASes receive additional up-

load capacity from peers in small ASes when those peers have no interested local

neighbor in their neighbor set. That shifts the global allocation of upload capacity

in the swarm towards large ASes.

In contrast, BNS leads to longer download times in the largest AS in com-

parison to both regular BT and peers in the rest of the swarm. This effect seems

counter-intuitive, but can be explained when considering the composition of the
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Figure 3.13:Download times per AS for a heterogeneous peer distribution

peer’s neighbor sets. A peer in a large AS initiates connections mostly to peers

in the same AS using BNS, since there are enough suitable contacts available for

this. However, it still has a small number of remote neighbors because peers from

other ASes initiate connections to the local peer. On the other hand, a peer in a

small AS also has a high share of neighbors from the larger ASes, simply because

BNS can only add the small number of contacts from the same AS and then fills

the rest of the neighbor set randomly. Since more peers existin the larger ASes,

the probability for them to be chosen is also higher. This leads to a larger num-

ber of neighbors in total for peers in larger ASes, cf. Fig. 3.14. Additionally, it

is more likely that a peer in a large AS is contacted by a remotepeer than vice

versa.

Since new peers enter the system without the file, they are interested in every

other peer in their neighbor set. Let peerB join the system after peerA and recall

thatB is interested inA if A has chunks of the file thatB still needs. Then, we
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Figure 3.14:Total number of neighbors per AS for a heterogeneous peer distri-
bution

can say in general that the probability that peerB is interested in peerA is higher

than the probability thatA is interested inB. This means that peers preferentially

download data from those peers to which they initiated the connection and upload

preferentially to peers which initiated a connection to them.

Since peers in large ASes are contacted by local peers as wellas by remote

peers from small ASes, they have more neighbors which are interested and de-

mand upload capacity than peers in small ASes, cf. Fig. 3.15.Furthermore, peers

from large ASes contact mainly local peers when they enter the system due to

BNS. This means that they download mainly from local peers. In contrast, peers

in small ASes contact a higher number of remote peers, including those located in

the large ASes, because only few local peers exist. Therefore, they also download

from remote neighbors. In addition, they utilize the uploadcapacity of the local

peers. In summary, peers in large ASes compete for the uploadcapacity only
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Figure 3.15:Number of interested neighbors per AS for a heterogeneous peer
distribution

at local peers while peers in small ASes demand upload capacity in the whole

swarm. Hence, on average more upload capacity is allocated to peers in small

ASes and average download times can increase for peers in large ASes by using

BNS.

Returning to the download times of the peers, BNSBU shows a combination

of both effects described for BU and BNS. While the neighbor set composition

has the same characteristics as in the pure BNS case, the unchoking policy of BU

offsets the disadvantages of peers in large ASes. Therefore, the download times

in larger ASes are shorter than in smaller ASes, but peers in the largest AS in our

scenario still take longer to download the file than in the second largest AS.

We conclude that, for the end user, the incentive to support locality-awareness

depends heavily on the type of mechanism used to do so, and on his location. It

cannot be expected that a user will willingly participate ina locality-promotion
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scheme if he decreases his performance. On the other hand, ifa user can shorten

his download times by promoting locality with certain mechanisms, not much

effort will be needed to implement locality promotion.

Effect of Heterogeneous Bandwidth Distributions

The second simplifying assumption in the previous experiments is that the ac-

cess bandwidths of all peers are homogeneous. We now relax this assumption by

allowing peers with heterogeneous access speeds in the swarm, where the peers

are again distributed uniformly over the ASes. Measurements in [58] show that

the peers in a swarm can be clustered according to their access speeds. For ex-

ample, 20% of the peers in a swarm have 128 Kbit/s upload capacity, 30% have

256 Kbit/s, 40% have 512 Kbit/s, and the rest is faster. The concrete numbers

and cluster sizes depend mainly on the ISP where the peers arelocated. To keep

things simple, we abstract from the concrete numbers and create two equal sized

groups of peers: one with 16 Mbit/s down- and 1 Mbit/s upload capacity, as in the

default scenario, and one with 4 Mbit/s down- and 256 Kbit/s upload capacity.

Consequently, half of the peers in the swarm are ’fast’ peersand the other half

are ’slow’ peers. This suffices to show the basic effect locality-awareness has on

swarms with heterogeneous bandwidth distributions.

With these two access classes, we consider two scenarios. Inthe first one, we

assign one of the access classes to each AS, which means that all peers in one AS

have a homogeneous access speed, but peers in different ASesmay differ in their

access capacity. In this scenario, all fast peers are located in ASes with IDs from

1 to 10 and all slow peers are located in the rest of the ASes. This mimics the

situation that some ISPs which are technologically more advanced than others

offer their costumer higher access speeds. We denote this scenario ’Fast vs. Slow

ASes’.

In the second scenario, denoted ’mixed access speeds’, fastand slow peers are

equally distributed among all ASes. This scenario is quite common in practice

because most ISPs offer their customers a choice between different access speeds.
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Scenario ’Fast vs. Slow ASes’

To give an impression of the effect of locality-awareness onthe traffic, we again

show the sum of the bandwidth used in the downlink and the uplink of the in-

dividual ASes, cf. Fig. 3.16. We see that fast ASes profit morefrom locality

promotion in most cases because the peers in these ASes finishtheir download

faster and provide additional upload capacity to peers in the slow ASes. Thus, the

decrease in download bandwidth is smaller for the slow ASes.
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Figure 3.16:Inter-AS bandwidth per AS for heterogeneous AS access capacities

If the access bandwidth of the peers is tied to their location, all evaluated

locality-awareness mechanisms lead to a more pronounced unfairness in the

download times, cf. Fig. 3.17. While peers with a low access speed generally

take longer to download the file also in the regular BitTorrent case, the differ-

ence in the download times between slow and fast peers increases significantly

when the peers promote locality. This is due to the fact that fast peers tend to

prefer neighbors in the same AS which, due to the considered scenario, also have
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a high capacity. Thus, fast peers utilize more of their upload bandwidth to ex-

change data with other fast peers. Conversely, slow peers limit themselves by

choosing other slow peers as neighbors and/or in the unchoking process. That is

true for all investigated locality mechanisms and BNSBU, asthe most stringent

locality-promoting mechanism, increases the unfairness the most, i.e., it leads to

the largest difference between download times of peers in the slow and peers in

the fast ASes.
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Figure 3.17:Download times per peer group for heterogeneous AS access capac-
ities

Additionally, the results show that locality-awareness increases the mean

download times over all peers, cf. Fig. 3.17. In other words,locality-awareness

decreases the overall efficiency of the distribution process in this scenario. In

general, users in ASes with a lower bandwidth than in the restof the swarm will

not profit from locality-awareness, and can therefore not beexpected to adopt a

locality-promoting mechanism.
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Scenario ’Mixed Access Speeds’

In contrast to the previous scenario, the access bandwidthsof the peers in the

swarm are still heterogeneous, but both slow and fast peers are evenly distributed

among the 20 ASes. As a result, the traffic savings by utilizing locality-awareness

are uniformly distributed among the ASes, cf. Fig. 3.18. Again, the combination

BNSBU saves most inter-AS traffic in comparison to the regular BitTorrent im-

plementation.
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Figure 3.18:Inter-AS bandwidth per AS for heterogeneous peer access capacities

As expected, the mean download times for the swarm as a whole are not

affected by the considered locality-awareness mechanisms, cf. Fig. 3.19. The

download times are similar in all ASes as well, since there are no topological

differences anymore.

While the groups of peers in the same AS experience the same average down-

load times, the same is not true if we differentiate between access types. Fig-

ure 3.19 additionally shows the mean download times per usedlocality promo-
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tion mechanism and for the different bandwidths of the peers. In general, the

peers with the fast access take less time to download the file,which is due to

their higher download capacity and because they are favoredby the tit-for-tat

algorithm. BNS does not differ here from the regular BT implementation. The

mechanisms including BU, however, lead to shorter downloadtimes for slow

peers and longer download times for fast ones. For the swarm as a whole, this

can be interpreted as a fairer distribution of the upload capacity. From the view-

point of peers contributing more resources, they have less incentive to do so if

they are not rewarded. We conclude that in this scenario BU and BNSBU lead

to fairer download times while they increase the unfairnessin the scenario ’fast

vs. slow ASes’. This shows that the actual bandwidth distribution of peers has

a significant impact on the performance of locality-mechanisms experienced by

the user.
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Figure 3.19:Download times per peer group for heterogeneous peer accessca-
pacities
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3.5.3 Degree of Locality-Awareness

From the conducted experiments, we conclude that locality-awareness can under

realistic conditions introduce unfairness in a swarm with aheterogeneous peer

distribution. Now, we want to find out whether the degree of unfairness can be

influenced by the parameters of the locality-promoting mechanism. Typically,

this is a value which determines the probability that local peers are favored over

remote peers. In the algorithms considered here, these are the locality valueslBU

andlBNS . Thus, we now vary both parameters, starting withlBU , which leads to

the most unfair download time distribution. The effect on the download times for

values oflBU ∈ {0.5, 0.9} is shown in Fig. 3.20. For the evaluation, we use the

scenario with a skewed peer distribution and homogeneous access speeds in the

topology described in Section 3.5.2.
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Figure 3.20:Download times per AS for different values oflBU

With lBU = 0.5, i.e., a less strict preference of local peers, the average down-

load times are more uniform over the individual ASes, especially for BU alone.
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For the combination of BNS and BU, the negative effect of BNS on the large

ASes, described in Section 3.5.2, is offset less with this parameter. Consequently,

the mean download times are equal for the small ASes, but the large ASes still

are at a disadvantage.

While a lower preference for local peers can reduce the unfairness for end

users, it also influences the traffic savings achieved by the locality-promotion.

Figure 3.21 shows that the used inter-AS bandwidth increases with a lower degree

of locality-awareness. Thus, the parameterlBU can be used to influence the trade-

off between unfairness in the swarm and cost savings by traffic reduction.
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Figure 3.21:Inter-AS bandwidth per AS for different values oflBU

A similar effect can be achieved by reducing the degree of locality in the BNS

mechanism. We compare the download times of the peers in different ASes for

the locality-promotion schemes BNS and BNSBU withlBNS ∈ {0.5, 0.9}. The

results are shown in Fig. 3.22. We observe that the significant increase in the

average download time for the largest AS vanishes forlBNS = 0.5, i.e., a lesser
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degree of locality. With BNS alone, the download times are fairly distributed,

while the combination of BNS with BU shows the heavy unfairness of the BU

mechanism described earlier. This is due tolBU having the comparably high

default value of 0.9 in this experiment.
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Figure 3.22:Download times per AS for different values oflBNS

Again, the better fairness achieved by promoting locality less is paid for by

less savings in traffic, cf. Fig. 3.23. The largest AS, which no longer experiences

any disadvantage from a user’s point of view whenlBNS = 0.5, now consumes

more inter-AS bandwidth.

These results show that more conservative parameters mightmitigate the neg-

ative effects of locality-awareness but reduce simultaneously the amount of inter-

domain traffic that can be saved.
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Figure 3.23:Inter-AS bandwidth per AS for different values oflBNS

3.6 Lessons Learned

Regarding file-sharing overlays, we can conclude that it is indeed possible to

reduce costly cross-ISP traffic using simple metrics and straightforward client

adaptations. Especially when combining a locality-aware neighbor selection and

a locality-aware unchoking mechanism, inter-AS traffic canbe significantly re-

duced. This is true both in comparison to the default implementation as well as in

comparison to the existing approach of neighbor selection alone. The combina-

tion works best under high load conditions, i.e., when the upload capacity in the

swarm is scarce. A necessary condition for large traffic savings are a sufficient

number of peers in one AS, since otherwise it is impossible toprefer local peers

over remote ones. The larger the local share of a swarm is, themore traffic can

be saved.

While locality-awareness is nearly always beneficial for providers, this is not
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true for end users. It strongly depends on the swarm characteristics and on the

AS a user is attached to whether a locality-aware mechanism shortens the down-

load time or increases it. In swarms where the peer distribution as well as the

access bandwidths are homogeneous, an end user may only profit from locality-

awareness if the inter-AS links constitute bottlenecks. Ifthe access networks are

the bottlenecks, then locality-awareness does not influence the download times.

This changes in more realistic swarm scenarios. Live BitTorrent swarms are

highly heterogeneous, both with respect to the distribution of peers among the In-

ternet topology as well as the access bandwidth of peers. Under these conditions,

locality awareness leads to different results for different groups of peers.

Heterogeneous access bandwidths only have a minor effect ifthe distribution

of the different capacities is equal for all ASes. In this case, locality-awareness

does not lead to a difference in download times between theseASes. In contrast,

if the access technology differs between ASes, then locality-awareness in con-

junction with the BitTorrent standard tit-for-tat mechanism leads to an even faster

download for high-capacity peers. This is paid for by lower download speeds for

the peers that are in any case hampered by a low access capacity.

For a heterogeneous peer distribution as observed in the Internet, where a few

ASes hold a significant share of a swarm and the rest of the peers is dispersed

among several ASes, the different mechanisms show varied effects. Biased Un-

choking favors peers in large ASes, leading to a faster download at the cost of

longer download times for peers in small ASes. Biased Neighbor Selection, on

the other hand, has an inverse effect only for a small number of the largest ASes.

Both is in contrast to the default BitTorrent implementation, in which all ASes

show the same average download times. Thus, the stated aim ofgiving all end

users incentives to promote locality is not met by the considered approaches.

However, this unfairness for the end user can be decreased byadjusting the

degree of locality-awareness. Lesser enforcement of the preference of local peers

leads to a fairer distribution of download times, but also reduces the amount

of saved inter-domain traffic. This shows that the parameters of the considered

locality-awareness mechanisms can be used to tune a trade-off between efficiency
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for the ISPs and the utility of the overlay for the end users.

To conclude, locality-awareness does not necessarily leadto an improvement

for all involved parties. Especially the effect on the application performance for

the end user has to be monitored if a locality-aware mechanism is implemented.

If users are meant to participate of their own accord in a locality-aware traffic

management scheme, the algorithms have to be tuned in order to be beneficial or

at least not detrimental for the users. Otherwise, different means of compensation

have to be found by ISPs in order to implement such an architecture without

resistance of the overlay users.
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All of the books in the world contain no more information thanis

broadcast as video in a single large American city in a singleyear.

Not all bits have equal value.

Carl Sagan (1934 - 1996)

Next to file-sharing, video streaming is the second largest contributor to the

total consumer Internet traffic by the time of this publication, estimated to amount

to 2.4 TB in 2009 [75]. While file-sharing traffic is expected to grow, the share of

video streaming will grow even faster in the next few years, replacing file-sharing

as the top consumer traffic source by 2011.

The large bandwidth consumption of video transmissions is due to the fact that

videos in a good quality are of a large size in comparison to music or e-books.

This means that file-sharing networks used to distribute this larger content have to

be more efficient, as shown in the last chapter. However, using a pure file-sharing

application, a video has to be downloaded completely beforeit can be watched.

In contrast, video streaming allows a user to watch the videowhile it is still being

downloaded. Therefore, we distinguish between video distribution by file-sharing

and by streaming mechanisms.

In video streaming, there is again a separation into two classes of streams,

namely live streaming and video-on-demand streaming [71].In live streaming,

the content is played out roughly at the same time to all watching users, similar

to current TV programs. Thus, all clients are interested in the same piece of data

at the same time. This enables broadcasting content that is generated in real-time

by the source. In this case, the delay between the source and the clients is a
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measure of interest. For instance, users watching a live soccer game do not want

to see a goal scored a significant time after their neighbor cheers.

The second class of video streams is the so-called video-on-demand (VoD)

streaming. Here, the complete video content is finalized andavailable as a whole

before it is streamed, e.g., a movie library a user can choosefrom. Users can

request this content at any time, meaning that different users show a different

progress in the video and are therefore interested in different portions of it for

playout in the near future. Moreover, the video playout can be fast forwarded

or ’rewinded’, similar to watching a DVD. In this chapter, wefocus on VoD

streaming applications.

The means to provide video content are similar to the ones used for simple

content distribution, although the transmission techniques may be more sophis-

ticated. Again, the most straightforward solution is to provide one or several

streaming servers which upload the video data to clients, asit is done by pop-

ular video portals such as YouTube [92]. Due to the large bandwidth demands of

video streaming, large server and upload capacity is necessary, leading to high

infrastructure demands and consequently high costs [71]. As in file-sharing, this

promotes concepts utilizing the resources of the clients.

Thus, there exist P2P solutions that allow for videos to be streamed in an over-

lay. Due to their cost advantage, it can be expected that the already popular over-

lays will continue to grow. Thus, their efficiency is an important research topic,

both due to the generated traffic as well as due to the problem of keeping end

user satisfaction on a high level. P2P video streaming shares many characteristics

with its cousin P2P file-sharing, including the traffic management challenges dis-

cussed in the last chapter. The solutions considered there can easily be applied to

many streaming overlays as well. However, in contrast to file-sharing, the service

quality of a video streaming application is highly sensitive to inefficient resource

usage [94]. In file-sharing, where download times of severalminutes up to hours

are common [36], a delay in the range of a minute does not affect the user satis-

faction to a high degree. When watching a video, a forced pause in the stream in

the same time range can lead to a cancellation of the playout,since the quality is
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experienced as too low. Thus, an overlay solution has to takeinto account higher

demands by the supported video streaming application.

In the following, we discuss in Section 4.1 additional challenges for video

streaming overlays that stem from the growing heterogeneity of end user devices

used for watching a streamed video. Then, we review video codecs and P2P over-

lays from literature that support video streaming in Section 4.2, focusing on VoD

applications. Our own solution for the support of heterogeneous clients is pre-

sented afterwards in Section 4.3. For the evaluation of thisconcept, we conduct a

simulation study that tests how well heterogeneous clientsare supported by this

solution, and if it efficiently and automatically reacts to changes in the overlay.

To this end, we first describe in Section 4.4 the used model andthe most relevant

parameters of the system. We then evaluate the results of a number of parameter

studies and implementation alternatives in Section 4.3 andgive recommendations

for the design of an adaptive VoD streaming overlay. Finally, we summarize our

findings in Section 4.6.

4.1 Challenges in Video Streaming Overlays

As stated above, the efficiency of a video streaming architecture has an immediate

effect on the video quality experienced by the end user. Compounding this prob-

lem is a growing heterogeneity of end user devices that a video may be streamed

to. A video streaming application client may be installed ona set-top box con-

nected to a Fiber-to-the-Home (FTTH) link and to a High-Definition (HD) TV

device, requesting and being able to play out the highest available video resolu-

tion. At the other end of the spectrum, mobile devices like Personal Digital As-

sistants (PDAs) or mobile phones now have the capability to display videos with

a lower resolution [93]. These devices may be connected via wireless networks

with comparably low bandwidth. Thus, it is necessary to provide a different video

stream to these devices than to a fixed-line high-resolutionclient.

This can be managed in VoD systems by generating a set of source video

files, one for each class of supported clients [22]. The end user or his applica-
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tion then has to select the stream that is proper for his device. However, this

does not work very well for a P2P solution, since data from different streams

cannot be exchanged and therefore different clients cannotutilize each other’s

upload capacity. Thus, the high upload capacity of fixed-line clients is lost for

low-bandwidth mobile devices. One solution for this is to take advantage of scal-

able codecs that allow to extract substreams in different levels of quality, such as

the codec described in the next section.

Such an overlay has to ensure that a client’s bandwidth is notwasted to down-

load substreams that cannot be played out. Instead, a base quality that is sustain-

able by the client needs to be supported by the overlay mechanisms, and addi-

tional data should only be downloaded when this quality is achieved. Otherwise,

the upload bandwidth of the peers is utilized inefficiently and the resulting overall

quality is lower than possible.

Moreover, clients in such an overlay have to be able to adapt to changing

network conditions, such as the capacity changes due to churn or due to a change

of a wireless access network. Otherwise, mobile clients cannot be seamlessly

integrated into a distributed streaming system, but have tobe managed separately,

at the cost of a higher complexity.

While the normal process of clients going on- and offline doesnot significantly

change the total capacity of the overlay, most streaming overlays are supported

by dedicated seeds or servers that can fail as well. This should not lead to the

streaming service being unavailable. Instead, the video quality should automati-

cally be tuned to a supportable level, without needing manual input from the user.

Thus, a single client software can be used for all types of enduser devices, and the

management overhead by the content provider can be kept to a minimum. Still,

it is necessary that the resource distribution, i.e., the allocation of upload band-

width to requesting clients, is fair in the sense that peers contributing more are

rewarded with a better video quality. Otherwise, an incentive to provide upload

bandwidth would be missing, resulting in a reduced peer capacity of the network

and therefore higher costs for the content provider.
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4.2 Background and Related Work

In this section, we first describe approaches implementing VoD streaming func-

tionality in a P2P overlay, to show the similarities and differences to our architec-

ture. Then, we provide more details about the specific BitTorrent derivate Tribler,

which we use as the basis for our approach to support heterogeneous video qual-

ity in a P2P streaming overlay. Since we introduce mechanisms to support scal-

able videos into the Tribler overlay, we describe the used Scalable Video Codec

(SVC) extension of the H.264/AVC codec. Then, we review related work which

also uses scalable video codecs, although for P2P live streaming and not for P2P

VoD.

4.2.1 VoD Streaming via P2P Overlays

Since P2P file-sharing has proven its efficiency in practicaluse, approaches uti-

lizing its scalability properties and self-organization features have been proposed

in literature to support VoD streaming as well.

A VoD streaming system based on a random mesh overlay networkis eval-

uated in [44]. Starting from a simple file-sharing network, enhancements in the

chunk selection process are introduced and compared with respect to the play-

out rates. In contrast to other systems, the initial server is allowed to determine

the chunks to be uploaded in some of these strategies. The evaluation shows that

a hybrid server strategy, which considers the system as a whole, performs best.

This strategy both tries to upload chunks sequentially, andadditionally considers

the rarity of blocks in the neighborhood of a requesting client. Regarding client

strategies, a preference of chunks close to their playout deadline performs bet-

ter than a random or rarest first strategy. In both cases, the addition of network

coding improves the performance. Here, peers forward linear combinations of

a subset of chunks they have downloaded, increasing the usefulness of data for

other peers and easing the chunk selection process.

The evaluation in [44] uses a simulator that does not consider underlay effects.
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The peers have an upload capacity of 500 Kbit/s in a homogeneous scenario,

while the capacity is varied between freeriders with no upload and high capac-

ity peers in a heterogeneous scenario. For the latter, no statistics for the different

classes are shown. Peers have a low number of four to six neighbors, in contrast to

currently wide-spread implementations of both file-sharing and streaming over-

lays which use a much larger number. The assumed setup times,i.e., the length

of the initial buffering phase, are assumed to be 10 to 15 minutes long.

A BitTorrent Assisted Streaming System for VoD (BASS) is presented in [48].

It is argued that BitTorrent is not suitable for streaming due to its design, and

therefore it is used only in addition to a dedicated streaming server. Thus, the

BitTorrent protocol is not changed except that a client doesnot request chunks

containing frames with a playout time before its current position in the video.

The chunks downloaded via BitTorrent are stored for future use, while all parts

of the video that could not be retrieved via the P2P overlay are downloaded from

the server following an in-order strategy. It is assumed that only a small number

of BASS users exist, since otherwise the assumption of chunks being available

with equal probability would not hold.

For the evaluation of BASS, a queueing system simulation is used that is based

on measurement data from a BitTorrent file-sharing swarm. The evaluation shows

that for the investigated scenario, the necessary streaming server bandwidth can

be reduced by one third through the support of a P2P overlay. The waiting time

of clients can be reduced as well, both in comparison to a pureBitTorrent overlay

and to a pure client-server scenario.

In [53], the assumption that BitTorrent cannot be modified for streaming is

tested. An enhanced BitTorrent protocol named BiToS is presented and evalu-

ated, which uses a mixture of in-order and rarest-first chunkselection mecha-

nisms. Different implementation alternatives for this newchunk selection strat-

egy are compared. However, the chunk selection is the only mechanism that is

adapted and it is stated that other changes to the protocol are unnecessary. The

considered changes are the separation of the chunks that still have to be played

out into a high priority set, containing chunks close to their playout deadline, and
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the remaining pieces. With probabilityp, a chunk from the high priority set is

requested, otherwise a chunk from the remaining set is chosen. A strategy down-

loading the chunks in the high priority set sequentially is compared to the known

rarest-first mechanism in both sets withp = 0.8, 1.

The evaluation uses a simulation of a flash crowd scenario with 400 peers

watching a 10 minute video. The rarest-first strategies are shown to perform better

than the sequential one, especially for a high priority set containing about 8% of

the complete file. In this case, the settingp = 0.8 outperforms the system with

p = 1. A dynamic adaptation ofp to the swarm situation is considered, but not

implemented or tested.

Toast, another BitTorrent-based support scheme for VoD servers, is presented

in [56]. Similar to BASS, it shifts load from the dedicated VoD servers to a Bit-

Torrent overlay, with parts of the video that cannot be delivered by the overlay

being requested from the server. In contrast to BASS, the evaluation is based on a

measurement study of an implemented system. Different chunk selection mech-

anisms are compared, namely the rarest-first strategy from standard BitTorrent,

in-order download, a strategy based on a beta distribution for the chunk prefer-

ences, which assigns higher priority to chunks closer to playout, and finally a

hybrid strategy mixing the in-order and the beta strategy byintroducing priority

sets.

The main performance indicator observed in the evaluation in [56] is the load

reduction for the VoD server, i.e., its upload traffic savings by utilizing the over-

lay network. The measurement experiments are conducted fora swarm with 300

clients, which show a deterministic inter-arrival time in most scenarios. The up-

load capacity of the clients is varied between 1 Mbit/s, and 2Mbit/s, i.e., the

stream bit rate. Finally, different seeding behaviors are considered. The results

show that longer seeding times lead to less server load, due to the larger share of

available client upload capacity, and that propagation delays in the network have

no impact. The load on the VoD server is reduced by up to 90% with the hybrid

strategy and the in-order strategy performing better in most scenarios than the

beta and the rarest-first strategy.
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All of these systems, as well as the Tribler client describednext, implement a

VoD streaming service utilizing P2P technology. However, they are all based on

a single-layer video file. We extend this functionality to scalable video codecs in

Section 4.3, utilizing the properties of a SVC video. Thus, we can add support of

streams with different bandwidths while being able to shareall these streams in

a single overlay.

4.2.2 VoD Support in Tribler

Our P2P VoD architecture is based on Tribler [73], which in turn is a BitTorrent

adaptation that offers video streaming capabilities. In the following, we give an

overview on the key mechanisms of Tribler and which of these differ from reg-

ular BitTorrent. In particular, these are the two most important mechanisms of

BitTorrent presented in the last chapter, namely the tit-for-tat strategy used in the

unchoking process and the chunk selection strategy.

Tribler uses the same structure for a shared file as BitTorrent. The complete

file is separated into chunks and blocks that contain the frames of the video to

be streamed. The frames are made available to the buffer of a software video

player once they are downloaded. The mechanisms used for swarm and neighbor

management are the same as in BitTorrent as far as our approach is concerned.

However, Tribler in its current form tries to integrate several additional function-

alities like user preferences, search, trust relationships and tracker distribution by

heavily utilizing social aspects. Since these mechanisms do not affect the stream-

ing mechanism itself, we skip their description for the sakeof conciseness.

Chunk selection

The main difference between a file download functionality asoffered by BitTor-

rent and a VoD service as offered by Tribler is that a user of the latter watches

the video while downloading it. Thus, the timing for downloading the parts of

the complete video file becomes critical, while chunks can bedownloaded in any
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Figure 4.1:The Tribler chunk selection mechanism

order in a file-sharing overlay. In particular, chunks in Tribler need to be down-

loaded roughly in order so that a continuous playback of the video is ensured.

To this end, the rarest-first chunk selection of BitTorrent is replaced by a strat-

egy based on priority sets, cf. Fig. 4.1. From the current playback position, all

chunks until the end of the movie are separated into three sets. The high-priority

set contains all chunks with frames from the playback position until 10 seconds

after, while the mid-priority set contains the following 40seconds of the movie.

The rest of the chunks is in the low-priority set. Chunks are first downloaded

from the high-priority set, following an in-order strategywithin that set. When

no more chunks can be requested in that set, the chunks in the mid-priority set

are downloaded according to the BitTorrent rarest-first mechanism, and finally

the chunks of the lowest priority, also following the rarest-first strategy.

Unchoking

The tit-for-tat strategy employed to rate peers in the unchoking process of Bit-

Torrent is based on the assumption that peers can exchange content, i.e., both

neighbors forming a connection have some content the other needs. Since the

order in which peers download chunks does not matter in the file-sharing appli-

cation, this is true for enough overlay neighbors. However,with the application

VoD peers need to download chunks in roughly the order they are played out.
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Figure 4.2:The give-to-get mechanism

Therefore, peers that played back a longer part of the video do generally not need

any chunks from peers that are ’behind’ them in the playback process.

Thus, it is much more probable that data exchange happens only in one direc-

tion of an overlay connection in Tribler. This is taken into account by replacing

tit-for-tat with a strategy named give-to-get that favors peers that show a good

upload behavior to other peers instead of to the local peer [72]. Consider the lo-

cal peer A, which has chunks a remote neighbor B wants to download. B then

reports to which other peers it has uploaded data in the lastδ seconds (by default,

δ = 10s). Then A queries these peers to make sure that B does not exploit the

mechanism, cf. Fig. 4.2.

The rating value of B then is the amount of data it forwarded that it originally

received from A. If there is a tie using this metric, B’s totalupload is considered

as a tie-breaker. This ensures that peers with a high upload capacity are not un-
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choked by a large number of neighbors, but instead only by a selected subset. The

three peers with the highest rating are unchoked by A every 10seconds, similar

to BitTorrent. The optimistic unchoking of a random peer is practiced as well, cf.

Section 3.2.

Give-to-get thus rewards peers that upload data and aims at discouraging free-

riding, similar to tit-for-tat. However, it needs much moresignaling overhead and

statistics for a peer’s neighbors than the simpler tit-for-tat.

Playout strategy

In case frames are not received in time for their playout, streaming clients have

two basic choices, frame dropping and stalling. With the first alternative, the

missing parts are skipped and the player continues with the next available frames,

leading to artifacts in the video picture and ’jumps’ in the playout sequence.

Stalling, which is the mechanism implemented in Tribler, means that the player

waits for the missing frames, forcibly pausing the video during the waiting time.

In this case, the only experienced degradation in the video quality is the interrup-

tion of the watching process.

4.2.3 Scalable Video Codecs

After introducing the relevant P2P VoD streaming architectures, we now con-

sider the video codecs necessary to implement scalable video streaming in these

overlays. One of the most widely-used codecs today is the H.264 ITU-T stan-

dard [39], also released as MPEG4/AVC by the ISO. It offers a much higher

coding efficiency than older standards and therefore allowsthe efficient encoding

of current HD content. However, in its original form, i.e., H.264/AVC, it only

supports a single layer video. As a consequence, different video files have to be

provided to support different stream bit rates and qualities.

The SVC extension of H.264/AVC [62] enables the encoding of avideo file

at different qualities within the same layered bit stream. This includes besides

different resolutions also different frequencies (framesdisplayed per second) and
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different qualities with respect to the Signal-to-Noise Ratio (SNR). These can

be considered as a special case of spatial scalability with identical picture size

for base and enhancement layers. These three dimensions of enhancements are

denoted as spatial, temporal and quality scalability.

Temporal Scalability

CIF 15 Hz 
Q0

CIF 30 Hz 
Q0

CIF 60 Hz 
Q0

SD 15 Hz 
Q0

SD 30 Hz 
Q0

SD 60 Hz 
Q0

HD 15 Hz 
Q0

HD 30 Hz 
Q0

HD 60 Hz 
Q0
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Spatial Scalability

CIF

SD
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Figure 4.3:SVC cube, illustrating the possible scalability dimensions for a video

Figure 4.3 gives an example of different possible scalability dimensions for

a video file. The scalable video file can be watched in three different temporal

resolutions (15 Hz, 30 Hz, 60 Hz), three different spatial resolutions (Common

Intermediate Format (CIF), Standard Definition (SD), High Definition (HD)) and

three different quality resolutions (Q0, Q1, Q2). Each of the ’subcubes’ represents

a substream of the complete video stream in the best quality.

The left bottom ’subcube’, CIF resolution with 15 Hz and quality Q0, is the

base layer. All other enhancement layers reference the baselayer. Therefore, no

video can be played out if the necessary base layer frames aremissing. Thus, each

client should at least support the bit rate of the base layer to be able to stream the

video.
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Based on this layer, different types of enhancement layers permit a better video

experience with a higher resolution, better SNR or higher frame rate, respectively.

The more enhancement layers are available along any of the three axes, the higher

the quality in this respect is. If all enhancement layers areavailable the video can

be played out in highest overall quality. If all enhancementlayers within quality

Q0 are available, the video can be played back in HD-resolution with 60 Hz, but

only with a low SNR quality.

Every enhancement layer references all lower enhancement layers and the base

layer. Thus, layern of any scalability dimension can only played out if alln− 1

lower layers of that dimension, including the base layer, are available as well.

This indicates a priorization of the layers according to their index. A client should

always strive to download the base layer before consideringrequesting the en-

hancement layers, in ascending order.

Format of a Video with Temporal Scalability

Since we consider the temporal scalability feature of the SVC codec in particular,

we describe it in more detail in the following. Temporal scalability implies that

the frames of the complete video can be separated into layers, with each addi-

tional layer doubling the frame rate of the video, cf. Fig. 4.4. A typical H.264

video contains three types of frames, namely intra-coded (I-) frames, prediction

(P-) frames, and bidirectional (B-) frames. Frames of the first type, also called

key frames, are standalone pictures that can be displayed bythe video applica-

tion without needing any other frames. P-frames need information from earlier I-

or P-frames, but can therefore also be smaller. Finally, B-frames use information

both from earlier and later I- or P-frames, needing even lessdata in the frame

itself.

The base layer of a temporal scalable video contains its I- and P-frames, while

the enhancement layers are made up from B-frames. Since the enhancement lay-

ers are referencing all layers below them, they cannot be played out without these

layers. Only the base layer contains frames that exclusively reference frames in
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the same layer, meaning that this layer can be played out by itself.

However, the base layer also contains the largest frames, since I- and P-frames

are typically larger than B-frames. Thus, there are differences in the bit rate of

the respective substreams.
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Figure 4.4:Frame structure of a video with temporal scalability

4.2.4 Integrating Scalable Video in P2P Overlays

An overview of adaptive video streaming techniques utilizing P2P overlays is

given in [61]. Two methods to adapt the video quality and the bandwidth de-

mand of a stream to network conditions are identified, namelySVC and Multi-

ple Description Coding (MDC), which can be achieved by usingForward Error

Correction (FEC). With MDC, the stream is encoded into several independent

descriptions, and the received quality is proportional to the number of received

descriptions. MDC is less efficient in terms of compression overhead than SVC,

but more resilient against packet loss. It is especially useful if multi-path trans-

missions are used for the content, e.g., in a live streaming overlay utilizing mul-

tiple tree structures. Here, a part of the stream is transmitted in each tree, so that

one description per tree can be used.

In general, the path diversity inherent in P2P overlays is concluded to be an
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advantage for streaming applications. Regardless of the structure of the delivery

network, i.e., whether it forms a tree or a mesh, multiple paths to the receiver

enable bandwidth aggregation, packet loss de-correlationand delay reduction. It

is also stated that receiver-driven approaches, where the end-points of the stream

coordinate the streaming process, are a suitable strategy for streaming. However,

optimal decisions can only be taken if global network knowledge is available,

which is an unrealistic assumption.

A P2P live-streaming system utilizing SVC is presented in [55]. First, an over-

lay forming multiple trees and distributing a H.264/AVC video via this multi-tree,

and a single-tree SVC overlay are compared theoretically. It is shown that the

overlay based on the SVC video allows for a less complex distribution approach

while delivering a better quality and being fairer when the clients show a hetero-

geneous capacity. Fairness here means that peers receive a quality proportional

to their bandwidth contribution.

Next, a version of the Stanford Peer-to-Peer Multicast (SPPM) protocol

adapted to support SVC video is used for a measurement study and compared

to a standard AVC version. The video uses the temporal scalability feature of

SVC, consisting of the base layer and one enhancement layer.An overlay net-

work consisting of 100 peers is measured. The results show that the SVC version

of the overlay consistently outperforms the AVC version with respect to qual-

ity, packet losses and stalling occurrences when upload capacity is scarce in the

system.

The systems in this section incorporate scalable or multiple description video

codecs. However, they are all designed for a live-streamingapplication, which

differs from a VoD system. In a live streaming system, all peers demand the

same content at roughly the same time. In contrast, clients in a VoD system may

request the video at arbitrary times and are therefore interested in different parts

of the video. Thus, the resulting demands on the chunk selection strategy differ,

necessitating a different approach for VoD streaming. For this, we present our

own solution in the next section.
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4.3 Quality of Experience-Awareness in VoD

Streaming Overlays

In order to support heterogeneous video quality, we consider the temporal scal-

ability defined by the SVC extension of the H.264/AVC codec, as described in

the last section. Measurements show that an increase of the frame rate leads to

the best trade-off between a higher QoE of the end user and bandwidth preserva-

tion [93]. In order to be able to support SVC videos with temporal scalability, we

change the format of the file that is exchanged in the Tribler swarm, as well as

the chunk selection strategy. We describe these changes in the following.

We limit our evaluation to a video with three layers, the baselayer and two

enhancement layers. However, the approach described next is easily extensible to

a video with an arbitrary number of layers.

4.3.1 Shared Video File Adaptation

In both BitTorrent and Tribler, one file is shared per swarm, which is separated

into chunks and blocks. We adapt this mechanism by logicallyseparating the

video file to be shared into its layers. Conceptually, we treat each of the layers

as a separate file to be shared. Each of these files, which contains either the base

layer or an enhancement layer, comprises its own set of chunks and blocks, just

like for a single file to be shared. This allows clients to easily differentiate be-

tween content belonging to different layers, while the basic mechanisms for data

transfer with the exception of the chunk selection remain unaffected. Thus, the

additional complexity by adding scalable videos is minimized.

The chunks of each layer are of the same size in our mechanism.Due to the

different sizes of the frame types, this leads to a differentnumber of frames being

grouped in one chunk. While this means that chunks with the same index in

different layers do not necessarily hold video data for the same time period, this

approach enables a fragmentation of the video independent from the streamed

content. It also simplifies the chunk selection, since the algorithm does not have
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to take into account chunks of varying sizes.

Accordingly, the information in the torrent-file has to be structured to reflect

this format and to allow peers to derive the number of chunks to download per

layer. Thus, each layer has an ID that, together with the chunk ID within a layer,

allows to identify all chunks of the complete movie file.

4.3.2 Adapted Chunk Selection Strategy

Our aim is to download chunks so that a video quality is attained that can be

supported by the network capacity. Therefore, we prioritize lower layers over

higher ones, while still keeping the set separation and general in-order download

strategy of Tribler, cf. Fig. 4.5. In the high-priority set,we only download the

base layer of the video to make sure we can always play out the video and to

avoid stalling times. Thus, if chunks from the base layer that are close to their

playout deadline are missing, they have the highest priority to be downloaded.

As a consequence, a client never downloads the enhancement layers from the

beginning of the video, which is a minor limitation of our architecture and could

be circumvented by a longer buffering time.
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Figure 4.5:Adapted chunk selection priority sets
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Beginning with the second or medium-priority set, we first download chunks

of the base layer according to the rarest first policy within the set. If all of these

are already downloaded or no chunk from that layer can be selected, we start

downloading chunks from enhancement layer 1, also choosingthe rarest chunk

in that set first. In general, we only download chunks from a higher enhancement

layer if all chunks of the lower layers are locally availableor cannot be selected,

with one exception that is described below. The priority of the different chunks

thus reflects their relative importance, both in relation tothe playout deadline as

well as with respect to the layer they belong to.

This strategy only relies on the current download state, i.e., the available and

missing chunks, in order to select the next chunk to be requested. Therefore, no

additional measurements like average QoE or download bandwidth are used to

influence the chunk selection. This keeps the complexity as low as in current

overlays.

Finally, we have the same selection process in the low-priority set, which is

only considered if all chunks from the other two sets are downloaded or unavail-

able from other peers. We adapted the sizes of the priority sets to 180 s and 360 s

for the first and the second priority set, respectively.

During our evaluation, we found that due to the strict prioritization of the base-

layer chunks, the content from the enhancement layers was distributed much less,

which led to a lower overall quality of the video at the peers.In order to utilize

seeders better, we introduce a check whether a local peer is unchoked by a seeder

or not. By default, the local peer prefers enhancement layerchunks if it is un-

choked by a seeder, if it cannot download a chunk from the high-priority set. It

will still download base layer chunks in the mid- and low-priority sets from seed-

ers if no enhancement layer chunks are eligible. We will compare the strategies

with and without seeder distinction in Section 4.5.
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4.3.3 Playout Strategy of a Scalable Video

Since we want to consider the quality of the video playout in our evaluation, we

need to take into account the playout strategy of the player as well. In Tribler,

the video playout is stalled whenever frames are not available in time for their

playback.

Since we want to exploit the properties of a scalable video file, we adapt this

strategy to only stall the video if frames from the base layerare missing. In case

frames from enhancement layers are missing, the client plays out the video with

the highest number of layers attainable with the locally existing blocks, i.e., it

does not wait for missing frames from enhancement layers. Asa consequence,

a peer that finishes watching the complete movie does not necessarily store the

complete video file, since it might have missed some chunks from enhancement

layers.

By default, no chunks are requested that cannot be played out. Thus, a peer

might never become a seed in the BitTorrent sense of the word.To reflect this

difference, we therefore use the expression ’serving time’instead of seeding time

for the interval a peer has finished watching the movie but is still online and

providing its completed chunks to the swarm.

Additionally, we buffer the video for 60 s before starting toplay it out. Since

we do not consider a Constant Bit-Rate (CBR) video, but dimension the system

according to the mean bit rate, we aim at having enough data available so that the

varying data rate of the video does not lead to a buffer under-run during playout.

We consider this waiting time to be tolerable for end users for videos of sufficient

length.

4.4 Simulation Model

In our performance study, we simulate one Tribler swarm for 5hours in the steady

state. It shares an SVC video file with temporal scalability,as described in the last

section. We use a self-written Java simulator that includesall key mechanisms
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of Tribler and our adaptations. If not stated otherwise, we have two classes of

peers with different upload bandwidths of 128 Kbit/s and 192Kbit/s, which are

in the following respectively denoted as ’slow’ and as ’fast’ peers for the sake

of readability. These values are based on realistic access capacities of typical

DSL connections with a download bandwidth of 1 Mbit/s and 2 Mbit/s. We use

these relatively low access bandwidths to evaluate a default scenario where the

total bandwidth demand in the swarm cannot be met by the totalupload capacity.

Thus, we can observe peers that are not able to play out the complete video, and

investigate whether our modifications work under these circumstances.

In contrast to the model in the last chapter, we model the uplink of the peers

as the only network bottleneck here and again use a flow-basedunderlay model

to simulate the data transfer of blocks. We make this assumption due to the low

upload capacity of the peers in comparison to their downloadbandwidth and to

the video bit rate. Each block transmission constitutes oneflow that shares the

bottleneck bandwidth fairly with all other flows from the same source.

The shared video is based on a source video containing an episode of a popular

TV show and has a length of 22 min. The file has a total size of 55.5 MB and a

overall average video bit rate of 336 Kbit/s. It is separatedinto three layers using

the Joint Multi-View Video Model (JMVM) [79], with a Group-of-Picture (GoP)

size of 16 embedded frames to achieve temporal scalability.Table 4.1 gives a

detailed overview on the characteristics of the individuallayers.

We observe that the base layer with index 0 of the scalable video has the high-

est bit rate. This layer has to be played out by every peer, so that an attained bit

rate lower than 229 Kbit/s will lead to stalling. The higher layers have less band-

width demand, but are still large enough that a streaming mechanism needs to be

efficient to distribute them.

The peer arrival process is modeled by a Poisson process witha mean inter-

arrival timeE[A] of 5 s. The peers are distributed among the two access band-

width classes according to a pre-defined share, by default half of the peers per

class. Peers stay online until they have finished watching the video plus an expo-

nentially distributed serving timeS with a default mean valueE[S] of 10 min.
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Table 4.1:Movie layer information
layer mean bit mean frame cumulative mean size
index rate (Kbit/s) rate (fps) frame rate (fps) (MB)

0 229 5.994 5.994 37.8
1 48 5.994 11.988 8.0
2 59 11.988 23.976 9.7

Adding the buffering time of 60 s before starting the playback and the video

length of 22 min, we thus get a mean number of roughly 400 concurrently online

peers, neglecting stalling times. A swarm of this size is realistic for an average

file-sharing swarm [78]. The swarm size is higher than in the previous chapter

since the online time of the peers now is governed mainly by the video length

and not by the download time of the peers.

Additionally to the peers, we have a numberNServer of servers in the network

that act like normal peers but have the complete video from the start and are

assumed not to go offline during the simulation. A single server has an upload

capacity of 512 Kbit/s, allowing us to scale the total servercapacity by adjusting

the number of servers. A high number of servers reflects the fact that a high

capacity is provided by the content provider to support the streaming service. By

default, we install 40 servers, leading to a total upload capacity of 20 Mbit/s. We

assume that a content provider has to support a number of different video streams,

so that this value is realistic for one single stream.
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4.5 Performance Evaluation of QoE-Aware

Mechanisms

In this section, we present the results from the conducted simulation experiments.

Our main performance indicator for the evaluation is the end-user Quality of Ex-

perience (QoE) when watching the video. While the download time is the most

important performance characteristic in file-sharing, video streaming users no-

tice several different parameters related to the watched video. We evaluate two

metrics that can be easily measured and interpreted also in real systems. Full ref-

erence metrics used in the related work for live streaming, such as PSNR [29],

are not applicable to our scenario, since any available frame, and especially the

full base layer, can be always played back without any distortion. Unavailable

B-frames are not played back at all.

The first considered metric is the number of layers played outon average. This

allows us to see how many layers could be downloaded in time for playout. Since

we use stalling for the base layer only, this value is always above 1 and below 3.

We first compute the mean value of layers played out for one peer over the video

playout time, and then average over all peers in one run. In the figures, we show

the mean values and 95% confidence intervals of this value over 10 runs with

different seeds.

As a second QoE indicator, we evaluate the total stalling time over the video

length. The longer the user has to wait for a forcibly paused video, the lower the

quality is. We cumulate all stalling times for one user, and then again compute

the mean value over all peers in one run. The average values and 95% confidence

intervals are again calculated over 10 runs with different seeds.

We tested the proposed architecture for different network load conditions.

Load is again defined as the download demand in comparison to the total up-

load capacity of the swarm, similar to Section 3.5. However,the demand here is

characterized by the bit rate of the video with the highest quality. To generate

different load situations, we vary the number of servers andthe composition of

a peer set with heterogeneous access bandwidths, as well as the serving times
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Table 4.2:Overview on evaluated scenarios
Scenario Changed Parameter Section
Server Capacity NServer 4.5.1
Peer Heterogeneity Share of slow peers 4.5.2, 4.5.3
Server Breakdown Server reduction 4.5.2
Download Strategy Download after watching 4.5.3
Chunk Selection Strategy Chunk selection strategy at seeders4.5.4
Serving Times E[S] 4.5.4

of the peers. Additionally, we test the different download and chunk selection

strategies described in Section 4.3, and evaluate the flexibility of the algorithm in

a scenario where servers fail spontaneously. An overview onthe experiments is

given in Table 4.2.

4.5.1 Influence of the Network Load

First, we take a look at the relation between network resources and the achieved

QoE. Additionally, we want to investigate how hybrid a P2P VoD system needs

to be, i.e., how many servers are needed, to provide a good quality to the end user.

To this end, we vary the server upload capacity in the defaultscenario.

We varyNserver from 1 to 80, which directly translates to the upload capacity

resources a content provider would offer to support the distribution effort. The

resulting QoE indicators for the two peer classes are depicted in Fig. 4.6 and 4.7.

The first observable effect is that a larger number of serverslead to a better

quality played out at the peers, i.e., more peers can play outmore layers on aver-

age. This is expected, since more servers simply mean a higher upload capacity

in the network without adding download demand. Thus, the load in the system is

reduced. However, this also shows that our adapted chunk selection can make use

of the offered additional capacity by adapting the number ofenhancement layers

downloaded in time for playback. With 60 or more servers, i.e., an accumulated

30 Mbit/s server upload bandwidth, the quality of the video is good or nearly per-

fect for all peers. In relation to the roughly 90 Mbit/s totalbandwidth demand by
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the clients, this shows that the overlay can handle a large part of the traffic load.

Still, under the specified conditions it cannot provide a good quality all by itself,

as the low number of layers for just one server shows.
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Figure 4.6:Mean number of layers played out for different number of servers

Another interesting aspect of the architecture is that the average number of

layers played out is higher for the set of fast peers. Also, these peers experience

no stalling time, whereas the peers with less upload capacity show a high mean

stalling time for a low number of servers. This can be explained with the give-

to-get mechanism implemented in Tribler in the unchoking process. This mech-

anism prefers overlay neighbors with a good upload behaviorin the unchoking

process of a local peer. Since peers with more capacity can upload more chunks,

they get a better give-to-get rating and are therefore preferred in the unchoking

process. For a P2P VoD streaming overlay, this indicates peers can actually in-

fluence the quality they get by adapting the upload capacity they allocate to the

application, in case they do not utilize their full upload capacity. This is a good
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incentive for peers to contribute to the overlay.
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Figure 4.7:Mean stalling times for different number of servers

Finally, we observe that the stalling times are negligible for both peer classes

for a server capacity of 10 Mbit/s or higher. We conclude that, although the ac-

cording values for the numbers of layers indicate that the swarm capacity is not

high enough to support the video in its highest quality, the base layer is always

available. Thus, our strategy prefers the base layer enoughto ensure that a peer’s

download slots are not wasted.

4.5.2 Influence of Peer Heterogeneity and Server
Breakdown

Next, we change the composition of the peer set by varying theshare of slow

peers between 0%, 10%, the default 50%, 90%, and finally 100%,while keep-

ing the total number of peers stable. A lower number of fast peers mean less

total upload capacity in the swarm, so that we again influencethe load with this
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parameter. Additionally, we investigate how the QoE-awarestrategies cope with

different swarm compositions. To judge how flexible these strategies are without

manual parameterization, we let half of the initial 40 servers fail simultaneously

after half of the simulation runtime. We show the results forboth groups of peers,

i.e., peers going online before and after the server breakdown.
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Figure 4.8:Mean number of layers played out for different peer set compositions,
before and after server breakdown

Figure 4.8 shows again the average number of layers played out for the dif-

ferent peer set compositions. Similar to the previous results, the average quality

decreases for both peer classes when less total upload capacity is available in the

swarm. Due to the give-to-get rating, however, the fast peers have to sacrifice less

quality than the slow peers. Since the fast peers in general are rated higher, they

utilize the remaining upload capacity better than the slow peers, which have to

bear the consequences of the swarm capacity reduction.

The same effect can be observed for the peers that go online after the reduc-

tion of the server capacity. Both, fast and slow peers, can play out less layers on
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average. However, the reduction is less for the fast peers than for the slow peers

in comparison to the time when all 40 servers are active. Thisis again due to the

higher give-to-get rating of the fast peers, which are therefore preferred in the

unchoking process of all peers and the servers. Fast peers give up less quality

than slow peers if there are more slow peers in the swarm.
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Figure 4.9:Mean stalling times for different peer set compositions, before and
after breakdown

We again observe the occurrence of stalling just for the peers that are close to

the minimum playout quality, cf. Fig. 4.9. Especially the slow peers experience

stalling times of up to a minute on average after the server breakdown. However,

even with the full server capacity the load in the swarm is high enough for a high

fraction of slow peers that significant stalling occurrences can be observed. The

fast peers, on the other hand, show no or only very short stalling times both before

and after the server breakdown. This coincides with the relatively high quality of

on average more than two layers in any case.

In general however, the chunk selection strategy adapted for SVC copes with
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the node failures and the according load increase during theswarm lifetime with-

out any parameters needed to be adapted to the new situation.While the load is

high enough to lead to stalling, the total stalling times arelow enough that the

streaming process is not fully interrupted.

4.5.3 Comparison of Download Strategies

The variants of the download strategy we wish to compare in this experiment

is the default strategy to stop downloading chunks when the client has finished

playing out the movie, and a strategy where the peer continues to download the

complete movie in any case. In the latter case a client consumes upload capacity

of the swarm even if it no longer profits from it, while other peers might put this

capacity to better use since they are still watching the movie. On the other hand,

the peer continuing to download may be able to provide more content after it

completes the movie file, and thus become a more valuable source for chunks. We

compare these strategies again for different compositionsof the swarm, similar

to the last section.

The results depicted in Fig. 4.10 show that this consideration does not pay off

for the default setting of the serving time, i.e., 10 min. If the peers continue to

download after they have finished watching the movie, all peers on average play

out less layers. Thus, we conclude that the upload capacity consumption of the

still downloading peers offsets the gain by having more sources for the complete

video file. This is also due to the relatively high load of the swarm, since there

is less upload capacity available in total than would be necessary to serve every

peer. Therefore, upload bandwidth is more valuable than a good distribution of

chunks, since many peers cannot play out all chunks in this scenario. For less

loaded swarms, e.g., for swarms where the peers stay online much longer than

the movie playout time, this could change.

With respect to the stalling times, the strategy to continuedownloading also

performs worse than the default strategy, cf. Fig. 4.11. While the fast peers can

download the base layer fast enough with both strategies, the slow peers experi-
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Figure 4.10:Mean number of layers played out for different download strategies

ence stalling times of several minutes on average if peers continue to download.

In contrast, the default strategy leads to comparably shortstalling times even for

the slow peers, although these still can only play out the video in a relatively low

quality.

4.5.4 Influence of Serving Times and Comparison of
Chunk Selection Strategies

In this experiment, we influence the serving time of the peers, i.e., the time peers

are online after they have finished watching the video. Similar to the seeding

time, a longer serving time leads to a higher available upload capacity and there-

fore less load. We vary the serving times from 5 to 30 min. Additionally, we also

compare variants of the chunk selection strategy with this experiment. For the

chunk selection, we have the default implementation that prioritizes chunks from
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Figure 4.11:Mean stalling times for different download strategies

enhancement layers when being unchoked by a seeder. This strategy takes advan-

tage of the fact that seeders are sources for the enhancementlayer chunks, which

have a lower availability than the base layer chunks under high load conditions.

We compare this with a naive implementation that does not discern between seed-

ers and leechers to see whether this mechanism has an effect.

Figure 4.12 shows the mean number of layers played out for both strategies

with varying average peer serving times. For both chunk selection mechanisms,

we see a direct effect of the higher serving times on the quality of the video. Since

peers that stay online longer can upload more data, they reduce the load on the

swarm. With a serving time of 30 minutes, all peers can play out the video with

nearly maximum quality.

Still, we observe that the chunk selection that prefers enhancement layer

chunks when being unchoked by seeders leads to a higher average video qual-

ity for both peer groups. The quality gain of this strategy diminishes, however, if
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Figure 4.12:Mean number of layers played out for different chunk selection
strategies

the peers show longer serving times, i.e., when the load in the swarm is decreased.

This can be explained by the higher number of layers that can be played out by all

peers, and therefore a generally higher availability of enhancement layer chunks.

On the other hand, the stalling times for the slow peers are higher with the

more sophisticated chunk selection strategy in the scenario with a serving time of

5 minutes, cf. Fig. 4.13. This can be attributed to the fact that base layer chunks

are shared more with the naive chunk selection, and are therefore missing less

often when they are required for playback. Thus, in a swarm with a high load,

it does not necessarily pay off for all peers to prefer to download enhancement

layers, even if the opportunity to do so appears seldom.

Similar to the results in Section 4.5.1, we can see the preference of the base

layer due to our strategy here. Stalling occurs only for a serving time of 5 minutes

for the slow peers, where the number of layers played out is 1.5 or lower on
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Figure 4.13:Mean stalling times for different chunk selection strategies

average. Thus, in the other scenarios the base layer is prioritized enough to ensure

that, if enhancement layers are continuously available forplayout, the base layer

is as well.

4.6 Lessons Learned

From the observed results, we conclude that we can effectively adapt existing

overlay mechanisms, in particular the chunk selection, to support scalable videos.

The changes do not necessitate completely new overlay logicand rely only on

knowledge the peers currently possess, i.e., which chunks are already down-

loaded and which are not. The evaluated architecture does not need QoE mea-

surements of the video played out or network probes to adapt to changes in the

streaming process. The peers still react to changes in the swarm capacity, and

should be able to react to varying network conditions as well. Thus, our mecha-
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nism is easy to implement in practice and introduces no additional signaling or

management overhead.

Due to the give-to-get unchoking mechanism, a basic supportfor heterogene-

ity exists. Peers with a higher upload capacity are served with more bandwidth.

While the upload capacity of a peer might not always be correlated with the video

quality that can be supported by the according end-user device, the principal dif-

ferentiation between clients with heterogeneous access bandwidths is included in

the overlay mechanisms. The new chunk selection, on the other hand, ensures that

the bandwidth is used for downloading the video layers in order of usefulness.

The results show that this priorization works well, since peers that can support

the streaming of a higher level of quality do not experience stalling. Since stalling

for scalable videos can only occur if frames from the base layer are missing, this

proves that the base layer is always given the highest priority. Thus, only peers

which cannot support the base layer bit rate are forced to pause the video.

We provided and evaluated implementation alternatives forthe chunk selec-

tion and the download strategy. For the download strategy, we conclude that it

is not feasible for peers in a highly loaded swarm to continuedownloading the

video after the playout process has stopped. As long as upload capacity is scarce,

the negative effect of this additional bandwidth consumption outweighs the better

chunk availability. Regarding the chunk selection, it paysoff to prefer download-

ing higher layers from seeders in our scenarios. Thus, the relatively high avail-

ability of the base layer is countered for peers that can support a higher level of

quality. Still, this strategy can backfire if the load in the swarm is high enough so

that peers can only sustain the streaming of the base layer. The swarm situation

as a whole therefore influences how well these strategies perform.

Regarding the feasibility of an overlay to support streaming, our experiments

show that there is a need for a fixed server capacity in order tosupport an ac-

ceptable video quality for the users. The overlay alone is not able to provide

the necessary upload capacity under the evaluated load conditions. This is in line

with results from literature. However, the peers contribute a significant amount of

capacity resources that can therefore be saved by the streaming service provider.
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Therefore, using an overlay with server support is a cost-effective alternative to

pure client-server streaming architectures. Moreover, since the servers can partic-

ipate in the overlay with the same behavior as peers, it is simple to add to remove

server capacity during the lifetime of a swarm. In comparable client-server sys-

tems, removing a server might result in a connection loss andtherefore in a stream

loss for the users connected to that server.
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Now this is not the end. It is not even the beginning of the end.But

it is, perhaps, the end of the beginning.

Winston Churchill (1874 - 1965)

In today’s Internet, building overlay structures to provide a service is becom-

ing more and more common. This approach allows for the utilization of client re-

sources, thus being more scalable than a client-server model in this respect [96].

However, in these architectures the quality of the providedservice depends on the

clients and is therefore more complex to manage. Resource utilization, both at the

clients themselves and in the underlying network, determine the efficiency of the

overlay application. Here, a trade-off exists between the resource providers and

the end users that can be tuned via overlay mechanisms. Thus,resource manage-

ment and traffic management is always quality-of-service management as well.

In this monograph, the three currently significant and most widely used over-

lay types in the Internet were considered. These overlays are implemented in

popular applications which only recently have gained importance. Thus, these

overlay networks still face real-world technical challenges which are of high

practical relevance. We identified the specific issues for each of the considered

overlays, and showed how their optimization affects the trade-offs between re-

source efficiency and service quality. Thus, we supplied newinsights and system

knowledge that is not provided by previous work.

For search overlays and specifically Distributed Hash Tables (DHTs), the cur-

rent state of research and the evidence in form of actually implemented systems

show that one-hop structures are the most efficient solutionfor time-critical ap-
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plications. While best-effort services may use less interconnected overlays, a full

mesh is viable and necessary in enterprise environments.

However, these evaluations focus on overlay traffic as the prime performance

indicator, and neglect the processing and storage load on the nodes themselves.

To remedy this, we presented an analysis based on a representative self-developed

architecture. In contrast to the existing work, we evaluated the query load on the

nodes. We showed that the internal query load is significantly higher than the

externally seen load, up to a factor of 4 in the considered system. Additionally,

we proved that storage space on the participating nodes can be traded for shorter

search times. This trade-off can be influenced by the system size and the redun-

dancy of stored data. Thus, such a system can be dimensioned and configured

using our analytical model.

The main issue with the second class of overlays, P2P file-sharing systems, is

the amount of generated inter-domain traffic. Currently, many research projects

and industry initiatives work on solutions for that problem. The Application

Layer Traffic Optimization (ALTO) IETF working group is in the act of creat-

ing a standard for the implementation of these solutions. The most promising

approach in this context is locality-awareness. We added our own solution of Bi-

ased Unchoking to the existing Biased Neighbor Selection mechanism, targeting

a different overlay mechanism. We showed that the two algorithms complement

each other and that their combination outperforms each of the individual solutions

alone in terms of traffic savings. Moreover, we observed the proposed mecha-

nisms in realistic scenarios. We used input from measurement studies to model

swarms that show a similar heterogeneity as live swarms in their peer distribution

and their access bandwidths.

With this setup, we revealed previously unknown drawbacks of existing

locality-awareness solutions, namely the introduction ofunfairness in the down-

load speed of the peers. In these scenarios, peers in small ASes take significantly

longer (up to 20 percent) to download a file with the combination of both locality-

aware schemes. We showed that this can be regulated by using the parameters

offered by both Biased Neighbor Selection and Biased Unchoking. Still, our con-
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clusion is that locality-promotion mechanisms in their current form are not ben-

eficial for all clients, and are therefore unlikely to be accepted by the end users.

Finally, the overlays offering a video streaming service were considered. The

developing problem of heterogeneous end user devices with different access

speeds has been addressed only recently with the advent of efficient scalable

video codecs. These have found their way into live-streaming overlays, but not

into the VoD streaming class considered here.

Therefore, we developed adaptations to an existing VoD architecture, Tribler,

that enable the usage of scalable video codecs. We evaluatedthis system in a

simulation study, and showed that different types of clients can retrieve the video

according to their access capabilities. A base video quality can be provided in

most scenarios without any occurrences of stalling. The remaining capacity is uti-

lized to provide a higher quality according to a peer’s capacity. Thus, the aim of

supporting heterogeneous clients with the same overlay is reached. Additionally,

the peers adapt to the capacity available in the swarm by automatically changing

the quality of the video played out. Thus, our architecture does not have to rely

on measurements as configuration input, which would add additional overhead.

Since such an architecture is feasible, it is most likely that content providers will

harness the benefits of P2P video streaming, even if they havea highly heteroge-

neous set of clients.

The aforementioned contributions comprise an evaluation of current overlay

challenges and the optimization potential of P2P overlay technologies. On the ba-

sis of this work, future evaluations of the considered overlays may be conducted.

For file-sharing networks, the current locality-promotionschemes may be im-

proved to introduce more fairness in real swarms. This wouldensure that such a

traffic management scheme will be accepted by the users as well as by the ISPs.

As a consequence, Economic Traffic Management would be implemented, where

all involved parties have an incentive to participate. In the case of VoD streaming

overlays, the same holds true, while additionally, the workon the streaming of

scalable videos could be expanded to include more than one type of scalability.
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